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1 INTRODUCTION 1

1 Introduction

In this deliverable a learning architecture is introduced, that realises the learning approach
proposed in deliverable D5.3.1 [DIKPO05], also capable of learning action sequence related
a ordances.

It is described, how the cue event and outcome event characteristics are built by the
learning process. To enlarge the robustness of the a ordance based agent’s behaviour, the
derived characteristics (the a ordance knowledge) is exposed to an abstraction process,
which searches for similarities within these characteristics. The extracted similarities are
represented as new characteristics, that thus enrich the a ordance knowledge base, when
their usefulness and validity is proofed in a veri cation process.

The terminology used in this deliverable is adapted to the latest discussions and agreements
within the project. These changes are discussed within section 2.

Additionally in section 2 the theoretical foundations of the learning approach are dis-
cussed concerning the question \What is a ordance learning”. These insights are based
on discussions between partners OFAI and JR_DIB. The multi-dimensionality of the learnt
relations, introduced in deliverable D5.3.1 [DIKPO05], which is a essential part of the learn-
ing of a ordances and thus for the architecture, is emphasised in section 2.3.

In section 3 the learning architecture is described, which is based on the learning ap-
proach introduced in deliverable D5.3.1 and the theoretical foundations discussed in sec-
tion 2. Since the learning architecture has several requirements on an underlying robotic
architecture, these requirements of the developed learning architecture are discussed (see
section 3.1). These requirements have been introduced to the overall a ordance based
architecture described in deliverable D2.2.2 [Rom06]. Section 3.2 describes the developed
learning architecture including methods for learning action sequence related a ordances.

In section 4 a proof of concept of the learning approach is given by the results of learning
experiments for an Application Space Ap(lift).
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2 Basics

2.1 Terminology

During the evolving project several changes to the previously used terminology were made
and new terms have been added to create a harmonised common ontology among all
project partners. Changes regarding the terminology of deliverable D5.3.1 [DIKPO05] as
well as changes that concern the learning part are described here.

To emphasise the temporal aspect of those part of the learning approach that was called
outcome, the terms are modi ed to outcome event.

To be able to distinguish between those aspects of the perception that can be used to
detect the existence of an a ordance and those structures in the environment that cause
these perceptions, the term cue event instead of entity is used to describe the perceptional
events that allow the detection of the existence of an a ordance. This also emphasises the
possibility of a temporal dimension of this a ordance aspect.

Instead of using the term action for a the basic movement primitives that causes the agent
to act and that is triggered by a perceptional event, the project partners decided to use
the term behaviour. Nevertheless, when we talk about behaviours we still mean exactly
those perception-actuator-couplings that cause an interaction with the environment.

2.2 What is a ordance learning?

This section describes what is learnt and covered by the presented learning approach.

Imagine the following scenario: The agent is supposed to build a stack out of objects as
shown in gure 1. The physical properties, why some of these objects can be used as a
stacking base or a stacking element, while others can only be used as a stacking top are
the top and bottom surface of the elements. If two objects can be stacked is dependent on
the top region surface of the element that should provide the base, and the bottom region
surface of the element that should be stacked on this base. The two surfaces must be in a
certain relation to each other for a successful stacking trial. In simple cases the necessary
complementary shape, as depicted in gure 2, is given all-over the top and bottom region.
More complicated objects may only share some of those complementary regions, but at
least enough to keep a stacking element grounded on the base.

When the objects lie in front of the agent, the relevant surface can’t be perceived directly.
Nevertheless humans are able to assume whether an object is stackable or not, without
seeing this surface. Humans use several cues based on their own experience to ful 1 this
task.

Gaining a set of cue events as well as knowledge about outcome events in relation to its own
capabilities, which enables an arti cial agent to build hypothesis about the a ordances in
its environment (in this example stackable or not stackable) is covered by the presented
learning approach.

Imagine a second example, where an agent is supposed to lift objects. The physical
property of the objects, that in one case leads to liftability and in the other to non-
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Figure 1: Three objects that can be stacked. Thereby the red object can only be used as
a stacking top, while the green can only be used as a stacking base. The reasons for this
discrimination are the top and bottom surfaces of the objects, which can for the most part
not be seen directly.

2B
| o

Figure 2: A simple example for two complementary surfaces, that are responsible for a
successful stacking outcome.

liftability, is (in a simple case neglecting other properties) the weight of the object, which
the agent can feel during the lifting trial, e.g. if he is able to measure the force via a force
sensor. But again this property can’t be perceived directly. Instead hints like structure
and colour allow to conclude about the liftability. In general the physical properties that
are responsible for a behaviour to cause a certain outcome event are most likely not to
be visually detectable. Instead of learning these properties, the agent learns to nd visual
cues that are su cient to anticipate the di erent outcomes caused by these properties.
One does not have to have a concept of weight, to be able to distinguish liftable from
non-liftable objects.

That means that the agent does not gain a sophisticated concept of the properties (like
physical laws) that are causing and in uencing certain behaviour outcomes, but it can get
a concept of what happens in its world if it applies behaviours on certain objects or parts
of the environment.

This means that the design of the learning set is very important: If all liftable objects are
blue, then it would be su cient for the robot to learn this cue. But in a more complex
world, this cue would of course fail. Thus, the trainings set must be of su cient diversity
to enable the robot to learn cues, that are still valid in a dynamic real world environment.
In addition the robot must of course be able to detect these cues by its perception-system,
e.g. if the resolution of the robots cameras are very low, ne textures can’t be perceived.
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2.3 Multi-dimensional relations

In the MACS project, a ordances within a robotic system are represented by cue event -
behaviour - outcome event relations. The cue event and outcome event, their inter-relations
as well as the relation to the causing behaviour are learnt from the incoming perceptual
data stream, using the learning approach that is described in deliverable D5.3.1. This
knowledge is stored in a repository. For one instance of these relations the term triple
is used. This section shall emphasise that the data space does not consist of triples
but that triples are derived from the learnt multi-relational repository. That means that
triples which are 1:1:1-relations are derived from that o:m:n-relations database. Why the
a ordance repository is multi-relational is described in the following subsections.

2.3.1 One behaviour can cause multiple outcome events

During the learning process, the outcome-event characteristics are derived from the par-
titions of the behaviour related application spaces (see deliverable D5.3.1). This process
can extract more than one characteristic for each of these partitions, since an application
of a behaviour can cause multiple outcome events, e.g. pushing a light box leads to a
displacement of the box, as well as to a change of the robots position and leads to free
space where the box stood before.

One behaviour applied several times on the environment also leads to di erent outcomes
depending on the con guration of the environment, e.g. the behaviour \stretch arm™ can
overthrow a box that is placed in front of the robot and in another case can cause a button
to be pushed.

How characteristics are derived from observed outcome events is in uenced by what is
relevant for the robot and for its mission as well as dependent on its level of knowledge.
Therefore it is also possible, that multiple characteristics for one part of the outcome
event are derived, e.g. if the robot kicks a ball, the structure of the trajectory can be
characterised but also a second characteristic can be derived that describes that the ball
has changed its location while neglecting the particular trajectory. Therefore, based on the
level of abstraction and the focus on relevant properties, multiple di erent characteristics
can be derived from one observation.

Because of the described facts the learnt behaviour - outcome-event relations are 1: n.

2.3.2 Multiple behaviours can cause similar outcome events

For a ordances like moveability of an object or traverseability of a room, it is clear that
they can be used by di erent behaviours, e.g. a room can be crossed by foot or by
crawling. This means that several behaviours applied to the same environment cause the
same outcome \the room is crossed".

Figure 3 shows that the two behaviours rapidly drive forward and rapidly stretch out
arm applied to the same environment (ball in front of the agent) can lead to the same
outcome-events (a straight moving ball).

But even if di erent outcomes occur by applying di erent behaviours, the characteristics
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Figure 3. Two behaviours applied to the same environment can lead to the same outcome.

of the observations can be equivalent, based on the level of interpretation as described in
section 2.3.1. Figure 4 shows an example of how two di erent behaviours (kicking a ball
vs. beating a ball) can lead to di erent outcome events and to same outcome events at
the same time. Despite of di erent trajectories both outcomes have in common that the
location of the ball has changed. Thus these outcome events could e.g. be characterised in
one case by fc?; c9]g and in the other case by fc3; c9g whereby cf and c§ are characteristics
of the ball trajectories and c§ describes the displacement of the ball, which is equivalent
for both outcome events.

In these cases the learnt behaviour - outcome event relations are m: 1

@
@

@ @
Figure 4. Two behaviours applied to the same environment can on the one hand lead to
di erent outcome events that on the other hand share some properties. In this example

the exact description of the balls trajectory di ers, but in principle both actions cause a
movement of the ball.

2.3.3 One cue event can indicate the possibility to apply multiple behaviours

During the learning process, the cue event characteristics are derived from the partitions of
the behaviours application spaces (see deliverable D5.3.1). This process can extract more
than one characteristic for each of these partitions, since a cue event could be an indicator
for multiple a ordances, e.g. the size of a reachable structure could be a cue event for
gripping as well as for lifting or moving. Thus, one cue event can be characteristic for the
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detection of multiple a ordances.

In this case the learnt cue event - behaviour relations are 1 : m

2.3.4 Multiple cue events can indicate the possibility to apply one behaviour

More features can indicate the possibility to apply one behaviour, e.g. small objects can
in most cases be lifted, but objects of a certain material (as polystyrene) can be lifted
as well, even if they are bigger. The other way around, one behaviour can be applied on
multiple cue events. Therefore the learning process is able to result in more than one cue
event to detect the possibility to apply one behaviour, and thus in a later stage to detect
the existence of one a ordance.

In this case the learnt cue event - behaviour relations are o: 1

2.3.5 Summary

To summarise the previous sections, the relation between cue events, behaviours, and
outcome events is a 0 : m : n relation and the members of a triple (c§;b1;c9) can also
be part of other triples, e.g. (c§;bs;c9) etc. (see also gure 5). This means, that in the
a ordance repository, not only triples are stored, but multi-dimensional relations between
cue event characteristics, behaviours, and outcome event characteristics (see also section
3.2.1).

This enables the agent to derive similarities between cue events concerning the outcome
of a behaviour application, e.g. a pencil and a chunk of coal are equal concerning the
outcome event \something is drawn".

Behaviour space B Cue event space C

Outcome event space O

Figure 5: This gure shows that the outcome of the learning process are | : n : m relation
between behaviours, cue events and outcome events, which are characterised by c° resp.
cC.



3 THE AFFORDANCE LEARNING ARCHITECTURE 7

3 The a ordance learning architecture

3.1 Requirements for an overall a ordance based robot control archi-
tecture

The developed a ordance learning architecture that is described in the succeeding section
3.2, covers all parts that are directly related to learning and is meant to be embedded in
an overall architecture which provides sensors, actuators, basic behaviours, control etc.
The learning architecture has several requirements on an underlying robotic architecture.
Therefore these requirements are de ned within this section. These requirements have
been introduced to the overall a ordance based architecture described in deliverable D2.2.2
[Rom06] which will be used in this project.

The requirements described in this section are to be seen as a functional template. They
are not meant to be implemented exactly like stated, since modules like \deliberation™
cover all deliberative parts of the architecture that, in a real implementation, could be
distributed. Therefore the requirements and schemas identify and describe all essential
parts and group them in logical units.

Figure 6 shows the template that is used for the modules in the following architecture
diagrams. All data-inputs are connected to the bottom, all outputs are going out at the
top of the module and the control inputs are connected to the left side of the module.

10utput

Control/ Config Module Name
.......... Description

1Input

Figure 6: Template for the modules depicted in the following architecture diagrams.

3.1.1 Behaviour Framework

As described in deliverable D5.3.1 [DIKPO5] the learning approach uses perceptional in-
formation of the environment before, during and after the applications of behaviours,
to generate cue event characterisations and outcome event characterisations, which are
related to each other as well as to the involved behaviours.

These behaviours can be pre-programmed and/or learnt and can be activated and con-
trolled in di erent ways, e.g. manually, by the environment (reactive), or by the robot
control. Any of these behaviours (with any kind of activation and controlling methods,
as well as combined versions), that cause perceivable interactions of the agent with its
environment (see gure 7), are appropriate for the introduced learning approach. As
a biologically motivated starting point in the MACS project we use a reactive control
framework that leads the agent to perform such interactions with its environment. Be-
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haviours/actions are then triggered by the environment and thereby also action sequences
occur (see also [DIKPO05]).

This behaviour framework consists of three modules:

The Perception Module subsumes all sensors channels of the robot (including pro-
prioception and internal status information) as well as the Iters that operate on the
sensor data, like colour-blob detection, low-pass- Itering etc.

The Actuators Module contains the actuators of the robot as well as functions that
pre-process the commands for the actuators (like mapping of 3D data to angles of
the cranes motors).

The Behaviour Module contains a set of basic behaviours that couple the perception
system to the actuator system and thus provides a starting point for the agent’s
development. The behaviours are to be designed in a way as described above and in
deliverable D5.3.1, to enable the agent also to perform sequences of actions. This set
of behaviours can be extended by learnt behaviours and learnt actions sequences.

—

Actuators

Calibration,
Initialisation

Behaviours

\/

............ Environment

Calibration/Initialisation,
Configure/Control

-
-

Perception
------------ Filters

Calibration/Initialisation, Sensors
Configure/Control

Figure 7: In its basic con guration the agent is equipped with a Perception Module (sub-
sumes all sensors of the robot, including proprioception and internal status information
via virtual sensors, as well as Iters that operate on the sensor data), a Behaviour module
(containing a set of basic behaviours as a starting point of the agents development) and
an Actuator Module.

3.1.2 Execution

To be able to use the underlying basic behaviours purposefully, an execution control layer
is introduced (see gure 8). In the Execution Module, all mechanisms are subsumed,
that use data from the perception system and the possibilities that the basic behaviours
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0 er to achieve more complex behaviours, e.g. by suppressing some re ex behaviours ac-
cording to achieve new behaviours, like to suppress an obstacle avoidance behaviour to
purposefully push an object. The Execution Module can in uence the behaviours via the
con gure/control interface of the behaviour module (see dashed line in gure 8). Depen-
dent on the implementation it might be necessary that the execution part has to in uence
the data coming from perception according to its task, e.g. to detect a box etc., and
therefore use the con gure/control interface of the Perception Module.

g i —

Execution Actuators
........... |
Calibration,
Initialisation

f A

Behaviours
b \ )

Environment

.

L
Calibration/Initialisation,
Configure/Control

=
= S

Perception

. Filters
>

Calibrationnitialisation

Configure/Control

Figure 8: The behaviour framework is extended by an Execution Module that can utilise
the basic behaviours to achieve more complex behaviours.

3.1.3 Deliberation

To realise goal driven behaviour, the architecture must contain a deliberative part (see

gure 9). Any intention that leads the robot to interact with its environment resp. all
functions that are goal related or involved in planning etc. are therefor subsumed in
a Deliberation Module, which thus can include mechanisms of di erent complexity from
simple drives/motivation systems to high-level planning. These mechanisms work on the
basis of the current status of the agent (as perceived by the agent via the Perception
Module) and in uence the Execution Module to achieve a certain goal (see data- and
control- ow in gure 9). Dependent on the implementation it might be necessary that
the Deliberation Module has to in uence the data coming from perception, e.g. to check
if a liftable entity is present, and therefore use also the con gure/control interface of the
Perception Module.

The following example underlines the separation in a deliberative and an executive part:
If a plan like \if a grippable object is present - then if object a ords lifting - do ..." is
part of a task then the deliberation module has to check if a grippable entity is present
in the current perception data stream of the robot. If it is not present, it may generate
requests for the execution module to search for grippability by performing sweeps with
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the camera servos for instance to extend the range of the current perception. This shows
that the deliberation module can include/cause several execution cycles within a planning
process. Any use of actuators, any active execution part is performed and controlled by
the execution module. The deliberation module generates goals, and plans to reach those
goals and is passive.

Since the deliberative part of the architecture has to be aware of the status of the current
execution there is a data ow going from the Execution Module to the Deliberation Module
as depicted in gure 9.

Execution Actuators

Calibration,
Initialisation

r A

|Deliberation Behaviours

Calibration,
Initialisation

\/

Environment

e

>
Calibration/Initialisation,
Configure/Control

=
'

Perception

' . Filters

e

Calibration/Initialisation Sensors

Configure/Control

\ P

Figure 9: The Deliberation Module subsumes all functions, from simple drives/motivation
systems to high-level planning, that are goal related or involved in planning.

3.1.4 A ordance Representation Repository

The essential step towards an a ordance based robot control is to add a ordance knowledge
to the architecture. The component that contains the representations of this knowledge
is called the A ordance Representation Repository (ARR). This knowledge enriches the
perceptual input of the architecture by providing a ordance related know-how. When
the ARR is added to the architecture (see gure 10) and the components like Delibera-
tion Module and Execution Module are able to deal with this repository, the architecture
becomes a ordance based.

As described in section 2, the repository has to store cue event characteristics, behaviour
description, and outcome event characteristics and the multi-dimensional relations be-
tween these elements. The set of behaviour descriptions is thereby initialised with de-
scriptions of the basic behaviours that are provided by the Behaviour Module.

The data structures to be stored within the ARR and the interfaces of this module depend
on the modules that use this information, e.g the deliberative part of the architecture. In
section 3.2 a detailed description is given, of what is necessary to be represented in the
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a ordance representation repository, from the view-point of learning.

Execution Actuators
Calibration/
Initialisation
A f
_ |-
Ll I
Deliberation Behaviours
............ f ]
Calibration/
>
Calibration/Initialisation/
A Configure/Control
»
- A
<
-
-
<
v Affordance Perception
»> »-| Represen- / o Filters
Initialisation Request tation - -
a R Calibration/tnitialisation
epository Configure/Control
A

Figure 10: Via the enrichment of the perceptual space of the agent by a ordance knowledge
(A ordance Representation Repository), the control architecture becomes an a ordance
based control architecture.

3.1.5 A ordance Learning

Figure 11 shows how the Learning Module is connected to and interacts with an archi-
tecture that ful Is the requirements described so far. The Learning Module closes the
gap between the perception and the a ordance repository. It uses the perceptual infor-
mation about the environment (and itself, as the robot is part of its own environment)
before, during and after the application of behaviours to extract a ordance knowledge
using the approach described in deliverable D5.3.1. The derived a ordance information is
stored within the A ordance Representation Repository (ARR). For all transactions like
adding new information, updating and retrieving information the Learning Module uses
the request and data interface of the ARR.

In order to be able to learn the a ordance representations, there must be su cient data
concerning the agents applied behaviours, i.e. the number of trials of applying each be-
haviour must be su ciently high. Thus for the learning process, dependent on the imple-
mentation, there might be the need for having more data for speci ¢ behaviour applications
to ensure that learning of a ordances related to these behaviours is possible. To be able to
request the generation of such data there must be the possibility to request the execution
of speci ¢ behaviours. The request for execution of speci ¢ behaviours is further neces-
sary to proof the outcome of the learning approach, this means to proof the cue event
hypothesis and the outcome event hypothesis. This is done by sending a request from

What is su cient depends on the one hand on the behaviour and on the other hand on the used
learning algorithms
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the Learning Module to the deliberative part of the overall architecture (see gure 11).
Via the status feedback coming back from the Deliberation Module, the Learning Mod-
ule receives the necessary input for further learning steps. Since the Deliberation Module
gets feedback from the Execution Module this feedback includes also information from the
execution part of the architecture. This includes data from the execution monitor (that
is responsible for monitoring cue events and outcome events [DMRWO05][Rom06]), which
provides essential information to proof the cue event and outcome event hypothesis. How
the learning module deals with hypothesis that fail several times and how this knowledge
is updated in the ARR is described in section 3.2.6 and section 3.2.7.

Execution Actuators
Calibration,
Initialisation
A A
N
>
. . Deliberation| Behaviours
L L
Calibration/ A Y
Initialisation . Environment
L
7y Canfigure/Conrol
»
- A
- -
<t - -
Affordance Affordance Perception
cansio > R e (SRS (Y |
, Request
Initialisation
i Calibration/Initialisation,
Reinforcement Repository Configure/Control
A initialisation
» |
>

Figure 11: The Learning Module in the underlying a ordance based control architecture is
responsible for grounding the a ordance knowledge of the agent from its made experiences.

In this section requirements for an underlying control architecture were described as well
as shown how the A ordance Representation Repository (ARR) and the Learning Module
are connected to become an a ordance based architecture. The internals of the Learning
Module resp. the learning architecture is described in the succeeding section 3.2.
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3.2 The learning architecture

In this section it is shown, how the learning approach, proposed in deliverable D5.3.1 is
realised by the introduced learning architecture that uses an underlying hybrid architecture
that ful Is the prerequisites described in the previous section 3.1. It is further shown, how
the robot is thus enabled to learn a ordances that are related to action sequences.

Figure 12 shows a schema of the developed learning architecture. This schema depicts
the internals of the Learning Module that is connected to and interacts with a hybrid
architecture as depicted in gure 11. It can be seen which modules are required and
how they are interconnected to realise the required data- and control- ow. The depicted
modules, the used data structures, and the data-/control ow are described in the following
sub-sections.

Data to Affordance Request to Affordance
Representation Representation
Repository A ARepository
Configuration .
......... - Cue/Effect
Calibration Learning Control . Characterisation | Action Sequence Detection
Initialisation = (Step 2b/3b) =
Learning Signals
A
> \ -
-1 I'n ’~ I
— S 0:1 Rele\llant Characteristics Abstraction
Application Spaces - Sensor Channels - Module
= (Step 2a/3a) =
Calibration
Initialisation
o Partitioning
l (Step 1)
v Data from Perception Module 41
1r Data from Deliberation Module

f Data from Affordance Representation Repository

Figure 12: The learning architecture, its modules, and the data- (black) and control- ow
(dashed greed) between the components.

3.2.1 Application Spaces Module

The agent applies behaviours (bj 2 B, whereby B is the set of behaviors provided by the
Behaviour Module) to the environment. Thereby the agent permanently monitors its envi-
ronment and the internal states before, during and after the application of the behaviour.
The sets D; of these time series (tj(bj)) are stored within behaviour speci ¢ application
spaces (Ap(b;j)) in the Application Spaces Module to be available for the learning pro-
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cesses. The begin (Statey;) and the end (Statey) of the application of the behaviours
must be marked within each stored time series. To be able to learn cue event character-
istics for the existence of an a ordance and the concerning outcome event characteristics
(consequences of using an a ordance), the recorded time series have to include a certain
amount of time before (t[Statey  ¢1; Statey]) and after the application of the behaviour
(t[Statey; Stater, + ]).

During the learning process, the application spaces are divided into partitions. This
partitioning information resp. a Partitioner Object, as created by the Partitioning Module
(see section 3.2.2), is stored in relation to its belonging application space.

The relevant sensor channel information that is extracted during the learning process (see
section 3.2.3) as well as the characterisation of these sensor channels (see section 3.2.4)
are to be stored within the Application Spaces as well.

Summarising this, the Application Spaces Module stores a set of applications spaces of the
following form: Ap(b;) = (D;j; Pi; R{; RY; Ci; CP), whereby

D; is the data set of perceptions recorded before, during and after the applications
of behaviour bj,

Pi is a partitioner that partitions the data space D;,
R{ contains a set of relevant sensor channels concerning cue events for each partition,

R} contains a set of relevant sensor channels concerning outcome events for each
partition,

C{ contains the characteristics of the channels in Rf, and thus the characteristics of
cue events for each partition,

C? contains the characteristics of the channels in R} and thus the characteristics of
outcome events for each partition.

Thus, the relations between derived cue event characteristics, behaviour descriptions, and
outcome event characteristics are preserved.

The characteristics stored within an application space, are speci c for the one application
space and are not yet joined with the results of extraction processes of other application
spaces. As described in section 2 the application spaces that store the experiences of the
arti cial agents may share similar cue event characteristics and outcome event charac-
teristics, e.g. a ball can be forced to change its location by di erent types of behaviour
applications or a small entity can be involved in di erent behaviour applications like
gripping and lifting. Therefore an abstraction process is needed to join the cue event char-
acteristics and the outcome event characteristics of di erent application spaces to achieve
the described o : m : n relations (see sections 2 and 3.2.6).

As described above, the learning algorithms need a su cient nhumber of time series to be
able to extract the desired a ordance information, whereby the number of needed data
sets depend on the type of data and on the used learning algorithms. This determines
how much data is to be stored within the application spaces and how long this data must
be stored.
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3.2.2 Partitioning

As described in deliverable D5.3.1, in the application space of a behaviour b; sets of similar
behaviour application results should exist after a su cient number of trials. For example
in case of the application space of behaviour \close gripper", the following subsets could
emerge:

a set of results where the involved objects were gripped,
a set of results where the objects slipped away,

a set of results where the objects were not grippable at all.

The Partitioning Module provides a mechanism to discriminate these di erent types of
action application results from each other. This module is invoked by the Learning Control
Module (see section 3.2.7).

As input the Partitioning Module receives the data of an application space Ap(b;) of a
behaviour bj. This application space contains a set of time series Dj, resulting from several
applications of behaviour bj, which is the data basis for learning and the rst step, the
partitioning.

The output of the Partitioning Module is a Partitioner Object P; that is stored and linked
to the belonging application space. The Partitioner Object provides a function P;(t;j(bi))
to decide for a time series tj(bi) 2 Ap(bi) to which partition it belongs. A partition is
thus de ned as px = ft; 2 Ap(b;) jPi(t;) = kg. To depict that a partition pi is created by
partitioner P; of application space Ap(b;) we shortly write px 2 P;.

When an application space Ap(b;) is already equipped with a partitioner P; and the agent
acquired new experiences concerning behaviour b; (new time series are stored within the
application space) the partitioner must be adapted to these new experiences, if they de-
viate from the previous made ones. This re-learning process can change the partitioner
and thus could cause previously recorded time series to change their partition. It is also
possible, that new partitions emerge. An example of a re-learning process that can change
the originally partitioning scheme is the following: If all green objects in the agents envi-
ronment are grippable and all red objects are not grippable, a derived partitioner could
separate the time series based on the colour information. But if a red object is presented
that is grippable, than this is a new experience which initiates a re-learning process. The
result of this re-learning process can be, that the time series are now separated by the
width of the detected colour blobs.

3.2.3 Relevant Sensor Channel Extraction Module

The rst step to extract essential information to learn characteristics of cue events and
outcome events, is to nd sensor channels in the time series of each partition px of an
application space (Ap(b;)) that are representative for the partition. Representative means,
that these channels are in direct relation with the di ering cue events, respectively with the
outcome events (see learning step 2a and 3a, described in deliverable D5.3.1). In case of
performing a behaviour that causes lifting an object, the partitions resulting from liftable
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and non-liftable objects will di er in the height (y-position trajectory) and (optional) in
the force sensor channel. For learning cue events in this given example, the channel of the
colour blob Iter (y-position of the blobs) could be representative for the partitions.

As input, the Relevant Sensor Channel Extraction Module (RSCEM ) receives the data of
an application space Ap(b;j) that is already partitioned, i.e. a partitioner P; is attached to
the application space.

To nd relevant sensor channels in the partitions px 2 P; of the application space, the
RSCEM has rst to compare the channels within the stored time series against the same
channels in all other stored time series of the partition. In a rst step, those channels
that contain similar data at least within a subset of the timeseries in the partition are
extracted as potential relevant channels. The second step is to compare these potential
relevant channels of each partition with all other potential relevant channels of the other
partitions. The content of the channels that are found to be potental relevant channels
within a partition must di er from the content of the potential relevant channels for other
partition, e.g. for gripping trials, the colour blob channel may contain in one partition
width information of small grippable objects and in the other partition width information
of large objects that are not grippable.

In both steps similarity measurement methods are needed. For each type of channel data
there are several similarity measurements possible. Since the used measurement methods
in uences the output of the RSCEM signi cantly, the choice of these methods determines
the output of the whole learning process.

As output, the RSCEM provides

for each partition px 2 P; a set of channel identities R, of the relevant sensor
chann%s concerning the cue events and therefore for the application space Ap(b;):
R = Rix

for each partition px 2 P; a set of channel identities R, of the relevant sensor
channgs concerning outcome events and therefore for the application space Ap(b;):
RY = R}y

These sets are stored in the application space Ap(b;).

When an application space Ap(b;) is already equipped with a partitioner Pj and the two sets
of relevant sensor channels R} and R}, and the agent acquired new experiences concerning
behaviour b; (new data time series are stored within the application space) an adaptation
of the set of relevant sensor channels for the partitions could be necessary in the case, that

e.g.

the previously gained knowledge was incomplete (new environmental con gurations,
e.g. new objects occurred)

the con guration of the sensors or actuators changed (e.g. broken or altered because
of growing or enhancement)

the partitioning changed (e.g. partitions altered or new partitions emerged see sec-
tion partitioning 3.2.2).
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3.2.4 Event Characteriser Module

After the extraction of the relevant sensor channel(s), descriptions of what is characteristic
for the relevant channel(s) of the partitions is to be derived, i.e. cue event characteristics
and outcome event characteristics. These characteristics are used to enable the agent to
recognise a ordances (in case of characterising cue event related channels) or to monitor
the outcome of the application of a behaviour (in case of characterising outcome event
related channels).

As input, the Event Characteriser Module (ECM)) receives data of an application space
Ap(bi) in which the sets of relevant sensor channels for each partition (R} and R} as
derived by the Relevant Sensor Channel Extraction Module, section 3.2.3) are stored.

As output the Event Characteriser Module provides

for each partition px 2 Pj a segof cue event characteristics Cic;k and thus for the
application space Ap(bi): Cf = Cf,

for each partition px 2 P; a set of gjtcome event characteristics Cio;k and thus for
the application space Ap(bi): CP =  CPy.

As described in section 2 there can be one or more characteristics for each partition of the
concerning behaviours application space ( C{, 1, Cik 1), since the application of
a behaviour can cause multiple outcome events and multiple cue events could be used to
detect the existence of an a ordance.

The mechanisms used to derive the event characteristics determine how detailed the rep-
resentation of a ordances is. Recall the example from section 2.3.1: If the robot kicks a
ball, the structure of the trajectory can be characterised but also a second characteristic
can be derived that describes that the ball has changed its location while neglecting the
particular trajectory. Therefore based on the level of abstraction and the focus on relevant
properties, multiple di erent characteristics can be derived from one observation.

The derived characteristics are speci ¢ for the provided application space. This means,
that the extracted cue event characteristics are valid for the detection of the possibility
to apply the speci ¢ behaviour b;. Additionally, the derived outcome event characteristics
describe possible outcomes of the application of the speci ¢ behaviour b;. The case that
multiple similar cue event characteristics or outcome event characteristics are derived from
several application spaces and are therefor to be identi ed and joined to gain the multi-
dimensional ARR (see section 2) is solved by the Learning Control Module (see section
3.2.7).

When characteristics are derived for an application space Ap(bj) and the agent acquired
new experiences concerning behaviour b; (new data time series are stored within the ap-
plication space) an adaptation of the set of characteristics could be necessary in the case,
that e.g.

the previously gained knowledge was incomplete (new environmental con gurations,
e.g. new objects occurred)
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the relevant sensor channels changed (e.g. new channels are extracted or previously
extracted channels are removed)

the level of abstraction and/or the focus on relevant properties (which in uences the
granularity and the content of derived characteristics as described above) can change
in an evolving agent and due to re-learning processes.

When the set of cue event characteristics or the set of outcome characteristics changed,
this change has also to be incorporated into the A ordance Representation Repository.
This is done by the Learning Control Module (see section 3.2.7).

3.2.5 Action Sequence Detection Module

This deliverable describes the learning architecture developed for the MACS project with
respect to a ordances that are related to action sequences.

When a sequence of actions is performed, an outcome can emerge that can not be antic-
ipated by sequencing basic a ordances. A simple example is liftability: The behaviours
\close hand™ and \ ft arm™ do lead to a di erent outcome if used detached from each
other, than in case of using them in sequence to lift something. These a ordances can
be learnt with the described approach, when the sequence of actions is treated as a new
action. Therefor the approach is extended with a module that observes the sequential oc-
currence of behaviours and creates an application space for this new combined behaviour.
This module is called Action Sequence Detection Module (ASDM ) and is described in this
section. The a ordances that are related to these composed, more complex behaviours
are in the following called complex a ordances.

To be able to learn complex a ordances, the agent has to detect meaningful possible action
sequences. In section 3.1 the need for a behaviour system that cause perceivable interac-
tions of the agent with its environment (see also gure 7), is postulated. As a biologically
motivated starting point we use a reactive control framework that leads the agent to
perform such interactions. Through environmental triggers these reactive behaviours are
applied and recurrent behaviour sequences emerge (see also Deliverable D5.3.1 [DIKPO05]).
These sequences are observed by the Action Sequence Detection Module.

This method is limited to those sequences that emerge from the basic behaviour system
of the agent and the sequences that are triggered by the environment. If the system is
used with another underlying behaviour system, that does not come up with action se-
quences, this limitation can be reduced by adding a teacher, that additionally triggers
action sequences or a module that causes behaviour-sequence-babbling, i.e. a module that
in uences the deliberative part of the overall architecture to cause multiple action se-
guences to be generated. The ASDM would then cover the learning of sequences resulting
from the reactive behaviour and from the sequences resulting from the babbling module,
without any changes. The behaviour-sequence-babbling method would extend the system
in a way, that it then covers in principle all possible sequence of behaviours, but this is
also its major drawback, since this is very time consuming.

Complex a ordances are treated in the same way, as simple a ordances are treated by
the learning architecture, the only di erence is, that the concerning application space is
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related to a complex behaviour (sequence of behaviours).

3.2.6 Characteristics Abstraction Module

The characteristics derived by the Event Characteriser Module (ECM) are speci ¢ for
each provided application space Ap(b;) (see section 3.2.4). This means, that the extracted
cue event characteristics are valid for the detection of the possibility to apply the spe-
ci ¢ behaviour bj, with the possible outcomes described by the derived outcome event
characteristics.

The Characteristics Abstraction Module (CAM ) operates on the set of existing cue event
characteristics and on the set of outcome event characteristics of all application spaces.

The task of the CAM is rst to nd similarities between the elements of a given set of
outcome event characteristics by using several built-in and/or externally provided similar-
ity measurement criteria. The similarity measurement criteria can change dependent on
the knowledge and developmental state of the arti cial agent. Via the control input of the
CAM, external information (e.g. manually given by a teacher) about similarity criteria
and concerned characteristics can be fed into the module and in uence the characteristics
abstraction process (via the Learning Control Module, see section 3.2.7).

Two or more characteristics could share a subset of characteristics, e.g. as shown in the
examples in section 2, two di erent outcomes (di erent ball trajectories) c9[b1] and c5[b.]
of two behaviours applied to a ball (beating b; and kicking b,) share the characteristics,
that the ball is moved and that the space in front of the agent is free after the behaviour
application (see gure 4 in section 2). On an abstract level of observation, looking at
these examples regarding the \change location"-characteristic (which might be derived
as c3[bs; b2]) and neglecting the di erent trajectories that occur, both action applications
resp. the occurring outcomes are equal.

In general the outcome of comparing the sets of outcome event characteristics is de ned
as follows:

(0]

¢ P = Px(i);::1;Py(biy)  8Pz(bi,) 2 P[P (bi, )] 2 C°(hi,) i ¢} ¢

)

Thereby ¢ cj9 means, that the event characteristic c{ is part of the characteristic c?, or

in other words c} can be derived from cj.

Each of the derived abstracted outcome event characteristics of two or more application
spaces is stored in the belonging partition of each involved application spaces.

The described abstraction process, and the storage of this gathered abstracted outcome
information in the application spaces, enables an arti cial agent to treat two or more
behaviours as equal, regarding the expected outcome of applying these behaviours on
the related entities/objects (resp. the cue event characteristics). Regarding the above
mentioned example where two di erent behaviours (beating b; and kicking b,) are applied
on the same object (a ball), the two di erent behaviours are equal for reaching the outcome






