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Österreichische Studiengesellschaft für Kybernetik,Vienna, A

This research was funded by the European Commission’s 6th Framework Programme IST Project MACS under contract/grant number FP6-004381. The
Commission’s support is gratefully acknowledged.

c JR-DIB 2005
Author addresses:
Lucas Paletta, Gerald Fritz, Erol Sahin, and Manish Kumar
Joanneum Research
Institute of Digital Image Processing
Computational Perception (CAPE)
Steyrergasse 9
A-8010 Graz, Austria

Fraunhofer Institut für
Autonome Intelligente Systeme
Schloss Birlinghoven
D-53754 Sankt Augustin
Germany

Tel.: +49 (0) 2241 14-2683
(Co-ordinator)

Joanneum Research
Institute of Digital Image Processing
Computational Perception (CAPE)
Steyrergasse 9
A-8010 Graz
Austria

Tel.: +43 (0) 316 876-1769
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EXECUTIVE SUMMARY
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Executive Summary

This deliverable report presents affordance recognition from the viewpoint of visual information analysis. We first discriminate between (i) affordance recognition itself, i.e., the
function of identifying affordances in the stream of visual information, and (ii) affordance
cueing, i.e., the function of predicting affordances from visual cues in an early as possible
stage. For affordance cueing, we require on the one hand to discern a decisive configuration
within the real world that enables us to pinpoint the moment to either take opportunity of
an affordance or not. On the other hand, we need to be capable of perceiving this decisive
configuration. Informative features are a promising concept developed for the attentive
selection and recognition of local features, such as, local appearances or local descriptors.
We briefly describe the concept of the methodology and outline its relevance in MACS.
We present preliminary experiments on simulator and real world imagery that illustrate
how affordances can be predicted from visual cues, using machine learning to extract
the informative features from a spectrum of offered attributes within the feature vector
representation.
The following Sections concern the concept and the methodology about perception of
affordance in general (Section 2), then in detail the cueing (Section 3.1) and recognition
(Section 3.2) of the affordances. We then present the concept of informative features
(Section 4) that is relevant for the analysis of local features, underlying the affordance
based selection of visual information.
This report is supposed to represent a ’living document’, providing a first starting
point which will become augmented from developments on affordance recognition and
cueing during the course of the MACS project.

2

Perception of Affordances

Our current status of understanding about the structure of the perception of affordances
is a result of the process of literature study, discussions, and intregration meetings during
the first year in MACS (see also Deliverable D4.2.1). Fig. 1 depicts the structuring of
visual processing in general, and the structure of affordance cueing and recognition in the
right block of the diagram in particular. We first have to discriminate with respect to the
’perception of affordances’ between
• affordance recognition itself, i.e., the function of identifying affordances in the stream
of visual information, and
• affordance cueing, i.e., the function of predicting affordances from visual cues in an
early as possible stage. For affordance cueing we require on the one hand to discern a
decisive configuration within the real world that enables us to pinpoint the moment
to either take opportunity of an affordance or not. On the other hand we need to
be capable of perceiving this decisive configuration.
Affordance cueing should first identify the point of decision making where we have the
opportunity to choose to make use of a functionality related to the perceived feature or
object. This cueing is a prediction that has to be estimated at the moment where this
distinctive feature configuration is perceived. The recognition of this configuration should
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Figure 1: Structure of visual information processing in MACS. The first general component
concerns the focus of attention in order to restrict affordance processing on a most relevant
image region. The second component, affordance cueing and recognition, identifies first
appropriate features, associates them to classical or affordance based object properties,
performs the affordance convergence behavior, and finally recognises the application of the
affordance.
be linked to the usage of the functionality, i.e., most general to a behavior of the agent
that puts the functionality into reality, operating in order to realise the affordance itself.
The first step, i.e., affordance cueing, can therefore be seen as hypothesising the existence of an affordance while the latter step, i.e., affordance recognition, can also be seen
as a process of verification of the hypothesis on the existence of an affordance. As ’intermediate step’ the behavior to make the affordance reality must be performed, which
can be a process under - even continuous - feedback of visual information, and supported
by checking whether the affordance is still in existence, or whether that opportunity has
gone.
The behavior that actually targets towards the exploitation of the affordance is now
called affordance approaching behavior (Fig. 2). It includes on the one hand the process of affordance monitoring which we understand in a sense of decision making which
must periodically become aware about the on-going maintenance of the availability of
the affordance. Thus it is a kind of affordance cueing that has to be in relation to the
triggering event that started the behavior of affordance approaching, and that can be in
relation to a complementary behavior that supports the strategy to approach the complete agent-environment relationship towards a final state. That state can be equaled with
the recognition of the final application of the affordance itself. The approaching of the
affordance involves therefore another decisioin making, i.e., the extraction of appropriate
features and the classification about whether that final state has actually been attained
or not. After the recognition of the final state, i.e., the recognition of the full affordance
application, the agent is again in the process start state, i.e., for affordance cueing.
Finally, affordances may be selectively processed as performed by the component affordance attention. Please note that this component will be treated in detail in Deliverable
D3.1.3. Here we mention the various impact of this component on the whole process of
affordance perception.
• Affordance attention can first constrain the perceptual input as such, i.e., filtering
the features that feed into the feature recognition module. The selection among a
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Figure 2: Affordance cueing and recognition. Within the perception cycle, the Cueing
Module queries for features and classifies them according to affordance categories. Affordances are then monitored, a vision supported behavior applies the affordance until it
converged to the final state, where its termination becomes recognised. Affordance attention may tune (a) input features, (b) affordance hypothesis selction, and (c) the affordance
to be monitored.
spectrum of available features for further processing is performed via the selective
feature attention module.
• Once features have been extracted and decision making on affordances is operational
- and there might be more than one hypothesis on affordance cues within the field of
view - it is the task of the selective affordance attention component to mask all other
affordance cues off so that the decision maker actual processes only those affordances
that are relevant to the agent’s current priorities and purposes. Finally,
• Affordance attention is applied on the feature recognition in the process of affordance
monitoring by means of the selective monitoring attention component.

3

Affordance Cueing and Recognition

In the following Sections, we outline the individual vision components, corresponding to
affordance cueing and recognition, in detail. So far, we decided for the concept on the
related architectures and how to proceed from there on. The associated experiments are
then described in Section 5. Fig. 2 gives an overview on the functional components involved
in the affordance cueing and recognition module.
Within the perception cycle, the Cueing Module is responsible for scanning the features generated for the visual interpretation of the environment, checking for perceptual
triggers in terms of affordance cues. This requires a classification step following the feature
recognition by matching the features to those that are of relevance in affordance cueing.
Features are generated both in a classical way of bottom-up processing and relevance to visual appearance, and, secondly, with respect to their semantics in relation with functional
capabilties, i.e., affordances, that were experienced in previous experiments.
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After the agent has decided for the acceptance of an affordance opportunity, the detected affordance cue is monitored while the agent is performing the approaching of the
affordance final state, i.e., the full application of the affordance into reality. Affordance
attention may tune (a) input features, (b) affordance hypothesis selction, and (c) the
affordance to be monitored.
The following two Sections outline the functional components, Affordance Cueing and
Affordance Recognition, in more detail.

3.1

Affordance Cueing

The cueing of affordances is the crucial stage in affordance perception - the cueing enables
to predict opportunities for acting already at an early stage, therefore it is the ultimate
purpose
• To provide the cueing processing at the most decisive and opportune time instant,
• To provide as robust as possible estimation of the cues and
• To enable rapid processing so that the direct mapping from cues to affordance opportunities would be much faster that any complex reasoning step following the feature
recognition.
Fig. 3 provides a sketch of the detailed processing within the ‘Affordance Cueing module. It first consists of a feature recognition stage that is on the one hand tunable to
attentive pre-processing, on the other hand, any detected features may be selected according to information measures that are provided by the affordance attention module.
The second stage involves the decision making on the cue hypotheses, by building the
hypotheses according to the classification of a reasoning step or a learned mapping from
cues to affordance hypotheses, and by a verification step involving the acquisition of more
decisive or confirming information from the scene or the image itself.
Due to the high relevance of this visual information processing step we performed
initial experiments on the affordance cueing, involving a learning step for determining of
the cueing features. The experiments are described in detail in Section 5.

3.2

Affordance Recognition

The Affordance Recognition module involves two major functional components, (i) the
application of the affordance itself and hereby the perceptual componment of it, and (ii)
the recognition of the termination and completion of an affordance, so to say the final
state of the affordance. Therefore, affordance recognition is divided into a behavior based
functional component and an affordance final state recogniser. Affordance convergence
consists of a continuous monitoring of affordance cues and the state of the affordance
itself. The affordance convergence behavior is continuously performing decision making
on sensorimotor information in order to drive towards the affordance completion.

4

Informative Features

The concept of informative features is important for the selective filtering of the affordance cueing component (see Fig. 3). Research has recently focused on the development
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Figure 3: Detailed architecture of the affordance cueing module. Appropriate feature
recognition on various levels of abstraction (see D3.1.1) is depen dent on pre- and postprocessing (informative features). The decision making on affordance cues provides affordance cue hypothesis generation and the corresponding verification using additional
percepts.
of local interest operators [Mikolajczyk and Schmid, 2002; Obdrzalek and Matas, 2002;
Vidal-Naquet and Ullman, 2003; Lowe, 2004 ] and the integration of local information into
robust view based object recognition [Fergus et al., 2003; Vidal-Naquet and Ullman, 2003;
Lowe, 2004]. Feature recognition from local information serves several purposes, such as,
improved tolerance to occlusion effects, or to provide initial evidence on object hypotheses
in terms of providing starting points in cascaded object detection.
[Fritz et al., 2004] proposed the Informative Features Approach following previous
work on informative patches for recognition [Vidal-Naquet and Ullman, 2003] by using
local density estimations to determine the posterior entropy, making local information
content explicit with respect to object discrimination. In contrast to [Vidal-Naquet and
Ullman, 2003; Dorko and Schmid, 2003 ] who model mutual information between features
and objects, the posterior entropy measure would be tolerant to include features with
few occurrences, enabling to represent objects by single images. This approach seems
particularly suited for the robot vision tasks in the MACS project, and whenever attentive
recognition and both fast and robust response times are requested, in particular, under
real world conditions.
Informative Descriptors We developed in MACS as innovative step the extension
of the Informative Features Approach [Fritz et al., 2004] to local descriptors [Fritz et al.,
2005b]. From a given descriptor we determine the information content from a posterior
distribution with respect to given task specific hypotheses. In contrast to costly global
optimization, one expects that it is sufficiently accurate to estimate a local information
content, by computing it from the posterior distribution within a sample test point’s local
neighborhood in descriptor space. We are primarily interested to get the information
content of any sample local descriptor d i in descriptor space D, di ∈ R|D| , with respect to
the task of object recognition, where o i denotes an object hypothesis from a given object
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Figure 4: Affordance recognition is divided into a behavior based functional component
and an affordance final state recogniser. Affordance convergence consists of a continuouzs
monitoring of affordance cues and the state of the affordance itself. The affordance convergence behavior is continuously performing decision making on sensorimotor information
in order to drive towards the affordance completion.
set Ω. For this, we need to estimate the entropy H(O|d i ) of the posterior distribution
P (ok |di ), k = 1 . . . Ω, Ω is the number of instantiations of the object class variable O. The
Shannon conditional entropy denotes
H(O|di ) ≡ −

X

P (ok |di ) log P (ok |di ).

(1)

k

with object hypothesis oi from a given object set O, and feature samples d i .
From discriminative descriptors we proceed to entropy thresholded object representations, providing increasingly sparse representations with increasing recognition accuracy,
in terms of storing only selected descriptor information that is relevant for classification
purposes, i.e., those di with Ĥ(O|di ) ≤ HΘ . A specific choice on the threshold H Θ consequently determines both storage requirements and recognition accuracy [Fritz et al.,
2005a] , [Paletta et al., 2006]. To speed up the matching we use efficient memory indexing
of nearest neighbor candidates described by the adaptive K-d tree method.
i-SIFT descriptors We apply the Informative Feature Approach on Scale Invariant
Feature Transform (SIFT [Lowe, 2004]) based descriptors that are among the best local
descriptors with respect to invariance to illumination changes, matching distinctiveness,
image rotation, and blur [Mikolajczyk and Schmid, 2004] . The i-SIFT approach tackles
three key bottlenecks in SIFT estimation: i-SIFT will (i) improve the recognition accuracy with respect to class membership, iii) provide an entropy sensitive matching method
to reject non-informative outliers and more efficiently reject background, (iii) obtain an
informative and sparse object representation, reducing the high dimensionality (128 features) of the SIFT keypoint descriptor and thin out the number of training keypoints using
posterior entropy thresholding, as follows,

5
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(a)

(b)

Figure 5: Application of informative features. (a) Extraction of locations of SIFT descriptors and corresponding entropy value: dark=informative wrt object recognition. (b)
Selection of most informative descriptors on test image.
1. Information theoretic selection of representation candidates. We exclusively select
informative SIFT descriptors for object representation. The degree of reduction in
the number of training descriptors is determined by a threshold H Θ for accepting
sufficiently informative descriptors, practically reducing the representation size by
up to one order of magnitude.
2. Entropy sensitive matching in nearest neighbor indexing is then necessary as a means
to reject outliers in analyzing test images. Any test descriptor will be rejected from
matching if it comes not close enough to any training descriptor in feature space,
and to optimise posterior distributions with respect to overall recognition accuracy.
3. Reduction of high feature dimensionality of the SIFT descriptor is crucial to keep
nearest neighbor indexing computationally feasible. Possible solutions are K-d and
Best-Bin-First search [Lowe, 2004] that practically perform by O(N D), with N
training prototypes composed of D features.

Table 1: Runtime performance results comparing standard SIFT with the informative
i-SIFT approach. Note the speedup using the informative approach, and the savings in
storage requirements (number of keys).
recognition method
SIFT
i-SIFT

5

descriptors
1.8 sec
1.8 sec

recognition stages
7.48 sec (ratio method)
0.08 sec 0.01 sec 0.91 sec

total
9.28 sec
2.80 sec

no. keys
28873
3501

Experiments

We performed preliminary experiments on a toy problem on simulator based and real world
imagery, in order to test the approach of affordance cueing, to apply various point, region
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and grouping features and to compare the performance. We first describe the setup of
the experiment, then outline the experiments with simulator imagery, and finally describe
and illustrate the experimental results on real world imagery in a similar setting. The
experiments can be seen as an integrated MACS activity, in particular between JR-DIB
(perception and learning), METU-KOVAN (simulator and experiment setting), and OFAI
(learning).

5.1

Setting of Experiments

The goal of the experiment is as follows, to test whether a test object caught a gripper
would fit into the hole of a target object or not. The corresponding affordance would be
called fit-ability.
The general experimental setting is situated in a MACS-like scenario (Fig. 6). It
was proposed and developed by METU-KOVAN using the simulator. The test objects
appearing within the experiment were designed in such a way that it would be possible to
discriminate them from each other by extracting a single ’feature’. The setting involves a
’magnetic’ gripper and 5 different objects of different attributes, such as,
• colour
• size
• shape of top/bottom planar surface.
The dynamics in the experiments The gripper first selects one out of the objects
by approaching its robot arm, contacting it from above (Fig. 6a). Secondly, the gripper
magnetises the object and lifts it to another location by moving the arm and the object
attached to it (Fig. 6b). Finally, the gripper attains a position above a target object that
has the characteristic of a specifically shaped hole in its center (Fig. 6c). The outcome
of the test about whether the test object would fit into the target object or not can be
perceived from the colour of the target object thereafter: only if it fit then the colour
changes from grey to green, otherwise not.
Affordance problem setting Let us now investigate the experimental setting and
dynamics according to the concept of affordance cueing and affordance recognition, as
follows (Fig. 7). The setting can be understood as querying from the observing agent at a
particular point in time a decision about two possible control activities, i.e., to move the
test object towards the ’left’ or the ’right’ target object in order to get it fitting in the hole
of the target object. The goal is therefore to set the test object in a ’fit-able’ target shape.
The most interesting point of decision making is to look at the test object without having
tried anything before. The question related to affordance cueing is: ’Can we predict the
affordance of the test object just by analysis of the appropriate affordance cue features.’
The affordance itself is the fit-ability of the test object with respect to a target shape. The
opportunity for action, i.e., the affordance, that we intend to detect by affordance cueing,
is to move the arm with the object towards the target position, then to release it, and to
have the test object fit and therefore settled within a target object. Fig. 7 is depicting the
key relations with respect to the affordance problem: The features extracted from the test
object should provide a predictive cue, i.e., the affordance cue, to estimate whether (and
which) a behavior can be performed or not with that object. From the start observation

5
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(a)

(b)

(c)

Figure 6: Setting of experiments. Note that an attention window is located operationally
in reference to the location of the gripper. The gripper is binding features and actions,
and features are analysed only within the attention window. Gripper positioned (a) at
reference location, (b) above test object, and (c) on top of affordance test result.

Figure 7: Sketch of the key relations within the affordance cueing and recognition problem.
A predictive cue should estimate whether a test object is capable of to fit well within the
target object form or not.
state, the behavior is executed, i.e., grabbing the object using the gripper, lift it, move it
to the target location, and finally, release it. Then we observe the stack state, i.e., whether
the test and target objects fit or not. Summarising, the predictive affordance cue should
support us in the decision about whether the object under investigation would fit or not
- under the assumption that we execute a specific behavior that would lead to the goal
state, i.e., here: the stack state.
Affordance features for cueing Fig. 8 depicts the individual objets and the related
key features that should enable to discriminate the object, but even more important, to
predict from them the specific affordance. Note that it is not a specific object to be
discriminated but a distinguished set of features that enables to predict the affordance.
This eventually leads to completely new concepts of affordance based object notions that
are outlined in more detail in Deliverable D3.1.4.

5
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Figure 8: Object attributes related to their fit-ability with respect to target shapes that
are located either on the left or on the right side with respect to the observer (Fig. 7).

5.2

Experiments with Simulator Imagery

First experiments on the affordance cueing were performed within the simulator environment of the METU-KOVAN partner. Fig. 6 shows that features were basically extracted
within an attention window, i.e., a region of interest attached to the location of the gripper
head. Since action is anyway bound to the location of the gripper, the system is expected
to learn exclusively from features within the attention window. Learning is here settled on
extracting those features that would enable to predict the outcome of particular behaviors,
i.e., the ’left’ and ’right’ move-and-fit behavior (Fig. 7, 9).
Attention windows Fig. 9 depicts results from a color based evaluation of the content within the attention window attached to the gripper head. The labels in Fig. 9a
depict classification labels within the window of attention derived from classifying each
local color histogram (of a 10 × 10 pixels window size). The classification is according
to an unsupervised learning step using k-means for determining the cluster center locations in color histogram feature space. We then estimate a probability distribution on
the cluster center labels extracted within the attention window, directly drawn from the
normalization of the histogram on the cluster labels (Fig. 9b). From this we can derive
further classifications thereafter (Table 2). In analogy, we may derive features from other
visual modalities, such as, texture features, distance patterns, etc. in order to compare
the performance using different features, or for the fusion of the respective information
into a global decision frame.
Predictive cues from classification trees In the next step we directly model the
classification of the affordance cues. We apply a learning stage that would estimate the
mapping from features extracted within the attention window with the outcome of the
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Figure 9: Color histograms sampled within the attention window. (a) Attention window
with associated cluster labels of the (b) symbolic histogram representation.
fit-ability test. In particular, we model the mapping
ϕ : (P, B) 7→ O

(2)

where P denotes the respective perception vector (i.e., the features recognised from the
object appearance), B encodes the behavior that terminates with a specific affordance
recognition (i.e., the perception of the particular target shape), and O denotes the set of
possible outcomes of the actual sample trial within the experiments.
Table 2 shows a performance evaluation on several methodologies to determine the
percept vector P. The best performance was experienced using the overall histogram over
local color histogram clusters, ’Color Cluster Histogram’ (bottom row) that achieved a
prediction accuracy of ≈ 94% on test images. Training and test data were acquired from
within the attention window of an image sequence of the video depicting the movement
of the corresponding test objects to the target forms. From a look on the classification
tree structure that was autonomously built for modeling the mapping using the best
performing percept vector, we can derive the following observations from Fig. 10a: The
tree has incorporated a decision making with respect to both color and shape of the
top region of the corresponding test object. The tree building generator has autonomously
found this decisive combination using machine learning methodology only. In brief, it has
found that (from top to bottom of the decision tree) a large blue region will fit using any
behavior (the top region is small and circular) and that - with respect to the ’left’-sided
(i.e., ’action right’) target shape only small blue regions of certain size will fit - this size is
decisive in a sense that only circular and not rectangular shaped top regions are concerned!
Fig. 11 depicts the visualisation of the resulting test behavior.
However, since we are dealing with simulated imagery, the challenge was not too high
but we think that these experiments still demonstrate the proof of concept, i.e., that the
system learned from non-object features the affordance cueing to specific behaviors that
lead to corresponding outcomes of fundamental interest.
We performed further experiments on a real world setting of the same affordance
problem, and expected to require a more complex feature description to determine the
outcome from the affordance cues, as outlined in the following Section.
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Table 2: Performance evaluation of preliminary experiments on affordance cueing on simulator imagery using colour information only.
Region Feature
SIFT cluster (PCA)
Color histogram cluster

SIFT cluster histogram

Color cluster histogram

Percept Vector P
k-Means SIFT cluster (c1 . . . cN )
k-Means color histogram
clusters
(c1 . . . cN )
k-Means SIFT cluster (c1 . . . cN ) wrt
FOA
k-Means color histogram
clusters
(c1 . . . cN ) wrt FOA

(a)

Training [%]
70.32

Test [%]
71.06

# Clusters
10

72.43

73.26

20

87.72

73.10

20

98.25

93.57

10

(b)

Figure 10: (a) Classification tree representing selection of feature combinations to estimate
the outcome of the affordance test. The circular region as a cue for affordance fit is here
implicitly coded, represented by slim, largely blue region. (b) Prototype labels of color
histograms within the window of attention.
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Figure 11: Results of am individual experiment on affordance cueing. Top right is the
prediction result according to two different target shapes (left and right), and the outcome
of the actual experiment. Top left is the histogram on cluster labels of colour histograms,
showing a majority of label 5. The center labeling illustrates results within the attention
window.

5.3

Experiments with Real World Imagery

For the real world experiments, we used in principle the same setting as described in the
previous Section, i.e., Section 5.2, involving the gripper arm for testing whether the test
object would fit into the hole of the respective target object. However, since the planned
rope equipped gripper was not yet available at this point in time of the project, we had
to use a robot arm for the experiments.
Setting and feature recognition We presented a setup of wooden blocks of varied
shape, size and colour to the observer as depicted in Fig. 12a-d. The concept for the
extraction of features is depicted in Fig. 13. Note that bottom-up (e.g., finding cluster
labels with respect to the color histograms) and top-down symbol grounding (e.g., determing SIFT descriptors to match an either rectangular or circular shaped object top
region) are used in parallel and in sequence in order to determine a final, ’mixed’ (multichannel feature type, see Deliverable D3.1.1) presentation that is fed into the classification
tree (as described in Section 5.2).
Affordance cueing In a first processing stage, the input image is segmented, we build
connected components (see Deliverable D3.1.4) and apply an attention window mechanism
(Fig. 6) that provides a local estimation in feature recognition (Fig. 9). Fig. 14a depicts
connected components with one location of the attention window superimposed (blue
frame; top right). The window is analysed in periodic and discrete spatial offsets of
its center location. Fig. 14b shows the attention window center locations as chosen in
our experiments, illustrated by a symbol that represents at the same time the according
classification result - grey representing a majority of rectangular features found within,
and yellow for circular features, respectively.
Fig. 15 demonstrates then results from four subsequent operational stages in the fea-
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(a)

(b)

(c)

(d)

Figure 12: Scenes for the real world experiment. A setting of wooden blocks of varied
shape, size and colour was presented to the observer.
ture recognition and affordance cueing process: (a) the location of SIFT based texture
descriptors superimposed on the image, (b) locations of rectangular/circular region cues,
(c) results from the post-processing by the attention window majority voting function
(grey: rectangular, yellow: circular results of window interpretation), (d) resulting prediction for the robot arm movement to the ’left’ side target shape.
Fig. 16 shows predictive cueing for all four different block scenes for ’left’ and ’right’
sided target form evaluation. Fig. 17 depicts the results from affordance cueing in the
final, real world scenario: moving the robvot arm with the test object attached to either
the (a) ’right’ sided or (b) ’left’ sided target shape and corresponding predictions (’1’
means ’will fit’) for the objects, respectively. Fig. 18 shows three different stages in the
scenario: (a) grabbing the object using the robot gripper, (b) releasing the test object into
the target hole, and (c) image of final state: test object fit into the hole and therefore can
be perceived at the lower side of the target platform (it fell through the platform).
Fig. 19 shows the decision tree (C4.5) for the classification of ’multi-channel’ features
(Table 3, bottom row): (left) overview of tree structure, (mid) zoom on top tree part,
(right) interpretation of top part: ’circular’ always fits (’left’ and ’right’), ’rectangular’
only fits if size of top region small enough (background pixels large enough). In Table 3
we found the results using various percept vector representations on training and test
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Figure 13: Diagram on the various information processing lines involved in affordance
cueing. Top left: bottom-up processing using SIFT clustering. Top right: bottom-up
processing using colour histogram clustering. Bottom: The classification tree is impacted
in the learning stage by the outcome structure, and determines the cueing of affordances
from its outcome estimations. The behavior information in this experiment determines
the choice of target shapes (left, right).
imagery. We find that a mixed representation, in terms of a multi-channel feature grouping,
actually provides the best results, integrating both color (histogram) and texture (SIFT)
information. The first part of that percept vector is built from a histogram on rectangular
and circular SIFT descriptors that were found within the attention window, the second
part includes a histogram on the learned color histogram features.

6

Summary and Outlook

The aim of this report was two-fold, on the one hand providing a basic understanding
about the MACS view on affordance perception, and on the other hand, presenting the
first experimental results in a simple MACS-like scenario as preliminary proof of concept
towards affordance cueing and recognition. In this first report version of this deliverable
we provide the basics and provide way for further improvements, making the system more
flexible, more accurate and learnable.
Future work will directly be based on implementing the use cases described in the
Annex of Deliverable D6.4.1. This means that we have to (i) provide more features (point,
region, grouping and object features) in order to capture all possiblities of combination
and feature extraction, to(ii) find procedures to model the recognition of other affordances
(including non-vision multi-sensor information, such as, current estimation, etc.), and to
(iii) integrate more basic vision capabilities into the MACS computational perception
framework. Last but not least, we aim at an integration of all vision capabilities and to
provide a user interface so that other partners could play aorund with the whole framework.
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(a)

(b)

Figure 14: Attention Window sliding. (a) The attention window frame (blue rectangle)
is slided across the pixels of connected components (red rectangles), shifted by discrete
spatial steps. (b) shows window centered with the symbol for the resulting rectangular/circular features.

(a) SIFT descriptors

(b) rect./circ. features

(c) Attention windowing

(d) Affordance cueing

Figure 15: Stages of occluded objects evaluation. (a) SIFT descriptor locations, scale (size)
and orientation. (b) Locations of rectangular/circular SIFT descriptor classifications.
(c) Corresponding results structured via attention windowing. (d) Cueing of affordance
outcomes for fitting into ’left’ sided target shape.
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(A1) ’left’

(A2) ’right’

(B1) ’left’

(B2) ’right’

(C1) ’left’

(C2) ’right’

(D1) ’left’

(D2) ’right’

Figure 16: Predict outcome from the affordance cues (’1’=prediction ’will fit’, ’0’= prediction ’will not fit’). ’Red frame’ for correct and ’magenta frame’ for incorrect predictions,
respectively.
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(a)

(b)

Figure 17: Affordance outcome predictions for the (a) ’right’ and (b) ’left’ sided target
shape fit-ability: ’1’ means that the object is fit-able into the hole of the target form.

(a)

(b)

(c)

Figure 18: Stages in the real world experiment on the fit-ability affordance. (a) Grabbing
the object (so far performed by operator), (b) moving to the target platform and releasing
the test object there, (c) affordance final state to recognise the outcome of the fit test.

Figure 19: Decision tree (C4.5) for the classification of ’multi-channel’ features (Table ??,
bottom row). (left) overview of tree structure, (mid) zoom on top tree part, (right)
interpretation of top part: ’circular’ always fits (’left’ and ’right’), ’rectangular’ only fits
if size of top region small enough (background pixels large enough).
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Table 3: Performance evaluation of preliminary experiments on affordance cueing on real
world imagery using both texture and colour information.
Region Feature
SIFT cluster (PCA)
Color histogram cluster

SIFT cluster histogram

Color cluster histogram

Multi-Channel

Percept Vector P
Training [%]
k-Means SIFT clus73.13
ter (c1 . . . cN )
k-Means color his78.55
togram
clusters
(c1 . . . cN )
k-Means SIFT clus100.00
ter (c1 . . . cN ) wrt
FOA
k-Means color his96.77
togram
clusters
(c1 . . . cN ) wrt FOA
Rectangular/circular
98.8
features,
kMeans color histogram
clusters
(nr , nc , c1 . . . cN )
wrt FOA

Test [%]
70.25

# Clusters
50

75.99

20

76.47

50

79.41

20

95.49
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