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1

Executive Summary

This deliverable report focuses on the documentation of the perceptual detection process
within MACS like scenarios. In particular, it concerns the processing chain that involves
attention, segmentation, and, finally, object detection, on the basis of an innovative, affordance based and therefore function based way of object representation.
Starting with a short presentation of classical object representations for object detection (Section 2.1), we will turn to the description of the innovative concept of affordance
based object representations (Section 2.3). Then we will highlight the various aspects
in the detection processing chain (Section 3), and close with a Summary and Outlook
(Section 4).
This report is supposed to represent a ’living document’, providing a first starting
point which will become augmented from developments on representation and functionality
during the course of the MACS project.

2

Object Detection and Visual Representations

In classical computer vision as in robot perception using other sensor modalities, object
representations are not related to utilities in terms of affordances. Most geometrically
derived [Rothwell et al., 1992], [François and Medioni, 1996] and appearance-based object
models [Burl et al., 1998], [Schiele and Crowley, 2000] root in either feature-based graph
models or manifold representations from visual footprints of single viewpoint analyses. In
contrast, functional object representations [Stark and Bowyer, 1994], [Rivlin et al., 1995a]
use a set of primitives (relative orientation, stability, proximity, etc.) that define specific
functional properties, essentially containing face and vertex information. Section 2.1 gives
a short overview on classical object representations, while Section 2.3 introduces into
function based and affordance based representations.

2.1

Classical Object Recognition

Object recognition is the task of finding and labeling parts of a 2-D image from a scene
that correspond to objects in the scene (for overviews on different object recognition
methodologies, see [Grimson, 1990], [Suetens et al., 1992], [Perrott and Hamey, 1991]).
The implementation of an object recognition system necessarily requires the definition
of a representation scheme for characterising the objects, not only with respect to the
structure of storage but also considering the manner of the recognition process. The
following overview identifies fundamental approaches to classical object representation,
outlines aspects of purposive, function based and affordance based representations.
Although humans perform object recognition effortlessly and instantaneously, the representational and algorithmic description for implementation on machines has been very
difficult [Grimson, 1990; Jain et al., 1995]. Typically it involves functional modules from
various areas of computer vision, among others such as image filtering, segmentation, and
feature extraction routines. Several categorisations of object recognition frameworks exist,
the most common is to distinguish between object centered (model based [Pope, 1994])
and viewer centered [Basri, 1992] descriptions.
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Figure 1: (a) 3-D model description at different levels of specifity (from Marr & Nishihara
78). (b) Visual primitives called “geons” are used to specify objects (from Biederman 87).
2.1.1

Object Centered Representations

Object centered models store a single representation for each object (e.g., Marr & Nishihara [Marr and Nishihara, 1978], Biederman [Biederman, 1985], and Lowe [Lowe, 1986]).
Accordingly, such a representation makes use of 3-D relations which often resembles models used in computer graphics, especially CAD models. Marr [Marr, 1976; Marr, 1982]
proposed one of the most influental frameworks in computer vision which is termed the
Marr-paradigm in the literature. He focused on the computational aspects of perception,
claiming that different representations are required in a data-driven process that leads from
low-level processing to levels of increasing abstraction. The collection of data from early
visual processing of the scene is called 2 1/2-D sketch, incorporating an analysis of depth,
motion and shading, subsumed in a representation which can be in general described by
bottom-up data flow. Object recognition is localized on top of these data which is claimed
to work on object centered representations, where objects are described within a frame of
reference that is based on the shape itself. Marr & Nishihara [Marr and Nishihara, 1978]
proposed a modular organization of shape description with generalized cones attached to
principal axes, and the descriptions established from an image are then compared to items
accessed from a database of 3-D models (Fig. 1a).
Biederman [Biederman, 1985] developed a different 3-D model that is related to Marr’s
ideas, where the description of a complex model consists of a spatial arrangement of basic
component parts, called geons, e.g., wedges and cylinders (Fig. 1b). Recognition of objects
synthesized by generic volumetric primitives is called Recognition By Components (RBC).
In contrast to Marr, components are analyzed with respect to key features detected in the
2-D sketch that respond to nonaccidental properties, i.e. regularities in the image that
correspond to true regularities in the world like collinearity, parallelism, etc. Dickinson
et al. [Dickinson et al., 1992; Dickinson et al., 1994 ] apply part-based aspect matching
using Bayesian inference on the feature-driven recognition process. Open problems of the
approach are over- und undersegmentation which accompanies the process of detecting
salient edge features, furthermore, details that do not contribute in the shape description,
and scale is not explicitly adressed in the implementations [Dickinson et al., 1997; Edelman,
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1997].
Object centered models have one purpose in common, i.e., the description of objects
by high level features which provide stability over all perspectives. These features involve
a high degree of complexity and computational efforts, and the recovering from noise
prone low-level information is inherent instable [Edelman, 1997]. Thus, a great number of
such representation schemes is merely designed for theoretical treatments without being
implemented in real world environments.
2.1.2

Viewer Centered Representations

In contrast, viewer centered models, as implemented in the proposed system, contain collections of representations for the different perspectives under which the object appears
to a viewer. A self-contained description of an object is embodied in the combination of
its views, which can be two- or three-dimensional (see [Basri, 1992; Beymer and Poggio,
1996]). Viewer centered representations have been initially rejected for an anticipation of
a combinatorial explosion, caused by the multitude of imaginable views. Recently, new
schemes were presented to reduce the total number of views to informative ones, or to
retain only relevant features for object model matching.
Global Descriptions Recent studies in computer science as well as in psychology
and neuropsychology support the notion of viewer centered models by not only refusing
the argument for combinatorial loads, but also stating advantages over object centered
representations. Recognition of textured objects by model-based systems often represents an intractable problem, because the complexity of recovering essential structures or
decomposing into parts easily grows beyond reasonable computational bounds. On the
other hand, representations based on the image pattern itself inherently incorporate spatial relations between visual features (Fig. 2), relying on the finding that spatial context
contributes to identity, opposed to recognition based on decomposed features, which is supported by psychophysical findings in human vision [Tanaka, 1993]. The following review on
relevant related work describes the findings in vision research and outlines corresponding
conceptual frameworks in computational vision.
The psychophysical studies guided by Bülthoff & Edelman [Bülthoff and Edelman,
1992; Bülthoff et al., 1994] reveal that human object recognition relies on canonical views,
from which human incur better recognition rates, with decreasing rates for continuously
deviating angles of rotation. The outcome of these experiments may be explained by
Perrett et al. [Perrett et al., 1991] on a neurophysiological level. Tanaka [Tanaka, 1996]
gives an account of face sensitive cells in the anterior inferotemporal cortex (AIT) which
react in a viewer centred fashion, the neural architecture showing systematic arrangement
with locations for neighboring views being structured in columns.
The computational approach of Ullman & Basri [Ullman and Basri, 1991; Basri, 1992 ]
introduced a viewer centred model based on 2-D views which does not involve the explicit reconstruction and representation of the 3-D structure for storing the objects. They
prove that, assuming orthographic projection and all object points being visible from
all perspectives, all the views of a three-dimensional object, which may arise by affine
transformations, can be derived from the linear combination of only three 2-D views. This
work represented a milestone for further research on viewer centred representations, giving
impressive hints on the potential information of 2-D views.

2
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Figure 2: Application of view based representations is favourable for dealing with (a) complex texture (frog and bark) and (b) spatial context (face). (A) Evidence of characteristic
spatial relations intuitively supports recognition, whereas (B) unfamiliarly decoupled local
features provide confusion (from Bruce et al. 96).
Poggio & Edelman [Poggio and Edelman, 1990] proposed a view based recognition system in terms of a tunable artifical neural network. They postulate that for every object an
appropriate function can be found which is capable of transforming all possible views into
a single standard view. The approximations of these functions is performed after training
each from different views of the corresponding object. Recognition involves applying the
transformation function to the input view and comparing the resulting outputs with the
stored standard views. The application of the network method can be considered as a
generalization of the exact approach of Ullman and Basri.
Mel [Mel, 1997] described a pure feed-forward recognition system called SEEMORE,
which is based on responses of local receptive fields from different visual filters. The filters
are designed according to findings on neural visual feature detectors in the primate brain,
tuned to “detect” appropriate visual patterns in the input image. The viewpoint-invariant
nonlinear filters are as a group sensitive to contour, texture, and color cues. The responses
are inputs to an artificial neural network architecture with classification outputs for 100
different objects, which achieves high accuracy in its recognition results.
Turk & Pentland [Turk and Pentland, 1991] proposed object recognition by matching
templates of “training views” in a low-dimensional subspace (eigenspace). This work is
a milestone of appearance based representations, which inherit all characteristics of view
based structures, though they capture the information from an observation in its most fundamental way. The appearance of an object is the combined effect of its shape, reflectance
properties, pose in the scene, and the illumination conditions, and is thus implicitly described in the intensity pattern returned by the visual sensor. Murase & Nayar [Murase
and Nayar, 1995] extended this concept by making visual parameters of the scene, e.g.
the object’s pose, explicit. The manifold in feature subspace, generated by continuous
variation of the specific parameter when viewing the object, correspondingly characterizes
the object representation. This approach is currently pursued and investigated by a reasonable part of the computer vision community.
Local Descriptions Research on visual object detection has recently focused on the
development of local interest operators [Mikolajczyk and Schmid, 2002; Obdrzalek and
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Matas, 2002; Vidal-Naquet and Ullman, 2003; Lowe, 2004 ] and the integration of local
information into robust object recognition [Fergus et al., 2003; Vidal-Naquet and Ullman, 2003; Lowe, 2004]. Recognition from local information serves several purposes, such
as, improved tolerance to occlusion effects, or to provide initial evidence on object hypotheses in terms of providing starting points in cascaded object detection. [Fritz et al.,
2004] proposed the Informative Features Approach following previous work on informative patches for recognition [Vidal-Naquet and Ullman, 2003] by using local density estimations to determine the posterior entropy, making local information content explicit
with respect to object discrimination. In contrast to [Vidal-Naquet and Ullman, 2003;
Dorko and Schmid, 2003] who model mutual information between features and objects,
the posterior entropy measure would be tolerant to include features with few occurrences,
enabling to represent objects by single images. The Informative Features Approach [Fritz
et al., 2004] has been further extended to usage of local descriptors. From a given descriptor the information content from a posterior distribution with respect to given task specific
hypotheses is determined. This approach seems particularly suited for robot vision tasks,
and whenever attentive recognition and fast response times are requested under real world
conditions.
The Informative Feature framework already points to purposive recognition as outlined
in more detail in the following Section.

2.2

Purposive Object Recognition

The classical concept referred to as “general vision” understands vision as the process
to retrieve a complete and as accurate as possible representation from a set of images
of a scene. It pursues a task-independent approach which attempts to derive complete
and general-purpose descriptions using methods that are applicable to a most broad class
of scenes. This definition has particularly worked out by proponents of the contrasting
conceptual advance, known as purposive vision (Aloimonos [Aloimonos, 1990]), which
seeks partial descriptions that are meaningful with specific tasks being performed by a
vision-based system, operating in a specific domain.
The concept was developed in consequence to the framework of active perception and
active vision (Bajcsy [Bajcsy, 1988], Aloimonos [Aloimonos et al., 1988; Aloimonos, 1991;
Aloimonos, 1993], Bajcsy & Campos [Bajcsy and Campos, 1992] ) that understands vision
from the dynamics of an active observer which only needs to recover partial information
about the scene to achieve the task goal. E.g., in human vision, only a small visual
window at the foveal focus is fully processed by elaborate gaze control. Assuming the
resolution of the eye were everywhere equal to its resolution near its optical axis, then
the now increased storage requirements would cause the human brain weighting 15 tons
[Aloimonos, 1993]. Purposive vision does not consider vision in isolation, but as part of
a complex system that interacts in specific ways with the world [Aloimonos, 1993]. The
relation of the visual system to the world consists of perceptual capabilities and actions.
Thus, its implementation can be achieved through an instruction set of perceptions and
actions (behaviors) that does not require an elaborate categorical representation of the
world.
Animate vision, proposed by Ballard & Brown [Ballard and Brown, 1992], roots in
the fact that in biological systems the visual processing is not implemented for theoretical
problem-solving but is designed to fulfill the requirements of physical systems, e.g. minimal
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energy consumption, etc., that have an impact on the algorithmic architecture of the
system.
The principle is understood in an agent-environment paradigma [Maes, 1991], where
the agent, i.e. an intelligent system, pursues a control scheme to act in an uncertain
and possibly a-priori unknown environment. The visual system is intended to perform
problem-solving behavior that does not necessarily require a refined representation model
of the environment. This framework identifies the following observations (according to
Ballard & Brown) [Ballard and Brown, 1992],
• The agent has an essential relationship with the world that depends on its regularity.
• The world can function as an external memory that is interpreted sequentially and
modified by effectors.
• The coupling of agent and environment is implemented by a reduced instruction set
of perceptions and actions.
• The behavioral programs have to be learned to capture the similarity in the variability of the external world.
• The instruction sets induce equivalence classes on similar situations to apply the
learned programs to.
The emphasis on behavioral mechanisms representing the particular relationship of the
observer to the world results in the key principles of animate vision, (i) “Sequentialization
simplifies visual tasks”, and (ii) “Learning compensates for the world’s unpredictability”
[Ballard and Brown, 1992]. The visual system embodied in the probabilistic environment
sequentially “reads” the world which acts as an external “tape” (in a Turing machine
analogy). To adjust the behavioral repertoire to the structure and requirements of the
environment, eventually a sort of learning is required to acquire anticipation to the variability in the world. The world and the perceiver participate jointly in the computation.
The consequence is that the load of computation is moved from exhaustice interpretation
of single measurements to collecting a series of observations that enable more efficient conclusions to the task at hand than a single source of information could ever provide. Thus
the intelligent outline of the control of a task is understood to outperform any sophisticated
interpretation of only a single information source.
Finding the question to ask is the most important problem in any intellectual endeavor
(Aloimonos [Aloimonos, 1993] ), and hence the problem is to find the questions one should
ask to equip machines with appropriate visual capabilities. Purposive recognition (Rivlin
et al. [Rivlin et al., 1991]) is then accordingly determined to study the problem of visual
query within the context of an agent discriminating its environment. The agent’s intention
translates into a set of behaviors which perform partial recovery tasks, describing exactly
those visual recognition abilities that are needed.
Further aspects of purposive recognition are outlined by Ikeuchi & Hebert [Ikeuchi
and Hebert, 1996]. Based on the fundamental postulate, “without aiming to see a target
object, we cannot see it”, the conceptual work claims that a particular task should govern
the choice of object representations, vision modules, and image acquisition sensors, i.e.
the architecture for the vision system, and, beyond this, the selection of module interactions (see [Weng, 1996]). The recognition task is then designed purposive either by (i)
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exhibiting the partial recovery appropriate to the task calling the recognition routine, or by
(ii) subordinating other processes and their subgoals onto the global aim to discriminate
objects, i.e., to reduce at maximum the uncertainty about the environment.

2.3

Function based Object Recognition

Affordance based object representations are per se function based representations. However, we discriminate here into the two in terms of stressing the fact that so far function
based representations were basically defined by the engineer, while it is particularly important for affordance based representations to learn the structure and the features themselves
from experience.
2.3.1

Heuristic Function based Object Recognition

In contrast to classical object representations, functional object representations [Stark
and Bowyer, 1994], [Rivlin et al., 1995a] use a set of primitives (relative orientation,
stability, proximity, etc.) that define specific functional properties, essentially containing
face and vertex information. These primitives are subsumed to define surfaces and from
the functional properties, such as ’is sittable’ or ’provides stable support’. [Bogoni and
Bajcsy, 1995] has extended this representation from an active perception perspective,
relating observability to interaction with the object, understanding functionality as the
applicability of an object for the fulfilment of some purpose.
Function-Based object recognition can be specified as follows:
Recognise an object by classifying in into on or more generic object categories
which describe the function that the object might serve. Each object category
is defined in terms of the functionality required of an object that belongs to
the category.
So given a set of functional primitives F and a set of object classes O objects are represented by an indirect or direct mapping F 7→ O. The example of a chair representation
should clarify the problem as follows,
staight back chair ::= provide sittable surf ace & provide stability & provide back support.

Two basic approaches exist in the literature to tackle the objective: (i) the global one, i.e.,
defining functional primitives from the whole object – proposed by [Woods et al., 1995]
and (ii) a local one, i.e., defining the primitives from object parts. The latter one can be
seen as a natural extension of part-based shape recognition and was introduced by [Rivlin
et al., 1995b].
The functionality-based recognition system by [Woods et al., 1995] recognises objects at
the category level by reasoning about how well the objects support the conjuction of several
function properties. Such functional properties are defined in terms of object’s shape
e.g., relative orientation, dimension, proximity. Their system called GRUFF (Generic
Represenation Using Form and Function) uses fuzzy logic to evaluate these properties out
of the 3D-shape. Fig. 3 visualises an example input and output of their system. A learning
module for the GRUFF system automatically determines the membership functions given
a set of example objects and combines them into an and/or tree structure shown in Fig. 4
for the basic category ’chair’.
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Figure 3: GRUFF interpretation of a 3-D shape for the category ’conventional chair’.
Elements of the shape are labeled with the functional property they provide.
[Rivlin et al., 1995b] proposed a system that recognises objects by their functional
parts, in contrast to the previously defined global approach. [Rivlin et al., 1995b] considered the problem of object segmentation and cluttered scenery. This part-based or
local approach can be seen as a natural extension of the ’recognition by parts’ framework
towards ’recognition by functional parts’.
This method represents objects by combining functional primitives, more precisely, a
set of functional primitives and their relation to each other, with shape primitives (a set
of abstract volumetric shape primitives and their relations). Fig. 5(a) shows the concept
of an object’s parts and their interrelations used by the system.
The following kind of representations are in use,
• Shape representation: at the shape level, objects are constructions of four coarse
volumetric primitives with spatial relations between them (sticks, strips, plates and
blobs).
• Spatial relations: it is a qualitative description in which two shape primitives can
be combined. See Fig. 5(b) for all combinations in use.
• Functionality: this representation focuses on the relation between the End-Effector
i.e., that part of an object that delivers the action, and the handle, i.e., that part of
an object that provides the interface between the agent and the End-Effector. Fig. 6
illustrates this fact for a ’hammer’ as example.
In its bottom-up object recognition mode, the system first recovers qualitative 3D parts,
abstracts them into four shape primitives and recovers their spatial relations. By using
these information, a set of functional primitives and relations between them can be derived
and compared to an object model database.
In its top-down recognition mode, a functional model is given as kind of search query.
The input image is analysed and those functional primitives are choosen which provides
the least ambiguous mapping to the query. The primitives are then mapped to abstract
shape primitives which are transformed into the image. The whole process can be repeated
for other primitives belonging to the object to achieve better and more robust results.
2.3.2

Affordance Function based Object Representations

State-of-the-art Human cognition embodies visual stimuli and motor interactions in
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Figure 4: Category definition in terms of a decision tree for the basic category chair.
common neural circuitry [Faillenot et al., 1997; Richardson et al., 2001 ]. Accordingly, the
affordance-based context in spatio-temporal observations and sensor-motor behaviours has
been outlined in a model of cortical involvement in grasping by [Faag and Arbib, 1998],
highlighting the relevance of vision for motor interaction. Reaching and grasping involves
visuomotor coordination that benefits from an affordance-like mapping from visual to
haptic perceptual categories [Coelho et al., 2001] , [Wheeler et al., 2002].
Within this context, the MIT humanoid robot Cog is involved in object poking and
proding experiments that investigate the emergence of affordance categories to choose actions with the aim to make objects roll in a specific way [Fitzpatrick et al., 2003]. This
research analyses affordances on an object level, investigating new concepts of object-hood
in a sense of how perceptions of objects are connected with visual events that arise from
action consequences related to the object itself. However, these experiments involve computer vision still on a low level, and do not consider complex sensor-motor representation
of an agent interaction in less constrained, even natural environments. Moreover, they are
restricted to using vision rather than exploiting the multi-modal sensing that robots may
perform.
Approach in MACS In terms of the concept and the functional components of affordance based recognition, we refer here to Deliverable D3.1.2 about the ’Affordance Recognition from Visual Cues’, and in terms of a representation of affordances to Deliverable
D4.2 about ’Affordance Representation’. By most general terms, we require affordance
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(b)

Figure 5: Representing (a) object functionality, (b) spatial relations.

Figure 6: Function model for a hammer: the functional relation maps between a stick
(handle) and a blob (effector) such that the axis of the stick is orthogonal to the axis of
the blob and is attached to the centroid of the blob.
based object representations to contain the following terms,
• The Affordance Cue. The visual representation of the affordance cue can be from
region level up to object level (D3.1.1).
• The Affordance Completion Behavior or Functionality. Triggered by the cue and
applying the affordance completion until its final state recognition (D3.1.2).
• The Affordance Final State. This state of the affordance completion behavior must
be recognised. (D3.1.2)
From this it becomes obvious that the key difference to the function based representation as initially proposed by [Stark and Bowyer, 1994] must be the integration of the
affordance final state into the object representation.
Fig. 8a illustrates for the example of the affordance ’fill-ability’, i.e., filling coffee into
an empty coffee cup, the key categories involved in affordance perception. Firstly, cueing
involves object detection, therefore ’cup’ may be a categorie involving perceptions of the
handle, the concave surface of the cup, etc., which in total include percepts that associate

3

11

OBJECT DETECTION IN MACS SCENARIO

(a)

(b)

(c)

(d)

Figure 7: Variety in appearances of sittability, involving different objects but always the
same affordance. While classical representation would obviously not find common representation, function based representations could in theory cope with this challenge.
the capability that this object can be filled with something. The cue is therefore associated
to the function of interacting with the cup by filling it, i.e., puring the coffee in. The
affordance is completed at the moment where we identify the final state of this behavior,
i.e., we recognise the cup being filled up. The affordance perceptin categories (cueing,
convergence, and recognition) point to the terms outlined in detail in Deliverable D.3.1.2.
Fig. 8b illustrates opportunities for categorisation within the process of affordance
perception. This Figure directly refers with the lower half of the diagram to an identical
Figure described in detail to Deliverable D.3.1.2. Here, we added association links to the
diagram in the upper half, referring to feature, state, and perception-action spaces where
categorisation should be modelled within. The following spaces and mappings are refrred
to as follows,
• Shape space ’S’:
• Mapping Shape space to function space, S 7→ F :
• Mapping Function space to behavior space, F 7→ B:
• Mapping Behavior space to state space of end states, B 7→ E:
The detailed formulation of an affordance based representation is currently under development in MACS, as a cooperation between Work Packages WP3 (Perception), WP4
(Representation), and WP5 (Learning).

3
3.1

Object Detection in MACS Scenario
Object Detection Components

The object detection process consists of several processing stages and modules (Fig. 9).
The input image is fed into the attention module 3.2, and resulting regions of interest are
segmented with respect to their visual similarity. This early detection stage is supported
by a tracking mechanism which works in a feedback loop to impact also the input to
the attention module. The visual attention module is described in detail in Section 3.2,
however, the full story can be found in Deliverable D3.1.3 which is due in November 2005.
The benefit of the complete detection component configuration is the ability to investigate
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(a)

(b)
Figure 8: Affordance process categorisation. (a) In the simple example of the affordance
’fill-ability’, we can already identify the relevant affordance processing stages: (left) affordance cueing, (mid) affordanc e convergence thorugh interaction, (right) affordance
recognition in the final affordance state. (b) Illustrating the various stages in classification/categorisation with respect to shape space (S), function space (F), the interaction
behavior space (B), and the final state space (E).
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Figure 9: Process chain and structure of visual information processing in MACS. The first
general component concerns the focus of attention in order to restrict affordance processing
on a most relevant image region, involving attention, segmentation, and the application
of basic skill modules, such as, visual tracking. The second component, affordance cueing
and recognition, identifies first appropriate features, associates them to classical or affordance based object properties, performs the affordance convergence behavior, and finally
recognises the application of the affordance.
a region of interest first in the image, and then track - if relevant- over time. The feature
stream resulting particularly from this region of interest can be analysed in a later stage.
The affordance cueing and recognition stage (see Deliverable D3.1.2 for details) consists
of several modules. Cueing for a particular affordance can be seen as a kind of visual
search for the prediction of behaviors of which to start may be opportune to the agent.
This can be useful when a goal in the scenario can only be achieved by combining different
objects, e.g., cueing for the affordance ’stackability’ is useful when the goal is to build up
a tower out of the objects in the environment. Alternatively, one could apply classical
object recognition and reasoning about the affordances attached to the objects to select
an appropriate behavior. The latter approach lacks the ability to learn affordances during
the exploration phase.
After performing a particular behavior the affordance can be recognised by observing
the outcome of the action sequence and their consequences in the agent’s environment.

3.2

Visual Attention

Visual attention is the selective process that enables humans to act effectively in their
complex environment. In contrast to processing the entire visual field, only a small part of
the scene is analysed in detail at each moment, i.e., the region that is currently attended
(selective attention). Rapidly changing the focus of attention makes it possible to scan the
relevant parts within the complete field of view. The order in which a scene is investigated
is determined by the mechanism of sequential attention.
Shifting the focus of attention can be initiated by two general directions of information
processing, i.e., bottom-up and top-down information processing, respectively. Bottom-up
attention is derived from the conspicuousness of regions in a visual scene. Top-down attention in contrast is driven by the ’mental state’ of the subject, that means by information
form ’higher’ brain areas such as knowledge and current goals [Corbetta and Shulman,
2002].
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(a)

(b)

Figure 10: VOCUS visual attention architecture. (a) bottom-up attention architecture.
(b) top-down and bottom-up sample processing results.
Computational attention systems intend to improve technical systems. Applications
for attention mechanism are object recognition systems since the two stage approach of a
preprocessing attention system and a classifying recogniser is adapted to human perception
[Neisser, 1967]. A robot e.g., that has to grasp and manipulate objects first has to detect
and possibly also to recognise the object. Attentional mechanisms can be used to support
these tasks at an early stage. For example, [Tsotsos et al., 1998] presented a robot for
disabled children that detected toys by means of attention, moved to a toy and grasped
it. Another relevant application scenario for attention modules with respect to robotics
is the detection of landmarks for self-localisation. One of the currently best known visual
attention systems is the Neuromorphic Vision Toolkit (NVT), a derivative of the KochUllman model, under on-going development by the group around Laurent Itti [Itti et al.,
1998; Itti, 2000; Itti and Koch, 2001; Navalpakkam and Itti, 2002 ].
It seems obvious that a robotic system involved in complex tasks such as in MACS
like scenarios, requires some kind of attention processing. The approach developed for
MACS is called VOCUS [Frintrop, 2005]. VOCUS computes conspicuities in the different
feature channels and fuses them into a single saliency map. The implementation of the
system is based on the NVT from Itti and Koch. Fig. 10a gives an overview about the
architecture, focusing partciularly on the modules that are busy to perform within the
bottom-up process chain. Notice that the kind of features extracted within the image
pyramids are only examples. For an affordance based system these kind of features may
differ due to different views and requirements in affordance-based object representation.
Figure 10b shows both top-down and bottom-up mechanism at once in the attention
module. For the input data different feature maps are generated, the maps of either feature

3

15

OBJECT DETECTION IN MACS SCENARIO

(a)

(b)

Figure 11: Sample results from VOCUS operation on 3D and 2D data. (a) VOCUS applied
on 3D laser scanner data. (b) VOCUS applied on 3D data in a MACS like scenario.
are fused into conspicuity maps and those maps are summed up, yielding a single saliency
map. The maximum in this map is computed and the focus of attention is directed to this
region. After shifting the focus of attention to this location, local inhibition is activated in
the saliency map, in the area of the FOA. This mechanism models the inhibition of return
(IOR) phenomenon observed by humans.
A key benefit of this particular attention module is the ability to handle camera images
as well as data from a 3D laser scanner (depth and reflection values). These data are
represented as images, fed into the system simultaneously, and can be processed thereafter
in parallel. Sample results, i.e., the most prominent foci of attention (FOA) are shown in
Fig. 11, e.g., (a) generated from 3D laser data and visualised in the depth image of the
scanner, or, (b) operated on the visual information within the MACS scenario.

3.3

Basic Computer Vision Skills

The requirement for various basic skills emerges when considering the vision components
involved in the process chain described in Section 3.1. We refer there to vision components
that play a role in different use cases as outlined in the Annex I of Deliverable D6.4.1
in more detail. E.g., a change detection mechanism is particularly useful to initialise the
tracking module by focusing exclusively on regions where some visual motion events occur.
A tracking module may not only be required within the detection phase (Fig. 9) but also
during recognition when observing the effect of some behavior. The following Sections
give some short insight into the methodology we use for the implementation of the basic
computer vision skills.
3.3.1

Change Detection

As mentioned above, attention mechanism are necessary to focus on interesting regions in
the visual field. Acting in the world in general causes some motion that itself induces some
change in the visual information in the field of view. Typical in MACS like scenarios will
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be the motion of the actuator, i.e., the gripper or the robot arm. These motion events are
then extracted from the visual sensor stream. Change detection is a mechanism to focus
on these events, e.g., in order to focus processing on motion regions of interest.
Fig. 12 gives an example at which image location the robot arm moved, with corresponding absolute and thresholded change evaluation. This method can operate either
on single pixels or on local subwindows centered at the evaluated pixel location. An important consequence is to constrain visual tracking (Section 3.3.2) only on these regions
where changes occur.

(a)

(b)

(c)

Figure 12: Change detection (a) image from experimental setting (see D3.1.2), (b) estimation of absolute image differences, (c) thresholded estimate on change detection.

3.3.2

Tracking

The tracking of entities over time is one topic of the Deliverable ’Top-Down and Bottom-Up
Symbol Grounding’ (D3.1.1), in particular treated in Section 4.4. Tasks like visual tracking
of the robot’s gripper position (lower position of the magnet in the camera images) can
be easily separated and identified as basic skill of the robot.
Various state-of-the-art algorithm exist to solve this task, e.g. [Tomasi and Kanade,
1991; Shi and Tomasi, 1994] or [Isard and Blake, 1998; Martin et al., 1998 ].
3.3.3

Others

Other basic skills may be associated to the toolbox for vision component, i.e., the MACS
Computational Perception Toolbox, such as ’visual servoing’, or ’stereo based 3D information recovery’. This Section will be completed as requirements will be detected and
processed through the course of the MACS project.
Visual Servoing is an approach for control of the robot based on visual perception,
specifically involving the use of cameras to control the position of the robots’s end-effector
relative to the environment, as required by the task.
During the last decade, the conjunction of fast and affordable vision processing systems, together with progressive theoretical developments has led to an increasing number
of applications, e.g., [Pauli et al., 2001]. These tasks represent useful basic skills for manipulating the objects as well as for moving the robot in order to grasp a specific object.
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Figure 13: First stages of segmentation in MACS like scenario. Within the input image
we separate the foreground from the background (using a learned background model), and
extract connected components (right) for further analysis.

3.4

Segmentation and Object Detection

Segmentation is the second relevant component involved in the multi-stage detection process. At this moment in the MACS project, we will first rely on standard region growing algorithms to pre-process for the subsequent affordance cueing and recognition stage
(Fig. 9). Alternatively, we will process the analysis within image subwindows of a size
that is pre-determined by the attention window mechanism (Deliverable D3.1.2).
Fig. 13 illustrates a standard pre-processing (left), by separating the foreground from
the background (using a learned background model), and extracting connected components (right) for further analysis. In a subsequent processing stage, we aim at a detailed
feature recognition within these connected components according to the features outlined
in D3.1.1. This development is currently in work and will be presented at the next milestone for WP3, perception of affordances.

4

Summary and Outlook

This report presented the key concepts for object representation, recognition, and detection, both for classical and for function based object recognition. An outline of the
detection processing scheme was completed by short descriptions of basic skills that will
be required for operating perception within the MACS like scenarios.
This living document will be extended and completed in later stages of the project,
possibly including a more detailed description of affordance based perceptual object representation, and descriptions of additional vision components for their integration into the
MACS Computational Perception Toolbox.
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