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Österreichische Studiengesellschaft für Kybernetik ( ÖSGK)
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Introduction

The concept of affordances is used in many technical approaches to describe a strong
coupling between the environment and an agent with respect to its actions. Thereby affordances are what the environment offers the agent to act upon. The notion of affordances
was first raised by [Gib86] and refined and enriched with a learning theory by [BT02].
Many of the approaches to affordances in the area of learning are described quite vague
and many authors do not define very well what they regard as affordances (see also deliverable D5.1.1). While there is much inconsistency and discrepancies in all the literature
written about learning affordances and the concept of affordances in general, we develop a
sound basis of major theoretical aspects of affordances with direct consequences for their
detection, application and learning constraints and use this basis for building a framework
which enables our mobile robot platform to acquire the concept of affordances and – after
passing through several learning stages – finally to use them for complex goal oriented
planning.
The document is organised as follows. First we have a look on the concept of affordances
in general and go into detail on aspects that are necessary for our learning architecture.
We argue that if an agent wants to make practical use of any kind of affordances it has
to be able to make hypotheses about their relative availability in environmental entities
(the notion of an environmental entity is described in section 2) without interacting with
those. To unfold the full power of affordances an abstract concept of the consequences
of applying actions (using affordances) on entities, which enables the agent to deal with
completely novel entities, based on past experiences, has to be learned. Further, to build
those hypotheses on the basis of perceptual cues of environmental entities, an abstract
coupling between previous action outcomes and the involved entities has to be settled.
After that we present an architecture for Affordance Based Adaptive Control Using SelfExperience (short ABACUS), which we use as a basis for all parts of the overall MACS
architecture that involve learning. This architecture, developed with regards to the before
addressed requirements for dealing with affordances, is introduced in section 4 and defines
where the parts for learning action consequences and gaining entity notions are settled,
their interrelations, as well as the types of affordances they deal with. This leads to
a definition of a framework for dealing with affordances without constraining concrete
implementation of the learning parts.
In the following section we introduce a complete learning approach that covers the required
learning parts of gaining knowledge about action application consequences, a notion about
entities and building relations in between.
Finally in the last part we describe the conceptual integration of the introduced learning approach into the ABACUS architecture and close with a consecutive summary and
outlook onto the implementation.
This deliverable should be considered as living document and will be improved during
further experimentation and evaluation of the learning architecture. Furthermore the
results of other tasks on perception and representation which heavily constrain the contents
will be incorporated.
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2

Affordances

Many of the approaches to affordances in the area of learning are described quite vague and
many authors do not define very well what they regard as affordances (see also deliverable
D5.1.1). While there is much inconsistency and discrepancies in all the literature written
about learning affordances and the concept of affordances in general, we try to develop a
sound basis of major theoretical aspects of affordances with direct consequences for their
detection, application and learning constraints. This basis is used later for building a
framework which enables our mobile robot platform to acquire the concept of affordances
and – after passing through several learning stages – finally to use them for complex goal
oriented planning.
Of course we do not regard the proposed considerations about the concept of affordances
as the last words on the subject, but nonetheless use it as a firm starting and fallback
point in our contemplations about the learning affordance framework and the notion of
affordances in the MACS project in general.

2.1

The concept of affordances

As mentioned before the notion of affordances was first raised by [Gib86] and was thereafter often incorporated into work in the fields of ethology and embodied artificial intelligence (e.g. [CACH03], [CACH04], [FMN+ 03], [Mur99], [ND98], [Sto04], [Sto05a], [Sto05b],
[Sto05c]).
Still the most common aspect of the different definitions of affordances is that they form
a relation between experienced percepts and potential actions. These relations are always
strongly coupled to an experience of performing an action and perceiving an (expected)
result.
As depicted in figure 1 e.g. the affordance “liftable” corresponds to certain objects, and
their certain attributes and the application of a corresponding action “lift” which than
leads to an expected result, which is that “the object is lifted”.
For the purposes of our work, we define that
Affordances are relations between spatial-temporal percepts and action capabilities of an agent, as well as chains of action capabilities, whereby this
relation does not need any symbolic object representation.
Instead of symbolic object representations we use the notion of entities which consist of
one, or a cluster of distinguishable feature(s) in the agents perceptual space. Furthermore
we define a feature as a cohesive spatial-temporal structure in any of the robots perceptive
modalities (see also combined deliverable D3.1.1/D3.2.1).
A lot of technical approaches claim to use affordances for the selection of behaviours,
but do never state where the knowledge about affordances comes from and how they are
detected or represented (see deliverable D5.1.1). As mentioned before we try to build our
work on a sound basis of major theoretical aspects of affordances, which will be presented
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Figure 1: Human biased view on affordances.
consecutively:

Affordances are not properties of the artefact nor of the object [Gib86].
In contrast affordances are relations between the agents action capabilities (its action
space) and of entities in the environment (entity space). As mentioned before we argue that
there is no need for the notion of an object, as there are no objects in the robots internal
representation of its environment. All it can perceive and distinguish are environmental
features, which it then can correlate to entities it interacted with. One or a group of
those entities may furthermore together correspond to what the human beholders regard
as objects. Starting from the human biased view on affordances and objects like depicted
in figure 1 one could easily come to the conclusion that the notion of objects and actions
can be directly translated into the domain of the robotic agent. In contrast section 4 works
out a detailed proposal of a more convenient translation.

An artifact can only perceive affordances that are connected to its action
capabilities [Gib86].
Of course the robot can only use and learn affordances by interaction or observing interaction, and is only thereafter able to link the performed or observed actions and used
affordances (see section 4.1.2) to the entities in the environment it interacted with (see
section 4.1.3). This means that the major advantage in the use of affordances and their
benefit lies in the possibility to extend past experiences and learned affordances and the
connected entities and their features, into the present planning activities and build hypotheses about the usability of detected entities by correlation to their features. For the
practical use of affordances it is therefore inevitable to have cues to entities which allow
the agent to build hypotheses about the affordances they offer without interacting with
those. These cues can be visual - as they are mainly in our project - or of any other ”long
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range” sensor modality (see also deliverable 5.2.1 - Section 4 ”Learning Affordance Cues”
for further details).
However the observation of interactions of other agents in a common environment is a
special case of learning affordances. Still we argue (and thereby follow the insights of the
concept of ”mirror neurons” [Arb02]) that an agent can only make sense out of perceiving
interactions that involve actions within its own action capabilities and environmental
entities within its own perceptive capabilities.

Affordances are not based on a momentary sensor input, but have to include spatial-temporal aspects [BT02].
Affordances result from interaction experiences. Be it experiences that the agent gained
from interaction with environmental entities, or indirect experiences that the agent gained
by observation (applying the constraints defined before). These experiences are coupled
to actions from the agent’s action repertoire, and entities inside the agent’s perceptual
space, which are represented by vectors of cohesive spatial-temporal structures from any
of the robots perceptive modalities.

Systems dealing with affordances have to use the perceived information
about what the environment affords to control their goal-directed actions [DWK98]
and [BT02].
As pointed out above an extremely important characteristic of affordances, making the
concept powerful, involves the use of perceived information (with the use of any kind of
direct interaction), namely visual cues or alike, allowing the agent to build hypotheses
about the affordances inherent in the entities of its environment. The cues on or evidence
about affordances the agent can perceive through its ”long range” sensor modalities enable
it to build hypotheses about their existence and further use these hypotheses for planning
of action chains while solving (complex) goals.

There are affordances that are immanent in the physical relation between
the agent and its environment and there are affordances that have to be learned
by an agent or its species. The latter would then be internalised in the genome
(which may be regarded as a special form of learning) and can therefore be
regarded as explicitly innate to the agent through evolutionary development
[Gib86] and [BT02].
The agent’s situatedness [WK99] in its environment constrains a basic necessary set of
preconditions. There are elementary affordances that integrate the agent into its environment and guarantee the preservation of its structural and functional integrity. These
environmentally immanent affordances are determined by the agent’s phenotype and its
mere existence and are the basis for the agent to be operable at all. They can be described
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as the relation between the agent being present and its environment (e.g. in terms of our
passive 6-wheeled robotic agent standability).
On another level in the agent environment relations, some of the agent’s ancestors interaction experiences and therefore affordances may in course of their evolution have expanded
into its genotype. These explicitly innate affordances allow the agent to deal with entities
and environmental features or their absence without previous interaction (e.g. a human
baby knows that an abyss does not afford crossing without trying, see [Gib86]).
As a result a basic necessary set of environmental features, the agent’s phenotype, its
innate action set and further the immanent and innate affordances ecologically speaking
define the agent’s niche. As Odum and Barrett state in their book ”Fundamentals of
Ecology”, ”The ecological niche of an organism depends not only on where it lives but also
on what it does. By analogy, it may be said that the habitat is the organism’s ”address”,
and the niche is its ”profession”, biologically speaking.” [OB04]. E.g. our robotic agent
needs a solid surface that it can move on, it needs an atmosphere that allows it to move
its effectors, it needs a power source that allows it to consume energy from, and so on.
Finally action capabilities an agent is equipped with (again constrained by its phenotype), enable a large number of action possibilities which function as basis for acquiring
affordances by interaction with environmental entities.
All these considerations distinguish the notion of affordances into two groups:
1. Environmental Affordances are immanent in the physical relation between the agent
and its environment and therefore emerge from the relation between the mere presence
of an agent in its environment and the environment itself. They are constrained by the
agent’s phenotype and necessary for the agent to be operable in its environment. They
do not have to be perceivable by the agent and are used implicitly.
2. Learned Affordances are related to the agent’s action capabilities and the entities in
the agent’s environment and may be explicitly innate to the agent through evolutionary
development. They are constrained by the agent’s action repertoire and effectors, are
based on the perception of environmental entities and are used explicitly.

Learning chains of actions can lead to learning new, more complex affordances.
While the application of basic actions to the entities in the agent’s environment will lead
to basic affordances, combinations and sequences of action applications yield complex
affordances, which allow the agent to effect its environment in a much more efficient way
(e.g. gripping, lifting, moving, releasing yields stacking). These complex affordances are
always based on elementary affordances. Again the learning of these complex affordances
can be done either by an individual alone or, to limit the search space, by imitation.
As [EGC03] and [CH03] showed with their approaches, by imitating goals and sub goals
an agent does not need internal models of itself nor of the observed agent to reproduce
observed behaviour. The knowledge how its own actions affect its environment is sufficient.
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Affordances are binary.
We define that affordances are binary in the way that they are either usable or not usable
at a given point of time, depending on the internal and external state of the agent and the
state of the environment. Of course this binarity is a matter of perspective and granularity.
If an agent for example wants to lift a box with the purpose of putting it on a platform of
a certain level, it has to be able to lift it to that level so that “liftable” does make sense.
Still we argue that if the agent is just able to lift the box off the ground independently
to the height, the relation “liftable” is created. This means when trying to lift an object
there are two possible outcomes, either the agent is able to lift it, or not. However in the
first case there may be gradations of the outcome, e.g. “fully liftable” or “a little liftable”.
Therefore the agent may be able to subdivide one of the binary outcome partitions, or
even find a parameter allowing it to create a outcome function for this partition. I.e. in
case of “liftable” the parameter would be the weight and the outcome function would then
relate the affordance of liftability to the weight of an object depending the height.

In the agent’s ontology abstract objects and object parts are represented by
entities and attributes.
As already said instead of symbolic object representations we use the notion of entities
which consist of one, or a cluster of distinguishable feature(s) in the agents perceptual
space. Corresponding a feature is a cohesive spatial-temporal structure in any of the
robots perceptive modalities. This means that the agent can just perceive and distinguish
environmental features, which it then can correlate to entities it interacted with. However
to provide a “semantic interface” between different agents (or a human beholder) entities
can be related to integrated entity groups and attributes. Since it is the “same world” all
agents perceive, by these means a common ontology of objects, despite all the different
channels of perception the individual agents have, may be created.
Further one has to distinguish between the translation of features into entities or into
attributes. While the notion of an entity is used to describe an object feature that the
agent can perceive through its passive sensor modalities (e.g. visual cues, distance sensors,
audio signals, etc.) an attribute is used to describe a perception that was actively made
by the agent through interaction (e.g. weight, viscosity, etc.). Attributes always have to
be linked to entities, and then enable the agent to make more complex predictions about
the affordance capabilities of unknown objects it encounters (which of course are then just
perceived as entity groupings).

Any kind of perception will always result in “affordance hypotheses”.
Often – especially in robotics – things are not what they seem to be. An agent acting
in a goal directed behaviour and searching for specific entities in its environment for the
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Figure 2: Affordances may be used directly but can also be enabled (left) or produced (right).
E ... Entity (or Entity Grouping), A ... Action, O ... Outcome.
affordances it needs and planes to use, can always just build hypotheses upon the cues it
gets from its long range sensor modalities. These hypotheses may be stronger depending
on the number of cues the agents gets and on the confidence it has into its specific sensors.
Affordances may be occluded or disabled and therefore can be made visible
or be enabled.
Consider the diversity of affordances a cup may offer to an agent. If one has a closer look
at the two most prominent ones “fillable” and “stackable”, he may notice that these are
mutually exclusive. A cup may either provide the affordance to fill something in, or to
put something on top (we neglect the case that of course some “well-coordinated” agent
may put something on the edge of the cup). An agent that did some experimentation
with a cup in the past may have gained this knowledge and be able to on one hand take
both affordances into consideration although only one of them is visible or enabled, and
furthermore be able to make the desired one visible or enable it.
The affordance of something being “reachable” has to be regarded as a special case of
affordances that can be enabled or be made visible (see figure 2, left). This affordance
can be seen as a starting point in any direct interaction sequence the agent starts. Before
it can interact with an object it as to enable the affordance “reachable” and therefore
bring the objects within the reach of its interaction effectors. Moreover the affordance
traversible will in most cases, coupled with the action move, enable the agent to reach the
objects vicinity and enable reachable.
Affordances may be be produced.
Based on its effectors and action repertoire the agent may be more or less able to affect and
change its environment and the contained objects. If for example a robotic agent caves a
hole into a rock it then can support fillable (see figure 2, right). This kind of affordance
producing actions represents the most complex part in the theory of affordances. Based
on entity and attribute hypotheses an agent is able to produce a chain of affordance
applications, which even may include the physical deformation of objects, and create a
hypothesis about the outcoming object’s affordances.

3
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Learning Architecture Affordance Based Adaptive Control Using Self-Experience
(ABACUS)

An agent embedded in its habitat is able to perceive the environment with its sensors and is
able to move and manipulate this environment with its actuators. A structure enabling the
robot to act on its perceptions by using its actuators, is called control architecture. In case
that the architecture causes actions, depending on the perceived state of the environment,
a closed loop control emerges. The design of this control is essential for enabling the robot
to use affordances.
In deliverable D2.2.1 an overview over traditional robot control architectures is given. The
developed affordance based architecture uses principles from the reactive control approach
as well as from the subsumption based approach.
ABACUS is a multi layered conceptual framework, which enables the robot to use the
concepts of affordances by taking it through several learning stages (which can then be
modelled by several kinds of learning algorithms) from the first phase starting with pure
reactive behaviour, to phase one which deals with learning affordances through basic interaction (basic affordances), over phase two “learning affordances through action sequences”
(complex affordances), to the final phase where the robot is able to use the affordances it
gained so far for goal driven behaviour.

Figure 3: Sketch of the underlying structure of ABACUS.
Figure 3 depicts the underlying structure of ABACUS.
In Phase 0 a control layer, implementing reactive behaviour, is added to the structures
sensor layer, filter layer, and actuator layer, and thus a basic reactive control is built
(described in section 3.2).
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The reactive control of phase 0 is refined in Phase 1 (see section 3.3), where an adpative
structure learns to perceive and use basic affordances that are directly related to single
action possibilities of the agent (e.g. gripping an object) and are thus mostly related to
the object as a whole.
The control developed in phase 1 is refined by Phase 2 (see section 3.4). Phase 2 is designed
to learn to perceive and use more complex affordances that are related to sequences of
actions (e.g. stacking, which consits of several interactions with 2 objects like gripping,
lifting, driving and releasing) and are mostly related to object parts (e.g. a flat surface).
The enhancement and refinement of each Phase n through a succeeding Phase n + 1 form
a subsumption like affordance based control. The final secenario is realised by incrementally extending the Phase structures to gain a more and more complex affordance based
architecture.

3.1

Basic strucures

In this section a brief description of the sensor layer, the filter layer, and the actuator layer
is given. These structures are used by the phases described in sections 3.2, 3.3, and 3.4.
3.1.1

Sensor Layer

The sensor layer consists of physical sensors and software modules that are interfaces
between software and hardware to enable the agent to receive raw data about the state
of the robots environment, and the state of the robot itself. For a description of the
sensors of the used robotic platform Kurt2 see deliverable D6.1.1. The sensor modules
already realised for the Kurt2-Platform are providing interfaces for the following sensoric
modalities:
• infrared and ultrasonic senors,
• dual camera system,
• 3D/2D laser range scanner (including servo-position),
• odometry and motor-speed,
• servo-positions of the robotic arm, and
• force sensors mounted to the gripper of the robotic arm.
3.1.2

Filter Layer

The filter layer is designed to reduce computing complexity and fault sensitivity within the
control layer. Instead of using the original time series from the cameras, the laser-scanner
or the positions of the robotic arm, the control layer can use more complex data extracted
from the sensoric input space, e.g. by filters for detecting simple geometric forms like
elipsoides or rectangles, or complex SIFT filters (see also deliverables D5.2.1 and D3.1.1).
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Other examples for modules within the filter layer are simple bandpass-filters, motiondetectors or more complex novelty-detectors. The filter modules can also be cascaded
(see the cascading of bandpass-, histogram- and colour-filter figure 5), so that a hierarchy
of filters is formed. Hence careful design of these filters is imperative for achieving the
desired reduction of computing complexity without losing essential information.
Within the filter modules attention mechanisms can be used to reduce the amout of data
transfered to the next layer. By cascading the filters, attention mechanisms can also be
applied to sets of filters, e.g. to focus attention to one sensor modality or one special filter.
3.1.3

Actuator Layer

Most of the modules within the actuator layer build interfaces to the agents hardware. The
modules are designed to translate the commands from the control-layer to the actuator
commands.
Examples for the actuator modules planned and in part realised are modules to move
Kurt2 (two motors), interfaces to the servos of the gripper, and modules to control the
gaze of the cameras.
3.1.4

Interconnecting the Software Layers

The Common Object Request Broker Architecture (CORBA), which is standardised by the
Object Management Group (OMG) (http://www.omg.org), is a platform and programming language independent distributed computing infrastructure. The CORBA framework is used to connect all modules of ABACUS, which will be implemented by different
partners using different programming-languages. Because of performance reasons some
modules introduced in previous sections will be grouped to improve data transfer rates.
For a detailed description see the software documentation of already implemented modules
and deliverables D6.1.1 and D1.1.2.

3.2

Phase 0: Reactive Control

Phase 0 utilises the basic structure shown in figure 3 by implementing reactive behaviours
and thus forms a basic reactive control framework. The used sensor layer, the filter layer
and the actuator layer (described in section 3.1.1, 3.1.2, and 3.1.3) are common for phase
0, phase 1 and phase 2 control.
The modules within the phase 0 control layer use the data received from the filter layer
to generate reflex like actions, e.g. a gripping reflex, tracking reflex, obstacle avoidance
reflex, holding reflex, a biting reflex, or a swallowing reflex. These reflexes can either be
used as detatched basic actions, or through a careful design of the action’s triggers, a
temporal cascadition of reflexes can be implicitly built in. A biological archetype of such
an implicit action sequence is shown in figure 4. Basic actions of a water strider lead to
stimuli that trigger other consecutive actions.
A complex example for a phase 0 reactive control is shown and described in figure 5.

3
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Figure 4: The water strider is a beetle which has an innate sequence of simple actions.
A vibration stimulus triggers the action “swim to center of vibration”. By doing so, the
cause of the vibration – the plastic ball – comes into view; this optic stimulus triggers the
action “grip”; the haptic stimulus of holding something triggers the action “hold” which
finally leads to a chemical stimulus that triggers the action “sting”.

Figure 5: Phase 0 realises a basic reactive control framework. It constitutes the basis on
which the affordance based control structures Phase 1 and Phase 2 are built. It consits
of interconnected modules which are organised in 4 layers: a sensor layer, a filter layer, a
control layer, and an actuator layer. The modules (or module groups) are interconnected
via the CORBA framework to ensure interoperability and to support parallel computation
by distributing the software on a local area network.
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Phase 1: Learning Basic Affordances

Phase 1 is a structure that is designed to learn to perceive and use basic affordances that
are directly related to single action possibilities of the agent (e.g. gripping an object) and
are thus mostly related to the object as a whole. These affordances will also be called
category 1 affordances. Phase 1 utilises the described sensor layer, filter layer, and actuator
layer and refines the perception and control of phase 0.
Phase 1 consits of an affordance recogniser and an affordance based control module (see
figure 6). The phase 1 affordance recogniser learns to recognise basic affordances on the
basis of the output of the filter layer and sensor layer. The module learns what the
outcome of an action is and learns what the cues to detect affordances without interacting
with its environment are. For a detailed description of an algorithm that can be used to
realise the adaptive phase 1 affordance recogniser see section 4.
The information, extracted by the affordance recogniser is used within the phase 1 affordance based control to trigger phase 1 actions, or trigger or inhibit the basic actions that
are implemented within the modules of the phase 0 control layer.

Figure 6: Phase 1 of ABACUS is designed to learn to perceive and use basic affordances
by using the input from the sensor layer and filter layer. Basic affordances are directly
related to single action possibilities of the agent (e.g. gripping an object) and are thus
mostly related to the object as a whole.

3
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(a)

(c)

(e)

(b)

(d)

(f)

Figure 7: Example for the revision of Phase 0 control by Phase 1 control. Figure 7(a) shows
the general structure of a phase 1 instantiation. The basic actions within control phase
0 are activated by environmental triggers. Figure 7(b) shows a triggered grasping reflex.
The reflex like action of the agent changes the state of the agent and its environment;
this change leads to a change within the sensor data measured by the agent (figure 7(c))
The new state of the environemt/state of the robot could trigger another action, e.g. the
state of javing an object in the gripper could cause a lifting reflex (figure 7(d)). Once
the phase 1 affordance recogniser has learned to discriminate liftable from non-liftable
environemntal entities, the phase 1 control can inhibit the lifting reflex (figure 7(e)), and
in a later stage even inhibit all actions leading to the inhibited action (figure 7(f)).
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Phase 2: Learning Complex Affordances

Phase 2 is a structure that is designed to learn to perceive and use complex affordances
that are related to sequences of actions (e.g. stacking, which consits of several interactions
with two objects like gripping, lifting, driving and releasing) and are mostly related to
object parts (e.g. a flat surface enables the robot to stack something on it). These
complex affordances are also called category 2 affordances.
Phase 2 extends the affordance recognition capabilities of phase 1 and refines the affordance
based control of phase 1 and phase 0. Like phase 1, phase 2 is subdevided in an affordance
recogniser and an affordance based control module. By using data from the filter layer
and the phase 1 affordance perception output as an abstract and highly complex sensor,
the phase 2 affordance recogniser is enabled to learn complex affordances that require
basic affordances to be present. The main focus of phase 2 lies on action sequences, e.g.
behaviours lifing, stacking, or turning objects etc. that can be composed out of simple
basic behaviours or motion primitives. Like in the case of basic actions, the outcome
of sequenced actions is categorised and perceptual cues are searched that indicate the
presence of affordances. For a detailed description of a possible learning algorithm to
realise the phase 2 affordance recogniser modules see section 4.
The information extracted by the affordance recogniser is used within the phase 2 affordance based control to revise phase 0 control and phase 1 control by triggering and
inhibiting actions and action sequences as well as triggering phase 2 actions.

Figure 8: Phase 2 of ABACUS is designed to learn to perceive and use complex affordances by using the information received from the filter layer and the phase 1 affordance
recogniser. Complex affordances are related to sequences of actions (e.g. stacking, which
consits of several interactions with 2 objects like gripping, lifting, driving and releasing)
and are mostly related to object parts (e.g. a flat surface enables the robot to stack
something on it)
.
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Learning Approach - Filling the wild cards of ABACUS

To be able to perceive and use affordances an artificial agent must at first be capable to
learn what it means to use an affordance respectively what the consequences of using an
affordance are. Furthermore the agent must be able to link perceived entities with the
presence of affordances.
The approach presented in the following sections incorporates these necessary prerequisites
and thus enables the robot to learn to deal with affordances. We describe how the learning
approach fits into the affordance based control ABACUS (section 3) and thus forms a
concrete instanciation of the learning wildcars in ABACUS.

4.1

Learning approach - Basic principles

Assume that the agent is equipped with n basic actions a 1 , . . . , an ∈ A (phase 0, section
3.2). All actions ai ∈ A are applied to the environment several times (reactive behaviour).
The agent permanently monitors its environment and internal state before, during and
after the application of the action (resulting time series t j (ai ) for trial number j). The
begin (Statet1 ) and the end (Statet2 ) of the action application must be detected within
each time series.
To be able to learn cues for the existence of an affordance and the consequences of using
an affordance, the recorded time series have to include a certain amount of time before and after the application of the action (see also figure 9). The sensoric information
about the environemental trigger which caused a particular reactive behaviour is present
within the time series epsiode before the application of the action (before State t1 , i.e. in
tj [0, Statet1 ](ai )). The information about the outcome of an action application is contained in the time series episode starting after the begin of the application of an action
(after Statet1 ) and ending with the end of the action application (State t2 , as in case of
lifting, i.e. in tj [Statet1 , Statet2 ](ai )) or even a certain amout of time after State t2 , as
it is the case of a pushing or poking action (in i.e. in t j [Statet1 , end](ai )). To find an
appropriate length of the periode after State t2 is one of the challenges in this task, e.g. a
ball that was stacked onto a cube could fall down a minute after the stacking. When does
one call the stacking a success?
The time series resulting from multiple applications of an action a i form the application
space Ap(ai ) for this action.
This application space is the basis on which all steps of the learning approach, which is
shown in figure 10, operate. Thus the design of the sensor phalanx, the preprocessing via
the filters, the time resolution, and the length of the time series are of vital importance.
The initially introduced prerequisites are covered by the presented approach, as described
within the following sections in more detail with respect to the relevance regarding affordances.
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Figure 9: The agent applies actions a i ∈ A while permanently observing the environment
through its sensor phalanx. The beginning and end of the applied action is marked with
Statet1 resp. Statet2 . To be able to learn cues for the existence of an affordance and the
consequences of using an affordance, the used time series has to include a certain amount of
time before and after the application of the action.

1. Find x partitions in Ap(ai ) to group similar results
2. (a) For each partition find its representative sensor channel(s) within the results
(b) Find characteristics for these sensor channel(s)
3. (a) For each partition find its representative sensor channel(s) within the sensor
input previous to the application of action
(b) Find cues in these sensor channel(s).
Figure 10: Learning algorithm to learn to recognise affordances within a stream of sensor data.
This algorithm is the framework which, will be used within the affordance perception modules
within phase 1 and phase 2 of ABACUS.
4.1.1

Step 1

In step one of the learning algorithm, a partitioning technique is required to discriminate
different types of action application results from each other. Since we regard affordances as
binary (see section 2), this partitioning technique should be designed to find two partitions
P1 (ai ) and P2 (ai ) within the application space concerning a certain action (Ap(a i )), one
partition containing the set of affordance hypothesis fulfilling results (e.g. grippable),
and the other complementary partition subsuming the sets of trials that do not fulfil
the hypothesis (e.g. not grippable). Regard that the label “grippable” is only used for
explaination, the agent however has no knowledge about the meaning of this label at
this point of time, consequently the agent is in this stage not able to build hypotheses.
The partitioning is the basis from which the necessary affordance related information is
extracted.
The task of partitioning the application space includes dealing with a high dimensional
data space, finding suitable distance functions for comparing single or multi-dimensional
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time series, and selecting and configurating adequate filters and their parameters to gain
a simplification without loosing essentail information.
The bigger part of these problems can be solved by using the positive qualities of a teacher
based reinforcement learning stategy, since the partitioning is simplified by implicitly realising the distance function by a human teacher. In a later step towards deliverable D5.3.2,
it is planned to replace the reinforcement/teacher based algorithm by a self-organised
clustering technique.
As the division of the application space results in a partition containing the set of affordance hypothesis fulfilling results, and a complementary partition subsuming the sets
of trials that do not fulfil the hypothesis, these two partitions correspond to affordances
being present resp. absent.
4.1.2

Step 2

The application of an action is per definition the usage of an affordance (see section 2).
The knowledge of the meaning of an action leads to the meaning of an affordance, and is
thus necessary to assign action outcomes of interactions with novel enities (see section 2
for a discussion on entites) to and later to use affordances purposeful (goal driven). Thus,
for an affordance based approach it is vital for an agent to gain this knowledge.
Without explicitly buiding in or learning, an artificial agent does not know what the
consequences of applying any action a i ∈ A are, e.g. if an agent is applying action
a1 ={decrease counter x as long as variable y changes}, the agent neither knows that this
causes a servo to change its position, closing a gripper, nor that it can grip certain objects
by using this action, while other objects can’t be gripped by using this action. The absent
knowledge about a1 being action grip leads to the absence of the knowledge about the
affordance grippable. To gain this knowledge, extracting the essential information, which
lies within the differing sensor information discriminating the two partitions (generated in
step 1, see section 4.1.1) is the task in step 2.
To fulfil this task the following part of the introduced learning approach (figure 10) is
used:
(a) For each partition find its representative sensor channel(s) within the results
(b) Find characteristics for these sensor channel(s)
Extracting essential information means to find representative sensor channels in the time
series which are in direct relation with the differing outcome , e.g. in case of performing
action that causes lifting an object, the two partitions resulting from liftable and non
liftable objects will differ in the height (y-position trajectory) and (optional) force sensor
channel.
Finding these significant sensor/filter channel(s) (S o (ai )) for the partitions P1 (ai ), P2 (ai )
with regard to the action outcome (o = [State t1 : end] the time interval in which the
outcome of an action ist included):
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Sjo (ai ) = S ({t[o](ai ) |t(ai ) ∈ Pj (ai ) })
= S ({t[Statet1 , end](ai ) |t(ai ) ∈ Pj (ai ) })
= {so1 [ai,j ], so2 [ai,j ] . . .} ,
for each partition j ∈ {1, 2}, 0 ≤ i < N
After the succesful isolation of the relevant sensor channel(s), a description of what is
characteristic for these channel(s) (C(S o (Pj (ai )))is derived. This description incorporates
one or more charateristics for each partition of the action, since an application of an action
can cause multiple effects on the environment. It is furthermore possible that multiple
characteristic events embedded in different relevant sensor channels are in causal relation
and can be represented several or in one combined characteristic, e.g. in case of “lifting”
a slope in the force sensor channel always occures immediately before a change in the
y-position tracking channel is observed. Additionally it is possible that the two partitions
could only be discriminated by using combined characteristics.
Storing these characteristics means to memorize the consequences of the application of an
action resp. of the usage of an affordance. Thereby the relation between these characteristics, the type of the outcome (P1 (ai ), P2 (ai )) of an action application, and the causing
action itself must be preserved.

C o ({ai }) = C o (ai )
= C(S o (P1 (ai ))) ∪ C(S o (P2 (ai )))
= {co1 [ai,1 ], co2 [ai,1 ], . . .} ∪ {co1 [ai,2 ], co2 [ai,2 ], . . .}

Of course the descriptions for the two partitions must be distinctive (C 1o (ai ) ∩ C2o (ai ) = ∅)
since the outcome(s) of a successful usage of an affordance is/are different to the outcome(s)
of a non-successful trial, e.g. in the above described example of lifting the outcome of
successful lifting (change of height) differs from non successful lifting (remaining on original
height level).
The space of all outcome characteristics (outcome space O) is constituted by the unification
of all characteristics which were derived from the application space:

O =

[

C o (ai )

ai ∈A

The union of two sets of characteristics (independend of the time interval, in this case o)
of two actions ai1 , ai2 (i1 6= i2 ), is defined as follows:
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C({ai1 , ai2 }) = C(ai1 ) ∪ C(ai2 ) =
{cl [ai1 ,x , ai2 ,y ] |∃cj [ai1 ,x ] ∈ C(ai1 ), ck [ai2 ,y ] ∈ C(ai2 ) : cj ∼ ck < h, cl = cj ⊕ ck } ∪
{ck [ai2 ,x ] ∈ C(ai2 ) |6 ∃cj [ai1 ,y ] ∈ C(ai1 ) : ck ∼ cj < h } ∪
{cj [ai1 ,y ] ∈ C(ai1 ) |6 ∃ck [ai2 ,x ] ∈ C(ai2 ) : cj ∼ ck < h }
(1)
for a treshold h, an appropriate distance function ∼, and a function ⊕ that creates an c l
outof cj and ck with cj ∼ ck < h, so that cl ∼ cj < h and cl ∼ ck < h.
The result of the unification is a set of characteristics related to a set of actions act =
{ai1 , ai2 }. This unification is expanded inductively:

C(act1 ) ∪ C(act1 ) =
{cl [act1 ∪ act2 ] |∃cj [act1 ] ∈ C(act1 ), ck [act2 ] ∈ C(act2 ) : cj ∼ ck < h, cl = cj ⊕ ck } ∪
{ck [act2 ] ∈ C(act2 ) |6 ∃cj [act1 ] ∈ C(act1 ) : ck ∼ cj < h } ∪
{cj [act1 ] ∈ C(act1 ) |6 ∃ck [act2 ] ∈ C(act2 ) : cj ∼ ck < h }
(2)
The number of trials must be sufficiently high so that the influence of noise and irrelevant
data within the extraction process is as low as possible. If during the learning process the
derived characteristic(s) proofs to be inappropiate, the implemented algorithms should be
able to adapt or refine these description(s), e.g. the agent could learn to associate the
outcome of a lifting process to be that a shadow of the lifted object moves. Ideally the
agent is therefore capable of lifelong learning, i.e. the learning process is never completed
and/or can be reactivated, when Cj (ai ) is proved to be wrong or incomplete (for literature
on lifelong learning robots see e.g. [TM95][Thr95b][Thr95a][BH97]).
Figure 11 depicts the procedure and results of step 2. From the application space of
an action one or more outcome characteristic(s) are derived for each partition (light grey
arrows). In case of a1 three outcome characteristics result, two characteristics for partition
1 (co1 , co2 ) and one characteristic for partition 2 (c o3 ), e.g. for an action lifting co1 could be
a y-position trajectory characteristic and c o2 could be the charateristic of a rope tension
force channel, co3 could be representative for the remaining static y-position of test objects
in unsuccesful lifting trials. Since the outcome characteristics are derived from an action
specific application space the relation between these charateristics and their belonging
actions is given (black arrows). co6 is an example for a characteristic which has been
created from charateristics derived from the application spaces of multiple actions (in this
example: a2 , a3 ).
As introduced before the knowledge of the meaning of actions is required to gain a meaning
of affordances. This is reached by the described creation of the outcome space and by
storing the realtions between this space and the action space. To deal with affordances it
is not sufficient to solely gain this knwoledge, it is also essential to know the pre-application
context of the actions. It is not possible to resolve why action a i sometimes causes an
outcome that is characterised by charateristics derived from partition 1 and sometime
from the complementary partition, e.g. in figure 11 action a 1 sometimes leads to {co1 , co2 }
and sometimes leads to {co3 }.
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Figure 11: This figure depicts the procedure and results of step 2 of the presented learning
approach (figure 10). From the application space of an action one or more outcome characteristic(s) coj are derived for each partition (light grey arrows). In case of a 1 three characteristics
result, two characteristics for partition 1 (c o1 , co2 ) and one characteristic for partition 2 (c o3 ).
Since the characteristics are derived from an action specific application space the relation
between these charateristics and their belonging actions is given (black arrows). c o6 is created from charateristics derived from the application spaces of actions a 2 (partition 2) and a3
(partition 1).

How the agent is enabled to gain a knowledge about the pre-application context in step 3
is introduced in the following section.
4.1.3

Step 3

As described in section 2, for the practial use of affordances it is inevitable to have cues
which allow the agent to build hypotheses about present affordances without interacting
with the environment. To build hyphotheses about the existance/inexistance of affordances
before applying an action means to relate sensoric perceptions with the “memorised”
consequences of performing particular actions (as gained within step 2, section 4.1.2). Task
of step 3 is analysing the pre-application context to gain a knowledge how to determine
that an action application results in a specific outcome.
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To fulfil this task the following part of the introduced learning approach (figure 10) is
used:
(a) For each partition find its representative sensor channel(s) within the sensor input
previous to the application of action
(b) Find cues in these sensor channel(s).
Since the used control architecture ABACUS (see section 3) incorporates a reactive control
framework, in the beginning all basic behaviours of the agent are caused by environmental
triggers. These environmental triggers are part of cohesive structures (see section 2).
The sensor stream perceived by the agent contains several attributes of such a cohesive
structure, e.g. a cube1 with an appropriate width could cause a gripping reflex. The agent
perceives only those attributes of a cohesive structure that are determined by its sensors,
filters, timing resolution etc.
The recorded time series within the application space of an action a i contain these preapplication perceptions within their episode before the action application (e = [0, State t1 ],
see section 4.1). Since an action is performed on multiple environmental entities, these
episodes contain multiple perceptions. Multiple pre-application contexts can exist for each
partition, since actions ai can be performed on multiple environmental entities. This increases the complexity of finding relevant sensor channels, since the application on a single
entity can already lead to multiple relevant sensor channels. Extracting these significant
sensor/filter channel(s) (S e (ai )) for each partition P1 (ai ), P2 (ai ) is the first task within
step 3:

Sje (ai ) = S ({t[e](ai ) |t(ai ) ∈ Pj (ai ) })
= S ({t[0, Statet1 ](ai ) |t(ai ) ∈ Pj (ai ) })
= {se1 [ai,j ], se2 [ai,j ] . . .} ,
for each partition j ∈ {1, 2}, 0 ≤ i < N
Once the relevant sensor channel(s) is/are extracted, the second part of step 3 derives a
description of what is characteristic for this/these channel(s). Since one ore more sensor
channels can be relevant, this description incorporates one or more charateristics for each
partition.
These characteristics are generalisations of the sensoric mapping of those entities on which
the actions were performed. The outcome of these interactions has been observed and
classified in step 2 (see section 4.1.2).
To be able to recognise and use affordances within a later stage of the robots development,
the extraction and storage of these environmental entitiy characteristics is vital, since
an affordance is a relation between an agents action capabilities (action space) and the
environmental entities to which these actions are be applied (entity space). Furthermore
1

Regard that “cube” is a human label for a special cohesive environemntal structure as perceived by
humans.
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the relation between these characteristics of entites (c ej [ai ]), the type of the action outcome
(P1 (ai ), P2 (ai )), and the caused action itself (ai ) must be preserved:

C e ({ai }) = C e (ai )
= C(S e (P1 (ai ))) ∪ C(S e (P2 (ai )))
= {ce1 [ai,1 ], ce2 [ai,1 ], . . .} ∪ {ce1 [ai,2 ], ce2 [ai,2 ], . . .}
These characteristics cej could e.g. be realised as formal descriptions, neural networks or
prototypes. Of course the characterisations of the entities derived from the two partitions
of the application space of an action a i must be distinctive (C1e (ai ) ∩ C2e (ai ) = ∅), since
these entites will be used as unique hints for the existence of an affordance. The extracted
relation between an entity characterisation c ej [. . .] and an action ai means that if the
current perceptional space includes c ej [. . .], ai is very likely to result in Pj and thus cause
the consequences characterised by C jo (ai ).
The space of all entities E is constituted by the unification of all entity characteristics
which were derived from the application space:

E =

[

C e (ai )

ai ∈A

The unification of two sets of characteristics is definde within equations 1 and 2. This
unifiaction is equally applicable for both for a set of entity characteristics, and a set of
outcome characteristics.
Figure 12 depicts the procedure and results of step 3. From the application space of an
action one or more characteristics of entities are derived for each partition (light grey
arrows). In case of a1 one entity characterisation ce1 for the results of partition 1 and two
characterisations of partition 2 (c e2 and ce3 ) are derived. In case of an action “grip” for
partition 1 (“grippable”) ce1 could be a charactersation of width dimensions (maximum
size of grippable entities), while for partition 2 (“not grippable”) c e2 could be a characterisation of width dimensions (minimum size of non-grippable entities) and c e3 could be a
characterisation of the color channel (all blue objects are not grippable).
Since the entity characteristics are derived from an action specific application space the
relation between these charateristics and their associated actions is given (black arrows). c e5
is an example for the characteristic of an entity which has been created from charateristics
derived from the application spaces of multiple actions (in this example: a 2 , a3 ).
To be able to find the relevant sensor channels and to extract the entity characteristics
from these channels, the design of the agent, the scenario and the test objects must
be adjusted to each other, since the relevant information must be present within the
environment, perceiveable and processable by the agent. This adaptation problem can
be compared with the optimisation achieved by evolution, e.g. an agent fitting in its
‘ecological niche’ ([OB04][PS01] and section 2). To give an example for robotic systems, it
is neccessary to select and configure adequate sensor filters and their parameters, in order
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Figure 12: In step three of the affordance learning algorithm (figure 10) an entitiy space is
built and relations between the action capabilities and the entities are extracted. These two
processes are highly connected and can’t be seperated. A relation between an entity e j,1 [ai ]
and an action ai means that if the perceptional space includes e j,1 [ai ], ai is very likely to result
in Pj and thus in C1 (ai ).

to gain simplification without losing essential information, to ensure enough diversity in
the experiments to get an appropriate base for extracting feasible characteristics, and
design the test environment so that agent is able to gather enough information via its
sensors (depending on the spatial and temporal resolution).
Through the results achieved in step 3 the agent is able to deal with novel environmental
structures (in addition to the already experienced) since the derived entity characterisation
(see also section 2) describes what is essential for a specific interaction, e.g. the size of an
entity is essential for a gripping action. Thus the learning process enables the agent to
implicitly generalise from experienced concepts to novel environmental entities.
The initaially claimed need for cues which allow the agent to build hypotheses about
present affordances without interaction with the environment, is fulfilled by deriving generalised characteristics of the sensoric mapping of real entities, as described in this section.
4.1.4

Outcome

Within this section the results achieved by the steps of the learning approach are merged
and the mightiness of the approach is emphasised by comparison with the theoretical
concepts presented in chapter 2.
Within step two of the learning approach (see section 4.1.2), the meaning of an action application and thus of the usage of an afforance is derived. This meaning is represented in form
of characterisations of action application outcomes. The space of outcome characteristics
O contains all characterisations of all outcomes of the agents basics actions (which have
been performed during the trial phase) and is growing when required (lifelong-learning).
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The relation between these characteristics, the type of the action outcome (membership
to partition P1 (ai ) or P2 (ai ), as calculated in setp 1, see section 4.1.1) and the causing
action itself are stored (see figure 11).
Within step three of the learning approach (see section 4.1.3), cues are derived which allow
the agent to build hypotheses about the present affordances without further interaction.
These cues are represented by entity characteristics and thus form the entity space E. As
described, the partitioning of the application space, as performed in step 1 (see section
4.1.1), is the basis for the two ensuing steps and thus the resulting entities processed within
step 3 are in direct relation to the type of action outcome and this relation is explicitly
preserved (see figure 12).
If the scenario/environment requires a more detailed differentiation of types of action
outcomes, step 1 can be adapted to subdevide the two main partitions. Since step 2
and step 3 use this partioned application space as a basis, the higher degree of granularity
consequently leads to a higher degree of granularity in the action outcome space and in the
entity space. This enables the agent to gain a more detailed knowledge about its interaction
possibilities with its environment, e.g. a simple binary partitioning of the application space
resulting from multiple poking actions performed on balls and cubes would lead to a simple
representation of a general change in position, while the subpartitioning of the application
space with cubes and balls discriminated could lead to a more specific characterisation
of the position change trajectories (the change of position of a poked ball would be of a
higher magnitude than the position change of a poked cubed).
The derived characteristics of action outcomes (meaning of an action application) and
the characteristics of entities can be directly related (as depicted in figure 13) using the
relation to the type of action application outcome (partitions), which is preserved in both
steps.
Summarising the results of the three described steps, the agent is enabled
• to conclude which actions are applicable to the currently perceived entities,
• to search approproate entities and actions to gain desired outcomes, and
• to conclude what the outcome of an action performed on a specific entity is.
This finally completes the approach for learning and using affordances in artificial agents,
since these abilities enable the agent to
• perceive which affordances are provided by the environment,
• search objects that provide a desired affordance, and
• to anticipate what consequences the usage of an affordance causes.
Thus the claimed requirements stated in the introduction of this chapter are fulfilled:
To be able to perceive and use affordances an artificial agent must at first
be capable to learn what it means to use an affordance respectively what the
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Figure 13: In step 2 the meaning of an action application and thus of the usage of an
affordance is derived by the creation of the outcome space O and the stored realtions between
the outcome space, the action space and the according application space partition. By creating
the entity space and extracting the relations between the action space, the entity space and the
belonging application space partition in step 3, cues are derived which allow the agent to build
hypotheses about the presence of affordances without further interaction. The characteristics
of action outcomes (outcome space O) and the characteristics of entities (entity space E) can
then be directly related (black arrows) using the in both steps preserved relation to the type
of action application outcome (partitions).

consequences of using an affordance are. Furthermore the agent must be able
to link perceived entities with the presence of affordances.
At this point, the agent does not only know, what the outcome of the usage of an affordance
(application of an action) in general is, it also knows, what the outcome of an action applied
to a specific entity is in particular. At the same time this is the solution for the problem
to resolve why an application of an action leads in one case to an outcome characterised
by C1 and in another case to C2 , which arosed in step 2.
Thus the relation between a perceived environmental entity and the agents action capabilities can be meaningfully labeled. These labeled relations are fully in line with Gibsons
theoretical affordance approach:
The affordances of the environment are what it offers the animal, what it
provides or furnishes either for good or for ill. The verb to afford is found in
the dictionary, but the noun affordance is not. T have made it up. I mean by
it something that refers to both the environment and the animal in a way that
no existing term does. It implies the complementarity of the animal and the
environment.[Gib86].

4

LEARNING APPROACH - FILLING THE WILD CARDS OF ABACUS

26

Figure 14: In case of an artificial agent using the introduced learning approach, the depicted
labels (cx ) derive from previous individual experiences (as described in section 4.1.2), so that
they can be compared with the labels shown in figure 1 (e.g. “liftable”). The affordance
learning approch for an artificial agent presented within this section is thus in line with the
conceptual basis of the major theoretical aspects of affordances, sketched in section 2.

Comparing this schema in figure 14 with the schematic illustration of the human related
affordance notion (1) shows that the realisation for the artificial agent is in line with the
conceptual basis of the major theoretical aspects of affordances we sketched in section 2.
In the human biased schema the label “liftable” is connected with previous experiences
and a resulting individual abstract concept of a certain interaction. In case of an artificial
agent using the introduced learning approach, the labels are compareable since they are
derived from previous individual experiences (as described in section 4.1.2).
Only when the robot has learned to perceive affordances without interacting with the
environment, the agent is able to use affordances. The usage of an affordance could
result in a time series that contains cues for the perception of another affordance. The
former is called an affordance producing affordance and the concerning action an affordance
producing action, while the latter affordance is called goal affordance. See also section 2.
Since phase 2 of the learning architecture ABACUS (section 3.4) already receives detected
affordances as input, the learning approach (when used within phase 2) can use affordances
themselves as outcome or entity characterisation, e.g. if the flat surface area of an object
is hidden (as in case of a glass) the agent is able to learn that the affordance “stackable”
is enabled by using the affordance “turnable”. This deduction using chains of actions is
vital for goal driven behaviour.

4.2

From Similarity to Category

In 2005 Anna V. Fisher and Vladimir M. Sloutsky published a research paper on induction
performed by adults and children [FS05]. They found 4 major results, that are interesting
for the work in MACS:
• Performing induction resulted in low memory accurance in adults and 11-year-olds,
whereas 5-, and 7-year-olds were highly accurate. [FS05, p.583,586-589]
• After training to perform category-based induction, 5- and 7-year-olds exhibited
patterns of accuracy similar to those of adults. [FS05, p.583,589-591]
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• 7-year-olds, but not 5-year-olds, retained the trained category-based induction over
time.[FS05, p.583,591.592]
• With novel categories even adults performed similarity-based induction, exhibiting
high memory accuracy.[FS05, p.583,592f]
The authors conclude that:
• “Young Children spontaneously perform similarity based induction,
• there is a gradual transition from similarity-based induction to category based induction, and
• category-based induction is likely to be a product of learning.” [FS05, p.595]
These results have several implications for the implementation of the affordance leraning
approach (see section 4) within the MACS project.
By means of the presented affordance learning approach, the agent is enabled to develop
from using similarities to using categories via learning from its experiences. When something new occures to the agent (a novel, yet unknown sensoric input that can’t be assigned
to any action and action outcome), the characterisation that is stored within the enitiy
space E has to be very detailed. Likewise the action outcomes stored in the outcome space
O has to be very detailed as long as the number of trials performed (or in a later stage:
observed) by the agent is low. As the agent gains more and more experience, the stored
data is merged/integrated in a more and more abstract representation. For this online
learning suitable distance functions and abstraction mechanisms are to be designed and
adjusted. Thus the agent builds abstract characterisations (categories) out of its database
of experienced timeseries (application space, see section 4.1).
For example the first time the robot interacts with a ball 2 , it could store all novel sensor/filter data (e.g. round(10cm), pink, zigzag pattern etc.) that it reveives from the
sensor filters during/before the interactions. After the agent interacted with multiple
balls in different situations, the entity characterisation should become more abstract or
just less detailed (like round(2-10cm)). In the beginning the stored data could also includes data that is not related to the object, like the form of a shadow or the strucure
of the wall behind the ball. As this data proofs to be irrelavant, it is removed from the
entities characterisation.
The stored entities do not necessarily correspond to object categories built by humans,
since these enities can describe parts of cohesive environmental structures like a flat surface
or the color. However the combination of several entites (that can be related to different
actions and action outcomes) that occure at the same time at the same location can be
seen as an object representation, e.g. a ball could be represented through different entities
describing its size (e.g. related to action lifting) or a combination out of color and texture
2

A ball is a category created by humans that is unknown and meaningless to the agent, even though
through interaction a ball-like representation could emerge within the robot. Such a representation could
for example consist of multiple entities.
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(e.g. related to action push). To learn which entities belong to one cohesive structure is
a more advanced step and may be considered in a later stage of development.
Since the information that the agent stores (entities, action outcomes, and actions) is
very detailed in the beginning and has to become more abstract after a learning process,
the used data-structure, distance functions, and the database that is used to store the
generated/extracted information have to be adaptable/flexible.
Eventhough the agents behaviour changes as more and more categories are build, the
mechanisms that are responsible for the trasition from using similarities to using categories are still relevant, since they are required, when the agent encounters objects and/or
situations that do not belong to any known category.

5
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Summary

As stated in section 2 most approaches that deal with affordance learning in the area of
embodied AI do not define very well what they regard as affordances (see also deliverable
D5.1.1) or use different, incoherent definitions and implementations. Further in most of the
existing implementations the concept of learning affordances seems somewhat “attached”
to an existing affordance based architecture, or vice versa the concept of affordances is
introduced just vaguely.
In contrast we tried to develop a well-founded basis of the major theoretical aspects of affordances with direct consequences for their detection, application and learning constraints
and use this as a basis and starting point for building a affordance based adaptive control
framework, which enables our mobile robot platform to acquire the concept of affordances
and provides various ways of learning them.
The presented architecture ABACUS (section 3) states an approach to enable artificial
agents to use the concepts of affordances. ABACUS subdivides the complex problem of
using affordances in artificial agents by providing a multi layered conceptual framework
that incorporates a stepwise increase of complexity. Using ABACUS the artificial agent
is taken through several learning stages from the first phase starting with pure reactive
behaviour, to phase one which deals with learning affordances through basic interaction
(basic affordances), over phase two “learning affordances through action sequences” (complex affordances), to the final phase where the agent is able to use the affordances it gained
so far for goal driven behaviour.
ABACUS provides the flexibility that the learning components can be realised by several
kinds of learning algorithms. A complete learning approach that is fully in line with our
theoretical basis (section 2) has been developed and described in section 4. The approach
enables the agent in three steps to gain a knowledge about the consequences of using
affordances (the outcome of action applications) and to gain a notion of entities that
are involved in these interactions and thus are in relation to the outcome. The learning
approach results in a set of outcome characteristics, environmental entity notions and
the relations in between them. As described these relations are analogous to the derived
affordance theory (compare section 2 and 4).
In course of close co-operation between partners JR DIB and OFAI a coherent reinforcement learning concept was developed and its integration into the respective deliverables as
well as its integration into the general learning architecture developed by OFAI was conceived. Moreover the partners developed a plan of integrating ABACUS with the visual
perception filters that will be developed by JR DIB.
While working on the theoretical foundations of the affordance based control architecture a lot of information about the possible representations of affordances and their integration into the learning framework arose. This will be discussed in co-operation with
partner LIU-IDA and refined to a common affordance representation within the MACS
project. For a theoretical disquisition on affordance representation see combined deliverable D4.2.1/D4.3.1.
With respect to the beginning of the implementation phase of ABACUS and the learning
approach and the many degrees of freedom in choosing concrete algorithms and parame-
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ters (discussed in previous sections), the simulator implemented by METU-KOVAN will
provide a helpful tool for evaluation.
The ABACUS framework introduced in this deliverable and integrated with a suitable
library of learning algorithms fits perfectly well to suffice the requirements of the final
demonstrator scenario discussed in deliverable D6.1.1.
The presented work provides a theoretical background and sound practical guidelines for
equipping an artificial agent with the necessary abilities to efficiently use the affordances
of its environment.
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