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Introduction

In this deliverable, we briefly report the results of our recent work where different aspects
of affordance learning and perception are studied within the context of the demonstrator
scenario. Specifically, we will review the following published/accepted papers:
1 Ugur E., Dogar, M.R., Cakmak M., and Sahin E. (2007). The learning and use of
traversability affordance using range images on a mobile robot. Proceedings of IEEE
Intl. Conf. on Robotics and Automation (ICRA 07), 1721-1726. Systems (IROS)
2007.
2 Ugur E., Dogar M.R., Cakmak M. and Sahin E. (2007). Curiosity-driven Learning
of Traversability Affordance on a Mobile Robot. IEEE International Conference on
Development and Learning 2007.
3 Dogar M.R., Cakmak M., Ugur E. and Sahin E. (2007). From Primitive Behaviors
to Goal-Directed Behavior Using Affordances. IEEE/RSJ International Conference
on Intelligent Robots and Systems.
4 Cakmak M., Dogar M.R., Ugur E. and Sahin E. (2007). Affordances as a Framework
for Robot Control. International Workshop on Epigenetic Robotics (EpiRob) 2007.
5 Dogar, M.R., Ugur E., Sahin, E., and Cakmak M. (2008). Using learned affordances
for robotic behavior development. Accepted to the IEEE Intl. Conf. on Robotics
and Automation (ICRA 08).

1.1

Demonstrator scenario

A detailed description of the demonstration scenario can be found in D6.1.1. Scenario
environment is surrounded by walls and is composed of two connected rooms. A door
that is triggered by a switch located in one of the rooms, is used to move among those
rooms. The rooms include various objects which provide difference affordances such as
liftability, stackability, and traversability. In the offline learning phase of the scenario, the
robot executes various sequences of behaviors, interacts with the environment, and learns
affordances of the objects. After learning is completed, in the execution phase, according
to a plan received from the planning module, the robot is required to correctly perceive
the affordances of the objects and execute actions accordingly. For example, it should be
able to perceive the liftability affordance of one object, successfully traverse to that object,
lift it, perceive stackability affordance of a second object, approach to the second object,
and perform stack action.

1.2

Perceptual learning of affordances

The work reported in [1] stems from E.J. Gibson’s studies on perceptual learning. She
suggests that learning of affordances is “discovering distinctive features and invariant properties of things and events” , “discovering the information that specifies an affordance”.
She defines this method as “narrowing down from a vast manifold of (perceptual) information to the minimal, optimal information that specifies the affordance of an event, object,
or layout”. In our study, finding the relevant features and invariant properties that specify
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whether a behavior will succeed or not in an environment, corresponds to building the entity equivalence classes.
In this study, the robot interacts with the environment by executing its behaviors and
checks whether the execution of the behavior succeeds or not. Based on these experiences,
it determines the features in the environment that are useful in predicting its behaviors’
success. In other words, the robot learns to perceive the environment in terms of the
features that predict whether its behaviors will succeed or not. The idea is similar to
function-based- object-recognition, however in this study the features that specify the
functionality of the entities in the environment are learned by the robot through interaction
rather than hard-coded into the robot by an expert.

1.3

Online learning in demonsrator scenario

Learning requires large number of interactions with the environment, so as mentioned
in the previous sub-section, learning phase was decided to be offline. However during
the execution phase, the robot may encounter with completely novel objects where the
learned affordance perception system is not capable of predicting affordances. Besides,
the learned affordances may be required to be fine-tuned and this could be done during
execution phase when a failure occurs in predicting affordances. Thus, it is important to
be able to adapt to the world during execution through re-learning from interactions with
the environment. This learning should be performed in a computationally efficient way
and in an incremental manner. Instead of re-training of the learning system using whole
sample set, only the new data should be used to update the system.
The learning process is not only time-consuming and costly but is also risky since
some of the interactions may inflict damage on the robot. Thus, in [2], we also studied the
problem of minimizing the number of interactions during learning process with minimal
degradation on performance of prediction of traversability affordance. Specifically, we
proposed a two step learning process which consists of bootstrapping and curiosity-based
learning phases. In the bootstrapping phase, a small set of initial interaction data were
used to find the relevant perceptual features for the affordance, and a Support Vector
Machine (SVM) classifier was trained. In the curiosity-driven learning phase, a curiosity
band around the decision hyperplane of the SVM was used to decide whether a given
interaction opportunity is worth exploring or not.

1.4

Goal-directed behaviors in demonstrator scenario

In this scenario, correctly perceiving liftability and stackability affordances is very important and learning of those affordances has been extensively studied in D3.1.2 (Affordance
recognition from visual cues) and D3.3.2 (Sensorimotor decision making and affordance
recognition). Moreover, successful navigation in the room is also crucial for the robot to
accomplish the tasks such as approaching to certain objects and passing through doors.
Results of learning experiments for using affordances in wandering task was presented in
D6.4.2 (Report on experimental results in simulator), where the robot learned a ‘direct’
mapping between its perception of the environment and affordances of certain movement
actions. Although with this approach, the robot was able to traverse in the environment,
decisions were limited to perception of traversability affordance because of the used super-
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vised learning scheme. In other words, the robot was unable to generate and use high-level
behaviors other than traverse behavior.
In [3], the learning of various affordances, related to goal-oriented behaviors such as
traverse, approach and avoid obstacle is achieved through a proposed robotic development
scheme. In this scheme, the robot interacts with its environment executing its primitive
behaviors and collecting interaction samples. Based on these experiences, the robot discovers the different effects it can create in the environment, and associates these effects
with the primitive behaviors and environmental situations (entities) that resulted in the
effect. The robot then uses the learned relations to achieve more complex behaviors. In
our study, we used three primitive behaviors (turn-left, turn-right, and move-forward) and
the learned affordance relations of these behaviors, to achieve three different goal-directed
behaviors (traverse, approach, and avoid).

1.5

Affordances as a general framework for robot control

In[4], we have provided a framework on how the notion of affordances can be used in
different aspects of robot perception, learning and control. Within this framework, we
have reviewed the work done within [1,2, 3] and also outline how these ideas would extend
to planning and deliberation. The ideas put forward in this paper can be seen to lay the
ground for implementing the demonstrator scenario.

1.6

Using learned affordances for robotic behavior development

The previous studies reported above use a number of pre-coded motor actions for learning
and provided no view on how they can be used to generate more complex ones. In[5],
we evaluated two different methods in achieving more complex behaviors using the three
simple pre-coded behaviors. As the first method we used the sequential execution of
the primitive behaviors. In this case, the robot uses its pre-coded primitive behaviors
only, but the sequencing of these primitive behaviors were such that new more complex
behaviors emerged. As the second method we used the simultaneous execution of primitive
behaviors. Here, the robot uses its precoded primitive behaviors to create new behaviors
that are more effective in reaching its goal than any of the primitive behaviors. This is
achieved by driving the motors of the robot using a value which is equal to the weighted
sum of the motor parameters of each primitive behavior. The weight (contribution) of
each primitive behavior is proportional to the similarity of the predicted effect for that
behavior to the desired effect the robot wants to create.

The learning and use of traversability affordance using range images on
a mobile robot
Emre Uğur, Mehmet R. Doğar, Maya Çakmak, Erol Şahin
Kovan Research Lab., Dept. of Computer Eng.
Middle East Technical University, Ankara, Turkey
{emre,dogar,maya,erol

Abstract— We are interested in how the concept affordances
can affect our view to autonomous robot control, and how
the results obtained from autonomous robotics can be reflected
back upon the discussion and studies on the concept of
affordances. In this paper, we studied, how a mobile robot
equipped with a 3D laser scanner, can learn to perceive the
traversability affordance and use it to wander in a room full
of spheres, cylinders and boxes. The results showed that after
learning, the robot can wander around avoiding contact with
non-traversible objects (i.e. boxes, upright cylinders, or lying
cylinders in certain orientation), but moving over traversible
objects (such as spheres, and lying cylinders in a rollable
orientation with respect to the robot), rolling them out of its
way. We have shown that for each move action approximately
1% of the perceptual features were relevant to determine
whether it is afforded or not and that these relevant features
are positioned in certain regions of the range image, such as
the central part of the range image being relevant for the move
forward action. The experiments are conducted both using a
physics-based simulator as well as on a real robot.

I. INTRODUCTION
Do we perceive all the qualities of the environment to
accomplish a simple task like wandering around? Do we
detect the objects in our path, distinguish all their properties,
and only then infer whether we can traverse them or not?
Do we think “this circular gray object towards my right is
a small yellow cobblestone, and I know that the stones that
are smaller than my leg length can be walked over, therefore
I can safely walk over it”?
J.J. Gibson, one of the most influential figures in the
field of psychology, objected such a view to perceptual
processing, and its link to action. Instead, he set out to
develop a “theory of information pick-up” in which he
conceived the concept of affordance as: “The affordances
of the environment are what it offers the animal, what it
provides or furnishes, either for good or ill. The verb to
afford is found in the dictionary, but the noun affordance is
not. I have made it up. I mean by it something that refers
to both the environment and the animal in a way that no
existing term does. It implies the complementarity of the
animal and the environment.” (J.J. Gibson, 1979/1986, p.
127) Thus, a knee-high horizontal surface affords sittability
to a human, whereas a small object below a certain weight
affords throwability.
J.J. Gibson claimed that:
This work was partially funded by the European Commission under the
MACS project (FP6-004381).

}@ceng.metu.edu.tr

The ‘meaning of objects’ in the environment for tasks
such as wandering around, are directly apparent to the
organism acting in it. This was different from the contemporary view of J.J. Gibson’s time, that the meaning
of objects were created internally with further “mental
calculation” of the otherwise meaningless perceptual
data. Hence affordances support direct perception.
• Each action needed only the relevant perceptual information for its execution, and this can be supplied by
using specialized and concurrent perceptual modules or
filters dedicated to extract certain, but not all, cues from
the environment. Hence the use of affordances provides
perceptual economy for the organism.
• “an affordance points both ways, to the environment
and to the observer” and that it is “neither an objective
property nor a subjective property; or both if you
like.” Therefore, a human’s judgment of whether he
can climb a stair step is not determined by the metric
measure of the step height, but rather by its ratio to
his leg-length[1]. Hence, affordances are relative to the
organism.
Later, E. Gibson argued that the learning of affordances
is neither the construction of representations from smaller
pieces, nor the association of a response to a stimulus.
Instead. she claimed, learning is “discovering distinctive
features and invariant properties of things and events”[2],
pointing out that babies use exploratory activities, such as
mouthing, listening, reaching, shaking, for this. She suggested that these exploratory activities become performatory
and controlled, executed with a goal, as the development
proceeds.
Although J.J. Gibson introduced the term to clarify his
ideas in psychology, it turned out to be one of the most
elusive concepts that influenced studies ranging from humancomputer interaction to robotics. In the MACS project, we
are interested in how the concept affordances can affect our
view to autonomous robot control, and how the results obtained from autonomous robotics can be reflected back upon
the discussion and studies on the concept of affordances.
Physical characteristics of the environment, such as the
size, shape, relative position and orientation of objects it
contains, are good indicators of the affordances that the
environment offers to a robot. A sphere-shaped balloon is
more likely to be rollable than a cardboard box. A knee-high
flat horizontal surface is more likely to be more sittable than
•

a vertical surface. An object that is within arm-distance is
more likely to be reachable than another one placed further.
We are interested in how physical characteristics of an
environment can be perceived, learned and used on a mobile
robot to discover the physical affordances that the environment offers to the robot. In this paper, we studied how
a mobile robot, equipped with 3D range sensing ability,
can perceive, learn and use the traversability affordance
to wander in an environment filled with different types of
objects that change the traversability of the environment
depending upon their shape, size, and relative position and
orientation with respect to the robot.
In the rest of the paper, we first review the use of affordance concept in autonomous robotics. In Section III, we
describe the robot platform and its simulator and define the
affordance of traversability. The proposed affordance-based
perception, learning and control of the robot is presented in
Section IV. Experimental results are reported and discussed
in Section V. The paper concludes with an overview of
results and a discussion of what they reflect back to the
discussions on affordance concept.
II. A FFORDANCE - RELATED RESEARCH IN ROBOTICS
The concept of affordances is highly related to autonomous robot control and influenced studies in this field.
The paralellism between the theory of affordances and
reactive/behavior-based robotics has already been pointed
out(pp 244,[3];[4]). A similar parallelism also exists with
studies carried under the heading of action-oriented perception (pp. 267, [3]). These studies suggested a “qualitative”
representation of the environment based on the task/intention
at hand, and criticized the classical approach to perception
(particularly computer vision) which aimed to recover a
metric model of the environment [5].
Recently, the relation between the concept of affordances
and robotics has started to be explicitly discussed. Developmental robotics (or the closely related epigenetic robotics)
[6] treats affordances as a higher level concept, which a
developing cognitive agent learns about by interacting with
the objects in its environment [7]. There are also other studies
that exploit how affordances reflect to high-level processes
such as learning [8], [9], tool-use [10], or decision-making
[11]. These studies that focus on learning mainly tackles two
major aspects. In one aspect, affordance learning is referred
to as the learning of consequences of a certain action in a
given situation [7], [9], [10]. In the other, studies focus on the
learning of invariant properties of environments that afford
a certain action [8] . Studies in this latter group also relate
these properties to the consequences of applying an action,
but these consequences are in terms of internal values of the
agent, rather than changes in the physical environment.
Stoytchev [9], [10] studied learning, for the so-called
‘binding affordances’ and ‘tool affordances’, where learning
binding affordances corresponds to discovering the behavior
sequences that result in the robot arm binding to different
kinds of objects whereas learning tool affordances corresponds to discovering tool-behavior pairs that give the

desired effects. In this study the representation of the objects
are said to be grounded in the behavioral repertoire of the
robot, in the sense that the robot learns what it can do
with an object using each behavior. In [7], Fitzpatrick et al.
also study learning of object affordances in a developmental
framework. They divide the development of their robot into
three stages, second of which corresponds to learning about
external objects through interaction. The main vision they set
forth is that a robot can learn about what it can do with an
object only by acting on it, ‘playing’ with it, and observing
the effects in the environment. For this aim, they use four
actions of a robot arm (pull in, side tap, push away, back tap)
on four different objects (bottle, cube, toy car, ball). After
applying each of the actions on each of the objects several
times, the robot learns about the roll-ability affordance of
these objects, by observing the changes in the environment
during the application of the actions. Then, when it needs to
roll an object, it uses this knowledge.
In both Stoytchev’s and Fitzpatrick et. al.’s studies, no
association between the visual features of the objects and
their affordances are established, giving no room for the
generalization of the affordance knowledge for novel objects.
In both experiments the objects are differentiated using their
colors only, so, supposing that the learning had been done
with a red object, if the robot was presented with the very
same object but this time a blue one, it would have no idea
about the affordances of it, even though the color of the
object have no real relevance in determining the objects’
affordances. This shows the importance of learning about the
relevant features of objects, along with the effects that can
be created by acting on them, and building the association
between these two learned sets, so that the robot can make
predictions about the effects it can create when it is presented
with novel objects that it had not seen before.
In [12], it was proposed that an affordance can be represented as a triple of (entity, action, outcome) triple, where
entity represented the perceptual representation of the environment, It was proposed that, the learning of affordances
corresponds to the learning of bilateral relations between
three components of this representation. Fritz et al. [13]
demonstrated a system that learns to predict the lift-ability
affordance for different objects. In this study, predictions
are made based upon features of object regions, like color,
center of mass, top/bottom location information, and shape
description, which are extracted from the robot camera
images.
III. T RAVERSABILITY FOR M OBILE ROBOTS
The verb “traverse” is defined as “to pass or move
over, along, or through”. Hence traversability refers to the
affordance of being able to traverse. Traversability is a
fundamental affordance for autonomous robots, and most
actions depend on their mobility. The traversability problem
becomes a very interesting case for studying affordances
when one does not limit himself/herself with simple obstacle
avoidance. The classic approach to traversability treats all
objects around as obstacles, where the robot tries to avoid

a scene from the simulator and the range image taken
generated by the simulated 3D laser scanner.
B. Traversability for Kurt3D

Fig. 1. Left: A snapshot from MACSim showing the KURT3D robot
facing two objects. Its laser scanner placed in the front part, takes the range
information of a 2D slice of the environment at each horizontal (pitch)
angle. Right: The resulting range image resembles a fisheye image. In the
given representation of the range image, the range value of each laser beam
direction is coded as gray-scale values in the image (closer points are darker,
and further ones are lighter).

making any physical contact with the environment, and only
heading open-spaces to traverse. In general, the proximity
sensors are employed to detect whether there is an object or
not. When such approaches are used, the robot’s response
would be the same whether it encounters an unpenetrable
wall or a balloon that can be just pushed aside without any
damage. A stair that is traversible for an hexapod robot,
may not be traversable for a wheeled one. Similarly a
white vertical flat surface may be an unpenetratable wall in
one environment whereas in another environment a similar
surface may be a door that can just be pushed to open.
A method that can automatically learn the traversability
affordance of a robot from the robot’s interactions with the
world would be a better solution to this problem.
In this study, we studied how physical affordances of the
environment, such as traversability for a mobile robot, can be
learned. In particular, we studied how the physical properties
of the environment, as acquired from range images obtained
from a 3D laser scanner mounted on a mobile robot platform,
can specify the traversability affordance.
A. The Kurt3D robot platform
Kurt3D is a medium-sized (45cm × 33cm × 47cm), differential drive mobile robot, equipped with a 3D laser range
finder1 (see the left part of Figure ??). The 3D laser scanner
is based on a SICK LMS 200 2D laser scanner, rotated
vertically with an RC-servo motor. The 3D laser scanner
has a horizontal range of 180◦ , with a maximum resolution
of 0.25◦ , and is able to sweep a vertical range of ±82.8◦
with a resolution of 0.23◦ . The scanner is capable of taking
full resolution (720 × 720) range image in approximately 45
seconds. Kurt3D has a number of additional sensors, but only
the laser scanner is used in this study.
Kurt3D is simulated in MACSim [14], a physics-based
simulator, built using ODE (Open Dynamics Engine)2 , an
open-source physics engine. The sensor and actuator models
are calibrated against their real counterparts. Figure 1 shows
1 http://www.ais.fraunhofer.de/ARC/kurt3D/
2 http://ode.org/

The environment is said to be traversable in a certain
direction, if the robot (moving in that direction) is not
enforced to stop as a result of contact with an obstacle. Thus,
if the robot can push an object (by rolling it away), that
environment is said to be traversable even if the object is
on robot’s path, and a collision occurs. This point of view
is quite different from classical object avoidance approaches
where any collision with any object is avoided.
In this new view of traversability physical properties of
objects are also important. In our environment, the objects
might have one of the following three geometrical shapes of
arbitrary sizes placed on the ground:
) that are non-traversable,
• rectangular boxes (
) that are traversable since they
• spherical objects (
could roll in all directions,
• cylindrical objects
– in upright position ( ) that are non-traversable,
and
– lying on the ground (
), that may be traversable
or non-traversable depending on their orientation
relative to the robot.
IV. A FFORDANCE - BASED PERCEPTION , LEARNING AND
CONTROL

The traversability affordance for a robot highly depends on
the location, orientation, and shape of the objects in the environment. The robot should be able to perceive the features
of the environment related to the traversability affordance,
in order to learn these affordances and use them in control.
Sensing capabilities of the robot have a determining role in
perceiving certain affordances and the laser range scanner
suits well the traversability problem.
In this study learning the affordances and using the learned
affordances in the control of the robot are separated into
two phases. In the learning phase, the robot moves in an
environment containing one or more objects, and tries to
learn the traversability of the environment. The robot is
provided with seven simple hand-coded actions, which result
in a movement in seven different directions. For each action
the wheel speeds are set to a certain value for a certain
duration. One of the actions makes the robot go forward,
while the others makes it turn to either side with different
angles. Along with each action, the expected displacement
the robot is provided as its success criteria. In the execution
phase the robot uses the learned affordances to navigate in
different environments.
A. Perception
The robot makes a 3D scan of the environment to obtain
a range image. The image is then processed in three steps,
as shown in Figure 2. First, the image, with resolution
720 × 720, is down-scaled by averaging four pixels into one,
reducing the resolution to 360 × 360 in order to reduce the

Fig. 2.

Phases of perception.

noise in the image. Then, the image is split into uniform size
rectangular grids. Finally, for each grid, a number of distance
and shape related features are extracted.
The distance related features are chosen as the distances of
the closest and furthest points, as well as the mean distance of
all points in the grid. The shape related features are computed
from the normal vectors of the surfaces that are computed
from the range image. The direction of each normal vector is
represented using two angles ϕ and θ, in latitude and longitude respectively and two angular histograms are computed.
The frequency values of these histograms are used as the
shape related features.
In this study, the histogram is divided into 18 intervals,
and the range image is split into 30 × 30 grids, so that total
number of features computed over a downscaled range image
is 900 × (3 + 2 × 18) = 35100 where 3 corresponds to
the three distance values (minimum, maximum, and mean)
and the multiplication by 2 corresponds to the two angle
channels.
B. Learning
In the learning phase the robot tries to learn a mapping
between the environmental situations and the results of its
actions, by physically interacting with the environment. It
perceives the environment executes an action, and records
the result of applying the action (success or failure) and
the feature vector that was perceived before the execution
of the action. This interaction occurs in episodes, in which
all seven actions are performed in the same configuration
of the environment. After a number of episodes, learning is
conducted as a batch process.
Learning consists of two steps. In the first, relevant
features of the feature vector for each different action are
selected. Next, a classifier is trained to learn a relation that
maps an initial value of the relevant features to a prediction
of either a successful or unsuccessful execution of a certain
action.
Selection of relevant features is performed with the ReliefF
algorithm, which is originally proposed by Kira and Rendell
[15] and extended by Kononenko [16]. This method aims to

estimate the quality of each feature in a feature set, based
on its impact on the target category of particular samples
of this set. In the ReliefF method, if a feature is important,
then it should be able to distinguish similar samples with
different target values (categories). Thus, the weight of any
feature is increased, if it has similar values for the samples
in same categories, and it has different values for samples
in different categories, especially for samples that seem to
be very similar to each other. The set of the most relevant
features can then be selected by setting a threshold such that
features with a weight higher than the threshold are included
to this set. In our case, the threshold was optimized to select
the features that give the best performance on the classifier
which is described below.
Support Vector Machines (SVMs) 3 are used to classify features into affordance categories (traversable/nontraversable). Introduced by Vladimir and Vapnik in 1998
[17] as supervised learning tools for classification problems,
they are very robust in the face of noisy input, and able
to deal with large datasets and input spaces. In SVMs,
the optimal hyperplane that separates two classes is found,
based on the most informative points (also called the support
vectors) in the data. Although several kernels are proposed
in literature to categorize linearly non-separable samples, we
used a linear kernel (with tolerance parameter set as 1) since
more complex ones did not increase the performance in our
case.
C. Control
The relevant features and classifiers learned for each action
are utilized in a basic control system (Figure 3). The control
system allows the robot to use the affordance knowledge it
has gained, in an environment.
The control system is governed by a high-level motivation,
which sets the preferred action that the robot wants to
execute, according to the priorities of the possible actions.
The features which are relevant to the preferred action are
3 The LibSVM software that is used in this study, is available at http:
//www.csie.ntu.edu.tw/˜cjlin/libsvm

Fig. 3.

The robot control system in the execution phase.

then requested from perception. These perceived features are
supplied to the trained classifier (SVM) to predict whether
the action is afforded or not. If the immediate environment
affords the action, it will be performed. Otherwise, a lower
priority action is requested from the motivation module, and
the whole cycle restarts.
V. E XPERIMENTAL RESULTS
Four experiments were conducted, three of which were on
the MACSim simulator and the last one on Kurt3D.
A. Learning to predict traversability
The motivation behind these experiments is to analyze the
discovered relevant features for different actions in detail,
and evaluate the performance of the trained classifier. A total
of 3000 episodes are executed on the simulator for each
action. In each episode, 10 randomly selected objects (among
,
,
,
) are scattered in [−90◦ , +90◦ ] of robot’s
frontal area. They are placed within a certain distance in
various orientations and sizes. In each episode the features
that are perceived and the result of the executed action
(success or failure) are recorded. 2000 of these training data
are then used to learn the traversability affordance for each
action, and the prediction accuracy of the trained model
is tested using the other 1000 independent test data. After
training, the prediction accuracy of the trained SVM for all
different actions is found to be in the range [93.0%, 95.1%].
Among the 2000 training data, 1000 are used for finding
the relevancy weights of the features using reliefF. A subset
of the features are then selected by thresholding according
to these relevancy weights. This threshold is optimized by
selecting the value that results in the best performance of
the SVM on the remaining 1000 data (see Section IV-B).
With the optimized threshold, 100 − 400 features among
35100 are selected to be relevant to perceive the traversability
affordance for each different action. In other words, at most,
1.1% of the whole feature set is found to be relevant to
determine an action is afforded or not.
Next, the discovered relevant features were analyzed as to
understand to which grids and to which attribute of the grids
they correspond to. The grids, which include relevant features

are marked as relevant. In Figure 4, the relevant grids for all
actions are shown, where darker areas correspond to relevant
grids, and lighter areas correspond to irrelevant grids. Note
that only certain regions of the whole image is found to
be relevant. Moreover, the relevant grids shift from left to
right with the direction of the movement. For example, for
the forward movement, only the grids which locate in the
middle of the range image are relevant.
In order to analyze which features were discovered to be
relevant, the relevancy is examined by grouping features as i)
distance related ones, ii) shape related ones in ϕ channel, and
iii) shape related ones in θ channel. For the forward move,
12% of the relevant features are distance related ones, 66%
are the frequencies from ϕ channel, and 22% are the frequencies from θ channel. The relevant intervals are [80◦ , 180◦ ] for
ϕ and [−20◦ , +20◦ ] for θ channels. Hence the vertical shape
of the objects can be claimed to be more important than the
horizontal shape for the traversability affordance. Although
and
have horizontally different shapes, they have
the same traversability affordance. On the other hand, the
vertical shape distinguishes the traversabilities of
,
,
and
.
B. Wandering using traversability
The relevant feature knowledge and the trained classifier
from the previous section is also used to test the control
system presented in Figure 3. The simulated robot is placed
in a virtual room cluttered with objects of different sizes and
types. The trajectory of the robot in such a room, with 40
objects included, is shown in Figure 5. In this experiment
the motivation module tries to drive the robot forward as
much as possible, because the highest priority is given to
the action which moves the robot forward, and the priority of
the actions decreases as the actions diverge to the sides. So,
the robot makes a 3D scan of the environment and predicts
if the forward action is afforded or not. If the action is
afforded according to the learned model the robot executes
the action, if not, it asks from the motivation module for a
lower priority action and repeats the process until it finds an
afforded action. If none of the actions are afforded according
to the learned model it makes a random action. After the
execution of the selected action the whole cycle starts again.
Four of these scanning and affordance perception instances
are identified in Figure 5 and their corresponding snapshots
are shown on the right side of the same figure. As shown in
the figure, the robot successfully wanders in the environment.
Note that the robot does not only drive towards the openspaces, but if a higher priority action requires it, the robot
chooses to drive towards spherical and cylindrical objects
in appropriate orientations, since they afford traversability. It
also successfully avoids boxes and upright cylindrical objects
by not driving towards them.
C. Generalization of traversability for novel objects
In this section, the generalization capability of the system
when encountered with novel objects is analyzed. Since such
a training should be done in the lack of some object types,

Fig. 4.

The relevant grids in the range image for each action.

(a)

(c)

(b)

(d)

none
Fig. 5. On the left: The course of the robot resulting from the execution of the controller described in Figure 3 in a virtual room cluttered with 40 objects.
The motivation module tries to make the robot to go forward as much as possible. On the right: Instances from the trajectory of the robot. In (a) a turn
to the left is afforded, and the robot drove towards the spherical object. In (b), although the robot made a contact with the box on the right, it selected
forward move. In (c), the only action that is afforded was turning left sharply. In (d), none of the actions were afforded, so the robot made a random turn.
Note the slight difference between (c) and (d), where robot was able to find out the small open-space on the left in (c).

the training setup is constrainted to include only a subset of
object types. Testing, on the other hand, is performed with all
types of objects, so that the affordance prediction for novel
situations can be evaluated. In both training and testing, only
one object is placed in front of the robot, and the forward
action is executed.
After being trained in the constrained learning space, each
model is tested with all object types one by one, and the
prediction accuracy regarding the traversability affordances
for that object type is computed. No sample is placed both
in training and testing sets in any situation. When there is
an overlap in object types in training and testing sets, same
sample is not allowed to be placed in both sets. Thus, in
such situations, the samples of the same type are randomly
selected for training and testing sets. Table I gives the cases
in which the results can be observed.
•

In case 1, since no training takes place, every situation is
predicted to be non-traversable. Thus, all situations with
and
are predicted correctly whereas situations
with
are predicted wrongly. The right-most column
shows that in 53.4% of the situations of
, are
predicted correctly which indicates that in the test set,
is non-traversable in 53.4%.

•

•

•

•

•

As shown in cases 2, 3, 4, and 7, when the training
set includes only traversable or non-traversable objects,
but not both, the model predicts same affordance on all
objects.
In case 5, the robot is trained with only
, yet it is
able to predict the affordances of all other object types
that are not included in training set with high accuracy.
We obtained such a good generalization performance,
since the robot made interactions with different sides
of
, and the affordances of various surfaces are
learned and later generalized for novel objects.
Cases 8, 10, 11, 13, 14, 15, and 16 are similarly
successful in prediction of novel objects because
is
included in the training of these cases.
Case 6 also provides similar results. In this case,
and
are included in the training set, where traversability is
never afforded and always afforded, respectively. Since
this training set includes samples for both success and
fail, the affordances of novel objects (
and
) are
correctly predicted.
One may also notice that the inclusion of
in case 16,
does not change the performance obtained in case 15.
This means that in the training set, none of samples with

TABLE I
G ENERALIZATION PERFORMANCE OF THE LEARNED MODEL .
The left-most two columns show case number and the set of objects in the
environment, where the corresponding model is trained. The second row
shows which object types are included into the test sample set, where each
set contains only one object type. For each of the given training set, and
test object, the accuracy of the learned model’s predictions are given in the
rest of the table.

Case
1
2
3
4
5
6
7
8
9
10
11
12
13
14
15
16

Training object types

Accuracy in prediction (%)
100
100
0
100
100
100
100
100
99.2
100
100
100
100
100
100
100

0
0
100
0
83.8
100
0
83.8
100
100
83.8
100
100
83.8
100
100

100
100
0
100
100
100
100
100
100
100
100
100
100
100
100
100

53.4
53.4
46.6
53.3
94.7
86.4
53.4
95.6
85.9
93.8
94.7
86.4
95.6
95.6
94.7
94.7

are included in the support vector which determines
the hyperplane used in prediction. On the other hand
certainly has an effect, since its inclusion changes the
prediction regarding
, when compared to case 13.

D. Traversability on the physical robot
The controller that was trained in the first set of experiments was also transferred to Kurt3D. Various objects,
including simple geometrical ones, and office environment
object like trash bins, and PC cases are then placed in front
of Kurt3D to test the performance of the controller. Two sets
of experiments are then conducted, using boxes in the first
set and cylinders in the second one.
As shown in Figure 6, the robot is able to correctly
perceive the affordances of box shaped objects, which are
placed in different distances and angles.
cylinders are also studied
The effect of the rotation of
in real world experiments (Figure 7). The robot is found
to be successful in predicting the affordances in various
orientations. Without training the robot through simulated
physical interactions, designing the affordances by hand
would be very hard especially for these situations.
Lastly, the perception of the affordances of the apertures in
different widths are studied. It was observed that when the
aperture width is changed, the affordance of traversability
appears/disappears. The successful results obtained from
these experiments (Figure 8) were unexpected, since the
robot has no notion of “width”, and it does not aware of
its own dimensions. Yet, the traversable aperture widths are
correctly perceived.

VI. CONCLUSIONS
In this study, traversability affordances of the environment
for a mobile robot is learned through physical interactions in a physics based simulation environment. Since the
traversability depends on the location of the objects and their
geometrical properties, range images are used to perceive the
physical affordances of the immediate environment. A simple
perceptual representation is proposed, where intermediate
high-level processes like object detection or world modeling
are not utilized, thus favoring Gibsonian direct perception
view. Based on the low-level features that are perceived and
the results of the interactions with the world, the robot is
able to learn i) relevant features for different actions, and
ii) the affordances provided. The prediction accuracy in
perceiving the traversability affordances of the environment,
which include several boxes, cylinders, and spheres is found
to be around 95%. Furthermore, it is presented that the robot
uses only 1.1% of the extracted features while perceiving the
affordances. This in turn save the time 76.6% in scanning
and 81% in feature processing, and J.J. Gibson’s perceptual
economy is obtained through learning to use relevant features.
After learning the affordances of the environment, the
robot is tested in various setups. It is placed in a virtual
cluttered room, and controlled with a simple motivation
system. In this environment, the robot was able to traverse
the environment, by successfully selecting its actions based
on the perceived affordances. In the next experiment set, the
generalization performance of the learned affordance based
perception system is analyzed. It is shown that the robot
was able to perceive the traversability affordances of the
novel objects that it has never seen before. In the last set
of experiments, the affordance-based action selection scheme
that is learned in simulator is successfully transfered to real
robot without any further modification. Although there is no
concept of object or width in any representation level, and
the robot has no awareness of its own body dimensions, it is
able to perceive the traversability affordances of the apertures
between the objects. In other words, the affordances of the
apertures, which depend on the relation between the width of
the apertures and the shoulder width of the robot, are directly
perceived without recognizing them.
The work presented in this paper is novel from prior
studies on multiple fronts. First, in our work range images,
which are more informative about the physical affordances
of the environment, are used for sensing. Second, we proposed a perceptual representation which represents the shape
and orientation information in a proper way for learning.
Third, we performed a more complete and comprehensive
testing of the learned affordances, and that showed that the
proposed system can successfully predict the affordances of
completely novel object types.
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Abstract— The concept of affordances, as proposed by
J.J. Gibson, refers to the relationship between the organism
and its environment and has become popular in autonomous
robot control. The learning of affordances in autonomous
robots, however, typically requires a large set of training data
obtained from the interactions of the robot with its environment.
Therefore, the learning process is not only time-consuming,
and costly but is also risky since some of the interactions
may inflict damage on the robot. In this paper, we study the
learning of traversability affordance on a mobile robot and
investigate how the number of interactions required can be
minimized with minimial degradation on the learning process.
Specifically, we propose a two step learning process which
consists of bootstrapping and curiosity-based learning phases.
In the bootstrapping phase, a small set of initial interaction
data are used to find the relevant perceptual features for the
affordance, and a Support Vector Machine (SVM) classifier is
trained. In the curiosity-driven learning phase, a curiosity band
around the decision hyperplane of the SVM is used to decide
whether a given interaction opportunity is worth exploring or
not. Specifically, if the output of the SVM for a given percept
lies within curiosity band, indicating that the classifier is not
so certain about the hypothesized effect of the interaction, the
robot goes ahead with the interaction, and skips if not. Our
studies within a physics-based robot simulator show that the
robot can achieve better learning with the proposed curiositydriven learning method for a fixed number of interactions.
The results also show that, for optimum performance, there
exists a minimum number of initial interactions to be used for
bootstrapping. Finally, the trained classifier with the proposed
learning method was also successfully tested on the real robot.

I. I NTRODUCTION
The concept of affordances was introduced by J.J. Gibson
to explain how inherent “values” and “meanings” of things in
the environment can be directly perceived and that how this
information can be linked to the action possibilities offered
to the organism by the environment [1]. In this sense, a
stone affords throwing, a flat rigid surface affords walking,
etc. Moreover, their affordances are directly perceived by
humans without creating object models with further “mental
calculation” of the otherwise meaningless perceptual data.
This point of view also entails economical usage of the
perceptual resources.
Although J.J. Gibson made a number of references to
the learning of affordances, his main interest was into the
perceptual aspect. However, the issue of learning of affordances have attracted attention from both psychologists and
roboticists, and these studies will be briefly presented in the
next section. In the rest of the paper, we will present our
approach to learning of affordances.

A. Learning Affordances
E. Gibson studied the learning of affordances in humans
in a developmental framework. She argued that learning is
neither construction of representations from smaller pieces,
nor association of a response to a stimulus. Instead, she
claimed that learning is “discovering distinctive features and
invariant properties of things and events” [2], “discovering
the information that specifies an affordance” [3]. She pointed
out that babies use exploratory activities, such as mouthing,
listening, reaching, shaking, to bring about “information
about changes in the world that the action produces” [2].
She suggested that, as development proceeds, exploratory
activities become performatory and controlled, executed with
a goal.
The problem of learning affordances has recently been
studied also within autonomous robotics. These studies
which dealt with the learning of various types of affordances
mainly tackled two major aspects of the problem. In one
aspect[4], [5], [6] the invariant properties of the environment that afford a certain behavior is learned. In the other
studies,[7], [8], [9] the affordance learning is referred to as
the learning of consequence of a certain action in a given
situation. In [7], the robot learns what it can do with an object
(e.g. rolling) only by acting (e.g. tapping or pushing away) on
it, and observing the effects in the environment. In [8], [9],
Stoytchev et. al. studied the so-called ‘binding affordances’
and ‘tool affordances’, where learning binding affordances
corresponds to discovering the behavior sequences that result
in the robot arm binding to different kinds of objects,
whereas learning tool affordances corresponds to discovering
tool-behavior pairs that give the desired effects. Although
these studies are important in learning through exploration, in
both studies, the objects are differentiated using their colors
only, and no association between the visual features (that
affect the affordances) of the objects and the corresponding
affordances are established, giving no room for the generalization of the affordance knowledge for novel objects. Fritz et
al. [10] also demonstrated a system that learns to predict the
lift-ability affordance for different objects, where predictions
are made based upon features of object regions extracted
from camera images.
B. Curiosity-driven learning
In robotics, learning is a costly process. Ideally, the robot
should physically interact with its environment exploring its
environment and testing its behavioral abilities in different
situations. Even for simple tasks, such as avoiding objects,

a large number of interactions, some of which may result
in physical damage to the robot, need to be carried out to
drive the learning process. Hence, the learning process is
not only time-consuming and costly in terms of the physical
wearing out of the robot, but is also risky, since some of
the interactions may result in physical damage to the robot.
Therefore, it is essential that the interactions of the robot
during the learning phase be minimized with minimal or no
degradation of learning.
The problem of selection of the best training data to
increase the performance and speed of learning has been
studied in the field of Machine Learning (Active Learning)
and particularly in Developmental Robotics. In these studies,
as stated in [11], generally two modules are used: the
learner and the meta-learner. In these systems, the learner
is responsible from the learning process, whereas the metalearner is responsible from selection of the next sample,
which would increase the speed of the learning process. In
this paper we will not use a meta-learner but we will utilize
a curiosity-based scheme on the learner itself to increase the
speed of the affordance learning and minimize the number
of interactions with minimal degradation in learning process.
II. T HE K URT 3D ROBOT PLATFORM AND THE
TRAVERSABILITY PROBLEM

Kurt3D is a medium-sized (45cm × 33cm × 47cm), differential drive mobile robot, equipped with a 3D laser range
finder. The 3D laser scanner is based on a SICK LMS 200
2D laser scanner, rotated vertically with an RC-servo motor.
The 3D laser scanner has a horizontal range of 180◦ , and
is able to sweep a vertical range of ±82.8◦ generating a
720 × 720 range image in approximately 45 seconds.
Kurt3D is simulated in MACSim[12], a physics-based
simulator, built using ODE (Open Dynamics Engine),an
open-source physics engine. The sensor and actuator models
are calibrated against their real counterparts. The leftmost
part of Fig. 1 shows a scene from the simulator.
A. Traversability
In this paper, we study the learning of traversability affordance for the KURT3D robot platform. The verb “traverse”
is defined as “to pass or move over, along, or through”. The
environment is said to be traversable in a certain direction,
if the robot (moving in that direction) is not enforced to stop
as a result of contact with an obstacle. Thus, if the robot
can push an object by rolling it away, that environment is
said to be traversable even if the object is on robot’s path,
and a collision occurs. Hence, the traversability affordance
for a robot highly depends on the location, orientation, and
shape of the objects in the environment. The robot should be
able to perceive the features of the environment related to the
traversability affordance, in order to learn these affordances
and use them in control.
The traversability problem has also recently been studied
in [13] for outdoor navigation problem, where low level
features, which are extracted from stereo-vision and texture based methods, are used in learning and predicting of

affordances of outdoor objects. The proposed architecture
supported on-line learning of the traversability affordances
in unknown environments, and enabled successful execution
of path plans while adapting to a completely unknown
environment.
In a previous work of ours [14], we studied the learning
of traversability affordance of KURT3D in simulated environments that are cluttered with objects with different shapes
and arbitrary sizes, thus with different affordances:
• rectangular boxes (
) that are non-traversable,
• spherical objects (
) that are traversable since they
roll in all directions,
• cylindrical objects, either in upright position (
) (nontraversable), or lying on the ground (
) (traversability
depends on their orientation with respect to the robot).
In that work, we had gathered the training data from 3000
interactions of the simulated KURT3D robot in MACSim.
This data was then used to learn the traversability affordance
for the robot in a batch mode, and the results were then
successfully transferred to the real robot.
III. ROBOT C ONTROL S YSTEM
The robot is provided with seven simple hand-coded actions, which result in movement in seven different directions.
One of the actions makes the robot go forward, while the
others first rotate the robot around its own vertical axis for
a certain period and then drive it forward. Along with each
action, the expected displacement of the robot is provided as
its success criteria.
A. Perception
The robot makes a 3D scan of the environment to obtain
a range image. As shown in right part of Fig. 1, first, the
image is down-scaled to reduce the noise. Then, it is split
into uniform size rectangular grids and a number of distance
and shape related features are extracted for each grid.
The distance related features are chosen as the distances
of the closest, furthest, and mean distances of the grid. The
shape related features are computed from the normal vectors
of the surfaces that are computed from the range image. The
direction of each normal vector is represented using two
angles ϕ and θ, in latitude and longitude respectively and
two angular histograms are computed. The frequency values
of these histograms are used as the shape related features.
B. Learning
In the learning phase the robot learns a mapping between
environmental situations and the results of its actions, by
physically interacting with the environment. In each interaction episode, the robot is placed at a random position and
orientation in a training room which includes a number of
randomly placed objects.
After the robot perceives its environment using the 3D
range scanner and computes a feature vector, the learner
that is trained upto that point determines whether the current
situation is an interesting one or not, based on the computed
feature vector. If the learner is certain about the effect to

Fig. 1. The simulated robot in MACSim is shown on the left. The range image obtained in this situation and the operations applied to this image are
shown on the right. The 360 × 360 pixel range image is divided into 30 × 30 = 900 grids of 12 × 12 pixels, and the angular histogram is divided into
18 intervals, so that total number of features computed over a downscaled range image is 900 × (3 + 2 × 18) = 35100 where 3 corresponds to the three
distance values (minimum, maximum, and mean) and the multiplication by 2 corresponds to the two angle channels.

be produced, the robot will choose not to interact with the
environment to test its hypothesis and will be “beamed” to
a different position in the room. However, if the learner is
not certain about the result of executing a particular action in
that situation, the robot will execute the action and observe
the result of that action using a pre-defined success metric
(displacement vector). Then, the learner is updated using the
feature vector and the result of the action.
The learning process consists of two phases:
1) Bootstrap phase: In this phase, a small set of training
samples (nbootstrap ) are obtained by interacting with the
environment without any novelty check. Since time and space
requirements of learning from samples with 35100 features
would be huge, the learning is done using only a subset of
these features. This subset includes the features which are
relevant for a particular action, and affordance learning for
that action is performed using only that subset.
ReliefF algorithm[15], which estimates the relevance of
each feature based on its impact on the target category
(traversable/non-traversable) of the samples, is used for feature selection. After computing the relevances using ReliefF,
the most relevant n features are chosen. Although ReliefF
does not work optimally with such a small sample set and
high number of features, by setting n to a relatively large
number, most of the relevant features would be included in
the obtained subset. We set n to 2500 in our experiments.
The bootstrap period is also required to initiate the training. Thus, the set of training samples, obtained in this phase
are used to train a classifier in a batch manner. The details of
the classifier, which learns a relation that maps the (initially
perceived) relevant features to predict the success/fail result
of applying that action, will be given below.
2) Curiosity-driven learning phase: Different from the
approaches mentioned in Section I, we will use the learner
both to select the next sample and to learn from experience. A training sample in our domain is obtained through
perceiving the environment, physically interacting with it,
and storing the perceptual data together with the result of
the robot’s interaction (afforded/not-afforded). Thus, if the
learner decides that a candidate sample is not interesting
enough, it will not be included in training. In this case, there

Fig. 2. The mechanism which selects interesting samples for training is
demonstrated. The continuous line demonstrates the separating plane that is
constructed so far, the square shaped samples demonstrates support vectors,
and the circular shaped ones show the samples used in previous training
steps, but not serve as support vectors. The triangular shaped samples are
the candidates whose classes (traversable/non-traversable) are not known.
Current SVM is more certain about the class of the sample on the left, so
this candidate will not be included in the training set. However, the candidate
on the right is very close to the hyperplane and SVM is not certain about
its class, thus it will be included in training. A probable modification in
the hyperplane is shown with dashed line after SVM is updated with this
candidate sample.

is also no need to execute the action since only the perceptual
data are used by the learner to determine whether that sample
is interesting or not. In [14], a batch learner was employed
which stores all training samples beforehand. In our case, a
batch learner would enforce execution of all actions, even
uninteresting ones during exploration phase. As a result,
we should use an online-learner, which first determines the
novelty of the perceptual data, and executes the action only
if the perceptual data are interesting enough for that action.
Support Vector Machines (SVMs) are used to learn the
mapping between perceptual data and affordance classes
(traversable/non-traversable). In SVMs, the optimal hyperplane that separates two classes is found, based on the most
informative samples (the support vectors) in the training set.
The new test sample’s class is predicted based on its relative
location with respect to this hyperplane in the feature space.
We made an assumption that SVMs are more certain in their

95
90
85

Prediction Accuracy ( % )

80
75

10

25

50

100

Bootstrap period

Fig. 3.

Usage of the trained affordance classifiers.

class prediction of a new sample, if that sample is further
away from the hyperplane, and less certain if sample is closer
to the hyperplane. Thus, when the robot is in an environment,
where it is almost certain about the affordances provided, it
will bypass this environment without executing any action,
and look for more novel situations. On the contrary, when
the robot encounters a new situation, if the feature vector
computed in that situation is close to the hyperplane, SVM
will conclude that this situation is interesting enough to be
included in training. In this case, the robot executes the
action, and SVM is updated using the feature vector and
the result of that action. Thus, the novelty of the candidate
is determined based on its distance to the hyperplane that
is constructed so far. If the distance is smaller than a fixed
threshold τ then the sample is considered as an interesting
one, if it is bigger than τ , it is skipped. Fig. 2 provides a
simple and clear demonstration of the idea.
Although, SVMs are used as batch learning systems in
general, some online implementations, where the samples are
fed to the learning system in an incremental manner, are able
to produce similar results. We used the LASVM software
[16] for online updating of the SVM and making predictions
on the candidate and test samples. A linear kernel (with
tolerance parameter set as 1) was used since more complex
kernels did not increase the performance in our case.
C. Control
The robot is driven using a simple control system (Fig. 3),
which utilizes learned relevant feature perception and affordance classification schemes explained in the previous
sections. Whenever a new action is requested, the motivation
based control system sets a new preferred action with highest
priority, among a set of actions with fixed priorities. The
features which are relevant to the preferred action are then
requested from perception, and these features are supplied to
the trained classifier (SVM) to predict whether this action is
afforded or not. If the immediate environment does not afford
this action, a lower priority action is requested from the
motivation module. Otherwise, it is executed (robot moves in
a certain direction for a certain duration), and a new action
is requested upon the completion of the action.

Fig. 5. The bootstrap period, which is required to select the relevant
features and train an initial learner is adjusted, and the speed/performance
plot is demonstrated. Curiosity paramter τ is fixed to 0.5.

IV. E XPERIMENTAL RESULTS
In summary, learning is conducted in an online-fashion,
where first nbootstrap samples are collected for feature selection and initiating the classifier. Then the learning continues in a curiosity-driven way by selecting most interesting
situations based on the distance threshold τ . As a result,
two parameters, nbootstrap and τ determine the speed and
performance of learning.
Learning is performed in MACSim, where the robot is
placed in a 3×3 m2 square room, which includes 100
randomly scattered objects with dimensions in the range
[20cm − 40cm]. For each action, an online-SVM is trained
using 3000 different samples, which are obtained by making
3000 different interactions in this room. During this phase,
only the interesting samples are used in training the SVM
(Fig. 4).
After training, the robot is transferred into another virtual
room with similar characteristics and 2000 test samples are
collected in the second room. These 2000 samples are used
to evaluate and compare the performances of the controllers
trained with differing values of nbootstrap and τ . In the next
section we examine the effect of these two parameters on the
speed and performance of the learning system, based on the
system’s prediction accuracy over the 2000 testing samples.
A. Effect of bootstrap period
The number of bootstrap samples, nbootstrap affects the
quality of the feature selection process and the classifier’s
performance. If nbootstrap is large, the relevant features
are more accurately selected, and more samples will be
included in initial training without any curiosity check.
In these experiments, in order to examine the effect of
bootstrap period, the prediction accuracies of the classifier
are computed for nbootstrap values of 10, 25, 50, and 100
on the testing set. In the box and whisker plot (Fig. 5), the
prediction accuracy of the classifier on the test set is plotted
against the bootstrap parameter, where each box represents
the accuracy distribution of 10 different classifiers obtained
from different orderings of the training samples. In this plot,
for each value of the nbootstrap , three successive boxes are
drawn, corresponding to the prediction accuracy values at

(a)

(b)

(c)

(d)

B. Effect of the curiosity parameter
The curiosity parameter τ determines the width of the
band around the decision hyperplane of the SVM. As the
τ gets larger, more samples will be selected as interesting.
The effect of τ is examined by training different classifiers
with different τ values (eg. 0.05, 0.10, 0.50, 1.00, and no
curiosity). In the box and whisker plot (Fig. 6), the prediction
accuracy of the classifier on the test set is plotted against τ ,
where each box represents the accuracy distribution of 10
different classifiers corresponding to different orderings of
the training samples. Similar to the previous figure, for each
value of the τ , three successive boxes are drawn, corresponding to the prediction accuracy values at the 100th , 250th , and
400th interactions. As shown, curiosity parameters that are
too small keeps the system away from interacting with interesting situations. On the contrary, curiosity parameters that
are too large slows down learning by including uninteresting
samples in training. As a result, we selected τ = 0.50 as the
curiosity parameter to be used in the next section.

90
85

Prediction Accuracy ( % )

80
75

the 100th , 250th , and 400th interactions. When nbootstrap
is selected as 10, the performance of the classifier remains
below %90 since 10 samples are insufficient for selecting the
relevant features and bootstrapping an initial classifier with
the ability to select interesting samples. The values greater
than 25 does not further increase the performance, thus, 25
initial samples are found to be sufficient to bootstrap the
learning process.

95

Fig. 4. These snapshots show example situations encountered in the learning phase. Curiosity-based learner found the two left-most situations interesting,
executed go forward action and updated the the classifier based on the result of its actions. However the two right-most situations are found to be
uninteresting and were not included in training. (a) Corresponds to a situation where boundaries of the cylinder’s surface is similar to the sphere’s from
the robot’s point of view, and the learner is required to be fine-tuned. (b) Corresponds to a situation where the object locates in the boundaries of the
go-forward action. (c) The space in front of the robot is clear. (d) This situation seems to be similar to (b), however the (smaller) object in (d) is closer
than the object in (b).
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Curiosity parameter:τ

Fig. 6. The change in the prediction accuracy of the affordance perception
during the learning phase. The thresholds which determine the curiosity
level of the robot are compared. nbootstrap is fixed to 50.

Fig. 7.

The robot wanders in the room.

C. Using traversability affordance
In order to demonstrate the overall behavior of the robot,
and its ability in perceiving the traversability affordance in
the environment, it is placed in a room cluttered with objects
of various shapes and size (Fig. 7). The controller used in this
experiment was trained with τ = 0.5 and nbootstrap = 50.
Here, the robot is additionally controlled by the motivation
system which favors driving forward. Whenever the moveforward action is not afforded, a lower priority action is
executed if it is afforded. As shown in the Fig. 71 , the
robot successfully wanders in the room. Note that the robot
1 Url:http://www.kovan.ceng.metu.edu.tr/
traversability/movie.mpg

does not only drive towards the open-spaces, but if a higher
priority action requires it, it chooses to drive over spherical
and cylindrical objects in appropriate orientations, since they
afford traversability. It also successfully avoids boxes and
upright cylindrical objects by not driving towards them.
The controller used in the simulator is also transferred
to the real Kurt3D robot. Various objects, including simple
geometrical ones, and office environment object like trash
bins and boxes are then placed on the way of Kurt3D to
test the controller. As shown in Figure 8, the robot is able
to correctly perceive the affordances of the box, cylindrical,
and spherical objects, and act without colliding with non-

Fig. 8. The initial position of the robot is shown in the left-most figure. The robot first goes forward, then turns left since trash-bin does not afford
traversability. Third snapshot shows the robot driving over the spherical object. The path of the robot is shown in the last figure.

traversable objects and driving over traversable ones.
V. CONCLUSIONS
In this paper, we studied the learning of traversability
affordance on a mobile robot and investigated how the
number of interactions required can be minimized with
minimal degradation on the learning process. Specifically,
we proposed a two step learning process which consists
of bootstrapping and curiosity-based learning phases. In the
bootstrapping phase, a small set of initial interaction data
were used to find the relevant perceptual features for the
affordance, and a Support Vector Machine (SVM) classifier
was trained. In the curiosity-driven learning phase, a curiosity
band around the decision hyperplane of the SVM was used
to decide whether a given interaction opportunity is worth
exploring or not.
The effects of two parameters of our learning system, τ
and nbootstrap , which serve as the curiosity threshold and
number of bootstrap samples respectively, are examined in
systematic experiments. Selecting τ small keeps the system
away from interacting with interesting situations, and selecting it large slows down learning since uninteresting samples
are used in training. As for nbootstrap , while small values
degrade the performance of the system, large values does
not improve the performance after a certain threshold.
The affordance perception system, trained using optimized
parameters, was tested in a room cluttered with objects
of varying shapes. In this environment the robot was able
to predict the traversability affordances of the objects, and
wander around the room. The trained controller was also
transferred to the real robot, which was also successful in
predicting the traversability affordance of real world objects.
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From Primitive Behaviors to Goal-Directed Behavior Using Affordances
Mehmet R. Doğar, Maya Çakmak, Emre Uğur and Erol Şahin

Abstract— In this paper, we studied how a mobile robot
equipped with a 3D laser scanner can start from primitive
behaviors and learn to use them to achieve goal-directed behaviors. For this purpose, we used the concept of “affordances”,
for which we propose a formalization targeted specifically to be
used in robot control and learning. Based on this formalization
we propose a learning scheme, where the robot first learns about
the different kind of effects it can create in the environment,
and then links these effects with the perception of the initial
environment and the executed primitive behavior. It uses these
learned relations to create certain effects in the environment
and achieve more complex behaviors.

I. INTRODUCTION
It is important for a cognitively developing robot to be able
to discover its own capabilities and then use them in a goaldirected way. Starting from a set of primitive behaviors1 , a
robot may have no initial knowledge about when to apply
these behaviors, and what kind of effects they create once
they are applied. The robot first has to learn the possible
effects it can create in the environment using these behaviors.
It should also learn when to apply which behavior to create
a specific change in the environment. Discovering the uses
of its primitive behaviors, the robot can then utilize them
in a goal-directed way, and it can use multiple of these
behaviors sequentially or simultaneously to achieve more
complex effects. The kind of development proposed needs
to link between the perception of the environment before the
execution of a primitive behavior and the consequences of
applying it.
The concept of “affordances” provide us with a tool to
establish this link. Affordances, as offered by J.J. Gibson
[1] in his ecological approach to psychology, refer to action
possibilities that an environment offers to an animal/agent
acting in it. J.J. Gibson argued that what animals perceive
are these opportunities in the environment to achieve certain
behavioral results.
In this study, we implemented an affordance learning
scheme on a mobile robot, so that, starting from a set of
primitive behaviors, it learns to use them goal-directedly.
A. Affordances
In his early studies on visual perception, J.J. Gibson
tried to understand how the “meanings” of the environment
were specified in perception for certain behaviors. For this
purpose, he identified meaningful optical variables in the
perceptual data. For example, he conjectured that in the case
of a pilot landing a plane, the meaningful variable is the
1 Throughout

this document, we use the term “primitive behaviors” to
refer to a set of pre-coded motor signals, which is known as “actions” in
some contexts.

optical center of expansion of the pilot’s visual field. This
variable is meaningful since it indicates the direction of the
glide and helps the pilot adjust the landing behavior.
Based on these studies of meaningful optical variables
J.J. Gibson built his own theory of perception and coined
the term affordance to refer to the action possibilities that
objects offer to an organism, situated in an environment. For
instance, a horizontal and rigid surface affords walk-ability,
a small object below a certain weight affords throw-ability,
etc.. The environment is full of things that have different
affordances for the organism acting in it.
E.J. Gibson studied the mechanisms of learning of affordances in child development. She considered learning
as a perceptual process and named her theory as “perceptual learning”. She claimed that learning is “discovering
distinctive features and invariant properties of things and
events” [2], “discovering the information that specifies an
affordance” [3]. She defined this method as “narrowing down
from a vast manifold of (perceptual) information to the
minimal, optimal information that specifies the affordance of
an event, object, or layout” [3]. E.J. Gibson suggested that
babies use exploratory activities, such as mouthing, reaching,
shaking to gain this perceptual data, and these activities
bring about “information about changes in the world that the
action produces” [2]. As development proceeds, exploratory
activities become performatory and controlled, executed with
a goal.
This role of affordances in human development and learning makes it a useful concept to be also used in robot
development and learning.
B. Affordance-related research in robotics
The concept of affordances is highly related to robotics
and influenced studies in this field. The parallelism between the theory of affordances and reactive/behavior-based
robotics has already been pointed out [4].
Recently, the relation between the concept of affordances
and robotics has started to be explicitly discussed. Developmental robotics [5] treats affordances as a higher level
concept, which a developing cognitive agent learns about
by interacting with its environment [6]. There are studies
that exploit how affordances reflect to learning [7], [8], tooluse [9], or decision-making [10]. The studies that focus on
learning mainly tackles two major aspects. In one aspect,
affordance learning is referred to as the learning of consequences of a certain action in a given situation [6], [8], [9]. In
the other, studies focus on the learning of invariant properties
of environments that afford a certain action [7], [11], [12].
Studies in this latter group also relate these properties to the

consequences of applying an action, but these are in terms
of internal values of the agent, rather than changes in the
environment.
In [6], Fitzpatrick et al. study learning of object affordances in a developmental framework. The main vision they
set forth is that a robot can learn about what it can do
with an object only by acting on it, ‘playing’ with it, and
observing the effects in the environment. In the study, after
applying each of its actions on different objects several
times, the robot learns about the roll-ability affordance of
these objects, by observing the changes in the environment
during the application of the actions. In this study, no
association between the visual features of the objects and
their affordances are established, giving no room for the
generalization of the affordance knowledge for novel objects.
In [13], the traversability of the environment including
simple objects like boxes, cylinders and spheres was learned.
In that study, first, the features relevant for the traversability
affordance were extracted, and then classifiers were trained
to predict whether a given scene is traversable or not. The
training of the classifiers were done using success/fail labels
on the training data. Our current study extends this work
by discovering the actual change a behavior produces in
the environment (rather than labeling the training data as
success/fail), and using this information to achieve goaldirected behaviors.
C. Formalizing affordances for robot control
After J.J. Gibson, there has been a number of studies
attempting to clarify the meaning of the term affordances
and to formalize it [14], [15], [16], [17]. Although these prior
formalizations provide a good framework for discussion, they
can not be applied to robotics directly, and are not sufficient
in this respect.
In [18], we proposed a formalization for the affordance
concept, targeted specifically to be used in robot control and
learning. This formalization partially builds on Chemero’s
formalization [16] suggesting that affordances are relations
within the agent-environment system. It, however, differs in
that these relations can be reflected onto the agent and can
be represented. In [19], it was proposed that an affordance
can be represented as an (entity, action, outcome) triple, and
the learning of affordances corresponds to the learning of
bilateral relations between three components of this representation. Our formalization also builds on this view but extends
it in several ways.
Our formalization is based on relation instances of the
form (effect, (entity, behavior)), meaning that there exists a
potential to generate a certain effect when the behavior is
applied on the entity by the agent. These relation instances
are acquired through the interaction of the agent with its
environment. The term entity denotes the environmental aspect of the relation instead of features or object as generally
used. It represents the state of the environment (including
the perceptual state of the agent) as perceived by the agent.
The behavior represents the physical embodiment of the
interaction of the agent with the environment, and effect is

the result of such an interaction. More specifically, a certain
behavior applied on a certain entity should produce a certain
effect, i.e. a certain perceivable change in the environment
or in the state of the agent. For instance, the lift-ability
affordance implicitly assumes that, when the lift behavior is
applied on a stone, it produces the effect lifted, meaning that
the stone’s position, as perceived by the agent, is elevated.
A single (effect, (entity, behavior)) relation instance is
acquired through a single interaction with the environment.
But this single instance does not constitute an affordance
relation by itself, since it does not have any predictive ability
over future interactions. Affordances should be generic relations with predictive abilities. This generalization is achieved
through the formation of equivalence classes.
The class of entities which support the generation of the
same effect upon the application of a certain behavior is
called an entity equivalence class, and is represented with
<entity>. For instance, our robot can achieve the effect
lifted, by applying the lift behavior on a black-can or a bluecan 2 . These relation instances can then be joined together
as:
½
¾
blue-can
(lifted, (
, lift))
black-can
This relation can then be compacted by a mechanism that
operates on the class to produce the (perceptual) invariants
of the entity equivalence class as:
(lifted, (<*-can>, lift))
where <*-can> denotes the derived invariants of the entity
equivalence class.
A similar reasoning can be applied to establish behavior
and affordance equivalence classes. Different behaviors that
create the same effect when executed in the same environment are said to be behaviorally equivalent. Taking it one
step further, if a desired effect can be accomplished through
a set of different (entity, behavior) pairs, this set can be said
to form an affordance equivalence class.
The concepts of entity, behavior and affordance equivalence classes implicitly rely on the assumption that the agent,
somehow, has effect equivalence. For instance, applying the
lift behavior on a blue-can would generate the effect of “a
blue blob rising in view”. If the robot applies the same
behavior to a red-can, then the generated effect will be “a
red blob rising in view”. If the robot wants to join the two
relation instances learned from these experiments, it has to
know whether the two effects are equivalent or not. In this
sense, all the three equivalences rely on the existence of effect
equivalence classes.
Based on the discussion presented above, we propose a
formal definition of an affordance as follows.
2 Note that the terms black-can or blue-can are used just as a short-hand
label to denote the perceptual representation of the can by the interacting
agent. Similarly, lifted and lift are labels to the related perceptual and
proprioceptive representations. For instance the representation of black can
can be a raw feature vector derived from all the sensors of the robot looking
at the black can before it attempts to apply its lift behavior. The naming of
such a representation with a label like black-can from the viewpoint of an
external observer is merely to make our discussions easier to read.

Definition 1: An affordance is an acquired relation between a certain <effect> and a certain <(entity, behavior)>
tuple such that when the agent applies a (entity, behavior)
within <(entity, behavior)>, an effect within <effect> is
generated. This can be represented as:
(<effect>, <( entity, behavior)>).
This definition explicitly states that an affordance is a
relation between equivalence classes, rather than a relation
instance between an effect and a (entity, behavior).

Fig. 1. A snapshot from MACSim showing the KURT3D robot facing a
spherical object.

II. FRAMEWORK
Similar to E.J. Gibson’s account of the role of affordances
in human development (see Sec. I-A), the proposed formalism provides a framework where a robot starts its development from unintentional primitive behaviors. The robot can
first execute these primitive behaviors randomly, but as the
development proceeds, it can discover the changes it can
consistently create in the environment, and associate these
changes with the behaviors it executed and the situations the
behaviors are executed in. This will lead to a stage where the
robot can execute these primitive behaviors purposefully, to
achieve a goal. The stage of discovering the changes it can
create corresponds to forming effect equivalence classes in
the formalization. Associating these changes with behaviors,
and the necessary situations, corresponds to linking effect
equivalence classes with behavior equivalence classes and
entity equivalence classes. We present an implementation of
this development scheme in the rest of this paper.
The process consists of three steps: interaction, learning,
and execution. In the interaction step the robot collects
relation instances by executing its primitive behaviors one
at a time, in a certain environment. It perceives and records
the environment before executing a behavior, and after
executing it. In the learning phase it derives generic affordance relations, using the set of collected relation instances.
This requires forming entity equivalence classes and effect
equivalence classes from the relation instances of a specific
behavior, and connecting them in an affordance relation. In
the execution phase the robot uses the learned affordance
relations to achieve goal-directed behaviors. Perceiving the
current environment provides a description of the entity. Using this entity and the learned affordance relations (<effect>
, <(entity, behavior)> ), the robot can then choose and
execute the behavior which will result in the desired effect
that will make the robot achieve its goal.
Before going into the details and the implementation of
interaction, learning, and execution phases, we present the
robotic and simulation platform used in this study, and the
structures of the entity and the effect representations.
A. Robotic and simulation platform
The robotic platform used in this study is Kurt3D, which
is a medium-sized, differential drive mobile robot, equipped
with a 3D laser range finder3 . The 3D laser scanner is based
on a SICK LMS 200 2D laser scanner, rotated vertically
3 URL:

http://www.ais.fraunhofer.de/ARC/kurt3D/

with an RC-servo motor. It has a horizontal range of 180◦
and a vertical range of approximately 180◦ . The scanner is
capable of taking full resolution (720 × 720) range image in
approximately 45 seconds. The robot also has encoders on
both sides, which makes dead-reckoning possible.
Kurt3D is simulated in MACSim[20], a physics-based
simulator, built using ODE (Open Dynamics Engine4 ), an
open-source physics engine (Fig. 1). The sensor and actuator
models are calibrated against their real counterparts.
B. Perceptual representation of entities and effects
The robot perceives its environment through its 3D scanner. It uses the range images from the scanner to extract a
set of features which consists the robot’s perception of the
environment.
The feature set is obtained in three steps as shown in
Fig. 2. First, the image is down-scaled to a resolution of
360 × 360 pixels, reducing the noise. Then, it is split into
uniform size rectangular grids. Finally, for each grid, a
number of distance and shape related features are extracted.
The distance related features are the closest, furthest, and
mean distances within the grid. The shape related features are
computed from the normal vectors in the grid. The direction
of each normal vector is represented using two angles ϕ
and θ, in latitude and longitude respectively and two angular
histograms are computed. The frequency values of these
histograms are used as the shape related features.
The 360 × 360 pixel range image is divided into 30 ×
30 = 900 grids of 12 × 12 pixels, and the angular histogram is divided into 18 intervals, so that total number
of features computed over a downscaled range image is
900 × (3 + 2 × 18) = 35100 where 3 corresponds to the three
distance values (minimum, maximum, and mean) and the
multiplication by 2 corresponds to the two angle channels.
In our formalization entity is the state of the environment
as perceived by the agent before performing a behavior. In
this study it is represented with the scanner features obtained
before the execution of a primitive behavior by the robot.
In our formalization effect is the perceivable change in
the environment or in the state of the agent, produced by
performing a behavior. In this study, the effect is represented
with the vectorial difference between the scanner features
4 URL:http://ode.org/

Fig. 2. Phases of perception. Distance and shape features are extracted from the scanner range image. Also three displacement values are extracted from
the encoders.

Fig. 3. Representation of the entity and the effect. Distance and shape
features extracted from the scanner image, taken before the execution of a
primitive behavior, constitute the entity. The difference between the features
extracted after the execution of the behavior and features extracted before
the execution of the behavior constitute the representation of effect, together
with the displacement values extracted from the encoders (see Fig 2).

obtained after and before the execution of a primitive behavior of the robot, together with 3 more features extracted
from the encoder values that correspond to the change of the
robot’s position in the forward and left-right directions, and
the change in its orientation. (Fig. 3)
III. INTERACTION: COLLECTING RELATION
INSTANCES
In the interaction phase the robot collects affordance
relation instances. Perceived entity and effect instances are
linked together with the primitive behavior that was executed
to produce the effect. The three constitute a relation instance.
Fig. 3 depicts the extraction of these instances.
The robot has three primitive behaviors. These are moveforward, turn-left, and turn-right. The move-forward behavior drives the robot straight ahead that places the robot 50cm
away from its initial position, if the move is not obstructed by
any obstacles. The turn-left, and turn-right behaviors turns
the robot in place for 45◦ .

The interaction environment contains four types of simple
objects:
),
• rectangular boxes (
• spherical objects (
),
• cylindrical objects, either
– in upright position ( )
– lying on the ground (
),
Each trial is performed with a single object in the environment. The objects are placed randomly within a proximity
of 1m to the robot, in the frontal area spanning 180◦ . An
example interaction environment can be seen in Fig. 1 where
a sphere is placed in front of the robot. In this study a total
number of 3000 trials for each behavior were performed in
the simulator during the interaction phase.
IV. LEARNING: FORMING AFFORDANCE
RELATIONS
The aim of the learning phase is to derive affordance
relations from the set of relation instances collected in
the interaction phase, through the formation of equivalence
classes. Within the set of relation instances of a behavior,
similar effects are grouped together to get more general
description of different kinds of effects that behavior can
create. This is achieved through the unsupervised clustering
of the effect instances. This corresponds to obtaining effect
equivalence classes. After clustering, each effect class is
assigned an effect-id and the effect prototype of the class
is calculated.
Knowing the different kinds of effects that a behavior can
create, the robot should then discover the distinctive features
and invariant properties of the environments in which these
effects are created. This corresponds to obtaining entity
equivalence classes. This has two aspects. Firstly, the robot
selects the features describing the entity which are distinctive
in determining if a situation will result in one effect or
another. This is achieved by applying a feature selection
algorithm over the entities, using the corresponding effectids as their categories Next, the robot learns the invariant
properties of the entities that result in the same effect upon

Fig. 5. Relevant grids in the range image representation for three possible
primitive behaviors: turn-left, move-forward, and turn-right. Darkness is an
indication of relevance. It can be seen that only a small portion of all the
grids are relevant for each behavior, and most of the grids are completely
white, indicating no relevance. Also, for turn-left and turn-right actions, the
grids on left and right, respectively, are more relevant.

the execution of a behavior. This is achieved by training
classifiers with the collected affordance relation instances.
A separate classifier is trained for each behavior, using
the entity (which now includes only the selected relevant
features) as the input, and the corresponding effect-id of each
instance as the target category.
In the rest of this section, we provide the details of the
three steps in the learning phase. We also present the results
of applying these steps on the data collected in the interaction
phase.
A. Forming effect equivalence classes with clustering
A primitive behavior, when applied in different situations,
creates different kinds of effects in the environment. Recognizing these different kind of effects is necessary if the robot
is going to use the behaviors goal-directedly.
For this purpose, for each behavior, the 3000 effect data
collected in the interaction phase were clustered using the
k-means algorithm. The k parameter was experimentally set
to 10. The k-means algorithm was applied with normalized
distances to avoid the domination of scanner originated
features over encoder originated features and shape related
features over distance related features.
Fig. 4 gives an interpretation of the results of clustering.
After clustering, every effect class is assigned an effect-id.
The effect prototype of a class is the mean of the individual
effects in that class. The set of prototypes characterizes the
different kinds of effects each behavior produces.
B. Selecting relevant features
The robot only needs the subset of features describing
the entity which are important in determining if a situation
will result in one effect or another. For this aim, we selected
the relevant features in the entity, using the corresponding
effect-ids as their labels. Selection of relevant features is done
using the ReliefF algorithm, originally proposed by Kira and
Rendell [21]. This method aims to estimate the weight of
each feature in a feature set, based on its impact on the
target category of the samples. In ReliefF, the weight of any
feature is increased, if it has similar values for the samples
in the same category, and if it has different values for the
samples in different categories.

Fig. 6. Flow of execution. The different possible effects prototypes are
sorted according to the current desired effect. The current perception of
the environment is supplied to the SVMs for each primitive behavior. The
behavior, whose SVM predicts an effect that is higher in the sorted list, is
executed.

To speed-up this feature-selection process, instead of using
the complete set of interaction samples, 50 samples from
every class were randomly selected. We used the data-mining
software WEKA [22] as an implementation of ReliefF.
In Fig. 5, the grids corresponding to the relevant features
for each behavior are given. It can be observed that the grids
to which selected attributes belong, differ for each behavior.
C. Linking effects to entities
Support Vector Machines (SVMs) are trained to classify
entities (which now include only the 2000 most relevant
features selected in the previous step) into effect classes. We
used the libSVM [23] library as an implementation of SVMs.
For each behavior, an SVM was trained using the entities as
the inputs, and the corresponding effect-ids of each instance
as the target value. These SVM classifiers are then used in
the execution phase, to predict what kind of effect a behavior
will generate, given a perceptual representation (entity) of the
current environment.
V. EXECUTION: GOAL-DIRECTED BEHAVIOR
USING AFFORDANCE RELATIONS
In this section we first explain how we can achieve
different behaviors using the same affordance relations.
Then we present three examples for such behaviors. The
traverse behavior uses the “traversability” of the environment
for navigation. The approach behavior makes the robot go
towards an object. The avoid behavior tries to avoid any
contact with the objects to navigate in the environment.
A. Execution
In execution phase the robot uses the learned affordance
relations to achieve goal-directed behaviors with its simple
primitive behaviors. Given the perceptual representation of
the current environment as an entity, the trained classifiers

Fig. 4. Interpretation of effect classes obtained with unsupervised clustering for the primitive behavior move-forward. The upper image contains the
distribution of object positions in the interaction phase for the samples in the resulting 10 clusters. In the enlarged pictures the types of objects can also be
observed. The left image corresponds to a cluster whose prototype effect has a small value for “change in the forward direction”. It can be observed that
in the samples which belong to this cluster, the object was placed in front of the robot, and it was close to the robot such that that the robot would come
in contact with the object during its forward motion. Moreover, the majority of these objects were boxes and upright cylinders, so that the robot’s motion
would be blocked by the object. The right image, on the other hand, corresponds to a cluster whose prototype effect has a large change in the forward
direction. This cluster contains interaction samples in which the object was either far enough, such that the robot would not get in contact with the object,
or it was on the path of the robot’s motion but it was a sphere or a lying cylinder, so that it would be rolled away without blocking the motion. In the
upper image, it can also be observed that clusters were formed according to the position of the object being roughly on the right or the left of the robot.

will predict an effect-id which indicates the effect class that
the behavior, for which the classifier was trained, will produce in this environment. By comparing the effect prototypes
of the predicted classes with its desired effect determined by
its current goal, the robot can select the behavior that will
produce the most useful effect in achieving its goal. The
control flow in the execution phase is shown in Fig. 6.
Specifying the current desired goal and sorting the effect
prototypes according to this desired goal is what results in
different behaviors. This goal specification and assigning
priorities to the possible effects can be done in different
ways. The difference between the current situation and the
desired goal gives us a description of the desired effect.
We can then sort the effect prototypes according to their
similarity to this desired effect. Another possibility is to
assign priorities to certain effect prototypes directly, by
using a global evaluation criteria. The behaviors that will be
demonstrated in the next section use such a method. In the
next section, we will present these behaviors together with
the criteria we used to evaluate the possible effects prototypes
in achieving these behaviors.
B. Goal-directed Behaviors
1) Traverse: The traversability problem becomes a very
interesting case for studying affordances when one does not
limit himself/herself with simple obstacle avoidance. The
classic approach to traversability treats all objects around
as obstacles, where the robot tries to avoid making any
physical contact with the environment, and only heading

open-spaces to traverse. When such approaches are used, the
robot’s response would be the same whether it encounters an
unpenetrable wall or a balloon that can be just pushed aside
without any damage.
In our case, the environment is said to be traversable in
a certain direction, if the robot (moving in that direction) is
not enforced to stop as a result of contact with an obstacle.
Thus, if the robot can push an object (by rolling it away),
that environment is said to be traversable even if the object
is on robot’s path, and a collision occurs. This point of view
is quite different from classical object avoidance approaches
where any collision with any object is avoided.
In our environment; rectangular boxes are non-traversable,
spherical objects are traversable since they could roll in all
directions, cylindrical objects in upright position are nontraversable, and cylindrical objects lying on the ground,
may be traversable or non-traversable depending on their
orientation relative to the robot.
If we want our robot to explore the environment using
traversability, it should be able to drive onto (by executing
forward motion) traversable objects and open spaces but
avoid (by turn-left or turn-right) non-traversable objects.
This can be achieved by a specific ordering of the effect
classes. In this case the most desired effect is the forward
displacement of the robot but without being stopped by
an object. This means that the highest priority should be
given to the effect classes whose prototypes have a forwarddisplacement value greater than a threshold. Then must come

(a) Traverse behavior

(b) Avoid behavior

(c) Approach behavior

Fig. 7. Three different behaviors achieved using the same three primitive behaviors and their learned affordance relations. In (a), the robot wanders around
perceiving the traversability affordance of the objects. When there is a sphere or a cylinder in a rollable orientation on its way, the robot rolls it away and
continues forward-motion. When there is a box or a cylinder in non-rollable orientation on its way, the robot avoids it by turning left or right. In (b), the
robot displays a more typical obstacle-avoidance behavior, where it avoids all the objects, whether it is rollable or not. In (c), an example path where the
robot follows an object using its approach behavior is shown. The plus signs marks the places that objects appear. The line shows the robot’s path.

the effect classes for the two turning motions turn-right
and turn-left. Lastly, as the most undesired cases, the effect
classes of the forward motion whose prototypes have a
forward-displacement value smaller than the threshold should
come, since this small value is an indication of the motion’s
being stopped by an obstacle, thus a non-traversable case.
We have tested the traverse behavior by placing the robot
in an environment randomly filled with multiple traversable
and non-traversable objects. The robot successfully explored
the environment and also used the traversability affordance
of the objects by rolling away the traversable objects on its
way, and avoiding the non-traversable ones. One example
path of the robot can be seen in Fig. 7.
2) Approach: Approaching an object means going forward if the object is ahead, turning right if the object is
on the right, and turning left if the object is on the left.
In this view, the most desired effect would be to see an
appearance, or approach, of objects in the middle portion of
the 3D-scanning field. Remember that the 3D scan field is a
30 × 30 grid in our representation of the effect. We selected
the horizontally middle portion of this grid. For every effect
class, these grids holds the information about the change in
the values of the features in the frontal region of the robot,
when the corresponding behavior is executed. The priority of
an effect class is assigned based on the sum of the change in
the mean-distance features in these grids. Since the distance
value is smaller when an object is close, the higher priorities
are given given to those classes with the most negative value
of this sum. This way the effect classes, which correspond
to approaching or turning to an object so that it is ahead,
becomes higher in the sorted effect list.
We have tried this approach behavior first by placing
objects to random places in front of the robot. It was
observed that the robot was able to make the correct decision
of going ahead if the object is in the front, turning right if the
object is on the right, and turning left if the object is on the
left. Next we have simulated a slowly moving object in front

Fig. 8. Three cases in which different goal-directed behaviors (traverse,
avoid, approach) make use of different primitive behaviors (move-forward,
turn-right, turn-left) in the same setting of the environment.

of the robot, by placing the object on random positions in
front of the robot as the robot made its moves. An example
path of the object and the robot can be seen in Fig. 7.
3) Avoid: As a third behavior a more traditional approach
to the traversability problem was employed. The rollability of
certain objects was not taken into consideration and the robot
tried to avoid contact with any object in the environment. To
achieve this behavior the priority of an effect was assigned in
exactly the opposite way as it was in the approach behavior.
So the sorting of the effect classes was based on the sum
of the change in the mean-distance features in the frontal
region of the robot, which is the horizontally middle portion
of the 30 × 30 grid in our representation of the effect. This
way, the effect classes which correspond to turning away
from an object that is ahead becomes higher in the sorted
list of effects; and the effect classes, which correspond to
approaching or turning to an object so that it is ahead,
becomes lowest in the sorted list of effects. But this criteria
was not enough to make the robot wander around, since it
always tried to turn away from objects (by executing turnleft or turn-right) even if they were very far away, and never
executed move-forward. So we disabled this sorting when
there were no objects close in front of the robot, and made
the robot execute the move-forward behavior in these cases.
The path of the robot with this behavior is given in Fig. 7.

The three goal-directed behaviors were also realized on a
real robot. The trained controllers were transferred to a real
KURT3D robot, and everyday objects like balls, trash bins,
etc. were placed in front of the robot to test the behaviors.
The robot was able to perceive the traversability of objects,
so it rolled away the balls on its way, and avoided nontraversable objects like trash-bins. The robot was also able
to display the approach and avoid behaviors as described
in the previous sections. Fig. 8 shows how the three goaldirected behaviors react in different environments 5 .
VI. CONCLUSIONS AND FUTURE WORKS
In this study we presented an implementation of a development scheme for an autonomous robot, based on the
formalization of the affordance concept. In this scheme,
the robot interacts with its environment executing its primitive behaviors and collecting interaction samples. Based on
these experiences, the robot discovers the different effects it
can create in the environment, and associates these effects
with the primitive behaviors and environmental situations
(entities) that resulted in the effect. The robot then uses
the learned relations to achieve more complex behaviors.
In our study, we used three primitive behaviors (turn-left,
turn-right, and move-forward) and the learned affordance
relations of these behaviors, to achieve three different goaldirected behaviors (traverse, approach, and avoid).
Since the robot learns the affordance relations through its
own experiences, specifying a goal to the robot as a human
outsider is not trivial. In this study we supplied an evaluation
criteria according to which the robot assigned priorities to
the learned effect prototypes. Then the robot executed the
primitive behavior which would result in an effect similar
to the effect prototype having a higher priority. Different
approaches to the goal-specification issue and emergence of
different behaviors as a result of these, are considered for
future work.
Learned
affordance
relations
of
the
form
(<effect>, <( entity, behavior)>) provide a framework
for planning as well. Classical planning systems work
with operators which consist of three main components:
pre-condition, action, and effect. We argue that the proposed
formalism creates relations that can also be used as operators
for planning. For instance, the <entity> and <behavior>
components in the proposed formalism, can be considered
to correspond to the pre-condition and action components
in classical planning systems. As future work, we plan to
use the learned affordance relations to solve a planning
problem.
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Abstract
The concept of affordances, with its emphasis to the interactions between the robot and
the environment, is highly relevant for robotics.
However, the use of the concept in robotics has
been rather rudimentary, mostly confined to an
inspiration source. In this paper, we present a
new formalization of the concept, based partially
on the recent formalizations proposed in Ecological Psychology and Linguistics, which provide a framework for robot control, learning and
planning. We argue that affordances, as relations within the robot-environment system, can
be learned from the interactions of the robot
within its environment. The formalism proposes
that the interactions of the robot can be represented as a nested triple of the form (effect,
(entity, behavior)) indicating that the behavior
applied in an environment perceived as the entity, would produce a perceivable effect. It is suggested that these nested triples of raw sensorymotor data obtained from different interactions
can be used to form four different equivalence
classes towards the formation of affordance relations. We present three studies implementing certain aspects of the formalism on a mobile robot moving in an environment filled with
different types of objects. Specifically, we show
that, (1) the formation of the entity equivalence
classes corresponds to the perceptual learning of
affordances, (2) the formation of effect equivalence classes, followed by the formation of entity
equivalence classes can lead to the development
of goal-directed behaviors from a set of primitive ones, and (3) the formed equivalence classes
and relations provide support for planning and
deliberation.

1.

Introduction

J.J. Gibson (Gibson, 1986) introduced the concept of
affordances to refer to the action possibilities offered to
the organism by its environment. For instance, a horizontal and rigid surface affords walk-ability, a small
object below a certain weight affords throw-ability, for
a human. He argued that affordances point both to the
environment as well as to the organism implying their
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complementarity. Although J.J. Gibson conceived the
concept in his quest to develop a “theory of information pick-up” as a new theory of perception, affordances
has influenced studies ranging from Human-Computer
Interaction to Autonomous Robotics.
The concept of affordances has been a misty
one since its conception (which may have contributed positively to its influence over a wide-range
of fields). A number of formalizations have been
proposed to clarify its meaning.
To summarize
briefly (see (Şahin et al., 2007) for a complete review), Turvey(Turvey, 1992) defined affordances as
“dispositions” in the environment that get actualized
through the interaction of the organism. Different
from Turvey’s formalism, which attached affordances
to the environment, Stoffregen (Stoffregen, 2003) and
Chemero (Chemero, 2003) defined affordances as relations within the organism-environment system. Independent from these formalizations in Ecological Psychology, Steedman (Steedman, 2002) formalized affordances in Linguistics by providing an explicit link to
action possibilities offered by the environment, and by
proposing the use of the concept in planning.
The concept of affordances, with its implicit but
central emphasis to the interactions between the
organism and the environment, is highly relevant
to developmental/epigenetic robotics as has already
been noted (Lungarella et al., 2003).
Developmental robotics treats affordances as a higher level concept, which a developing cognitive agent learns by
interacting with its environment. There are studies that exploit how affordances reflect to learning (MacDorman, 2000), tool-use (Stoytchev, 2005), or
decision-making (Cos-Aguilera et al., 2003). The studies that focus on learning mainly tackles two major aspects. In one aspect, affordance learning is referred to
as the learning of consequences of a certain action in a
given situation (Stoytchev, 2005). In the other, studies
focus on the learning of invariant properties of environments that afford a certain action (MacDorman, 2000),
(Fritz et al., 2006). Studies in this latter group also relate these properties to the consequences of applying an
action, but these are in terms of internal values of the
agent, rather than changes in the environment.
In (Fitzpatrick et al., 2003), learning of object affordances in a developmental framework is studied. The
main vision set forth in this work is that a robot can

learn about what it can do with an object only by acting on it, ‘playing’ with it, and observing the effects in
the environment. In the study, after applying each of
its actions on different objects several times, the robot
learns about the roll-ability affordance of these objects,
by observing the changes in the environment during the
application of the actions.
In a recent study(Papudesi and Huber, 2006), an artificial agent is used to represent the state of the world
internally as behavioral affordances and goals. For each
action in its repertoire, the agent has outcome predictors that correspond to preconditions for the action, and outcome indicators that correspond to postconditions for the action. These predictors and indicators are used to represent the internal state of the
agent.
Despite the interest, the use of the concept in robotics
is mostly confined to an inspiration source. Moreover, a closer look to these studies reveals that their
use are based on different and sometimes contradictory
façades of this concept and that most studies cite only
J.J. Gibson’s studies published in 70’s and 80’s. In
the MACS project1 , we, as roboticists, are interested
in how the concept of affordances can change our views
towards the control of autonomous robots. Towards
this end, we have formalized affordances, outlined its
implications towards robot control(Şahin et al., 2007)
and have started evaluating these implication on real
robots.

2.

Formalizing Affordances

In the existing formalisms proposed in Ecological Psychology, affordances are either placed in the environment as extended properties that are perceivable by the
agent (Turvey, 1992), or, they are said to be a properties of the agent-environment system (Stoffregen, 2003,
Chemero, 2003) (see (Şahin et al., 2007) for a complete
review). However, although helpful in partially clarifying this misty concept, these formalisms provide little
guidance towards the use of the concept in robot control.
In response to the need mentioned above, we have
proposed a new formalization for affordances such that
it can provide a view of affordances from the perspective of the robot and lay a framework over which affordances can be utilized at different levels of robot
control (Şahin et al., 2007). The proposed formalization is based on the observation that affordances can
be viewed from three different – not one! – perspective(s). We claimed that this has been the source of the
current confusion on the discussion of affordances and
that in most discussions, authors, including J.J. Gibson himself, often pose their arguments from different
perspectives, neglecting to explicitly mention the perspective that they are using.
1 URL:

http://www.macs-eu.org, (FP6-IST-004381).

Figure 1: Three perspectives to view affordances. In this
hypothetical scene (adapted from Erich Rome’s slide depicting a similar scene), the (robot) dog is interacting with a
ball,and this interaction is being observed by a human(oid).

The three different perspectives of affordances can be
described using the scene in Fig. 1. In this scene, a dog
is interacting with the ball, and this interaction is being
observed by a human who is not part of the dog-ball
system. Here, the dog is said to have the agent role,
whereas the human is said to have the observer role.
We denote the ball as the environment. We propose
that the affordances in this ecology can be seen from
three different perspectives: agent, environmental, and
observer perspectives.
Agent perspective: In this perspective, the agent
interacts with the environment and discovers the affordances in its ecology. The affordance relationships
reside within the agent interacting in the environment
through his own behaviors. In Fig. 1, the dog would
“say”: “I have push-ability affordance”, upon seeing
the ball. This view is the most essential one to be explored for using affordances in robotics.
Environmental perspective: The view of affordances through this perspective attaches affordances
over the environment as extended properties that are
perceivable by the agents. In our scene, when queried
to list all of its affordances, the ball would say: “I offer push-ability (to a dog), throw-ability (to a human),
. . . ”. In most of the discussions of affordances, including some of J.J. Gibson’s own, this view is implicitly
used, causing much of the existing confusion.
Observer perspective: The third view of affordances, which we call the observer perspective, is used
when the interaction of an agent with the environment
is observed by a third party. In our scene, the human
would say: “There is push-ability affordance” in the
dog-ball system.
We propose that affordances are relations within the
agent-environment system. Our formalization is based
on relation instances of the form (effect, (entity, behavior)), meaning that there exists a potential to generate
a certain effect when the behavior is applied on the entity by the agent. The entity represents the state of
the environment (including the perceptual state of the
agent) as perceived by the agent. The behavior represents the physical embodiment of the interaction of the
agent with the environment, and the effect is the result

of such an interaction. For instance, the lift-ability affordance implicitly assumes that, when the lift behavior
is applied on a stone entity, it produces the effect lifted,
meaning that the stone’s position, as perceived by the
agent, is elevated.
A single (effect, (entity, behavior)) relation instance is
acquired through a single interaction with the environment. But this single instance does not constitute an
affordance relation by itself, since it does not have any
predictive ability over future interactions. Affordances
should be relations with predictive abilities. This is
achieved by building four types of equivalence classes.
Entity equivalence: The class of entities which
support the generation of the same effect upon the application of a certain behavior is called an entity equivalence class. For instance, our robot can achieve the
effect lifted, by applying the lift behavior on a blackcan, or a blue-can. These relation instances can then
be compacted by a mechanism that operates on the
class to produce the (perceptual) invariants of the entity equivalence class as:
(lifted, (<*-can>, lift))
where <*-can> denotes the derived invariants of the
entity equivalence class.
In this particular example, <*-can> means “cans of
any color” that can be lifted upon the application of lift
behavior. Such invariants, create a general relationship,
enabling the robot to predict the effect of the lift behavior applied on a novel object, like a green-can. Such
a capability offers great flexibility to a robot. When in
need, the robot can search and find entities that would
support a desired affordance.
Behavior equivalence: Maintaining a fair treatment of the action aspect of affordances, the same
equivalence concept can be generalized to the behavior as well. For instance, our robot can lift a can using
its lift-with-right-hand behavior. However, if the same
effect can be achieved with its lift-with-left-hand behavior, then these two behaviors are said to be behaviorally
equivalent. This relation can be represented as:
(lifted, (<*-can>, <lift-with-*-hand>))
where <lift-with-*-hand> denotes the invariants of the
behavior equivalence class
Similar to the entity equivalence, the use of behavioral
equivalence will bring in a flexibility for the agent. For
instance, a humanoid robot which lifted a can with one
of its arms, loses its ability to lift another can. However,
through behavioral equivalence, it can immediately have
a “change of plan” and accomplish lifting using its other
hand.
Affordance equivalence: Taking the discussion
one step further, we come to the concept of affordance
equivalence. Affordances like traversability, are obtainable by “walking across a road” or “swimming across a

river” as
(traversed,



(<road >, <walk >)
(<river >, <swim >)


)

That is, a desired effect can be accomplished through
different (entity, behavior) relations.
Effect equivalence: The concepts of entity, behavior and affordance equivalence classes implicitly relied
on the assumption that the agent, somehow, has effect
equivalence. For instance, applying the lift behavior on
a blue-can would generate the effect of “a blue blob rising in view”. If the robot applies the same behavior
to a red-can, then the generated effect will be “a red
blob rising in view”. If the robot wants to join the
two relation instances learned from these experiments,
it has to know whether the two effects are equivalent
or not. In this sense, all the three equivalences rely on
the existence of effect equivalence classes.
Finally, based on the discussion presented above, we
propose a formal definition of an affordance as follows:
An affordance (agent perspective) is an acquired relation between a certain <effect> and a certain <(entity,
behavior)> tuple such that when the agent applies a
(entity, behavior) within <(entity, behavior)>, an effect within <effect> is generated.

3.

Experiments towards
based Robot Control

Affordance-

We believe that the proposed formalism lays out a good
framework over which the concept of affordance can
be utilized for robot control. In this section, we will
present three experiments which implemented different
aspects of the formalism and discuss their implications.
The first experiment explores the formation of entity
equivalence classes. The basic idea in the experiment
stems from E.J. Gibson’s studies on perceptual learning. She suggests that learning of affordances is “discovering distinctive features and invariant properties of
things and events” (Gibson, 2000), “discovering the information that specifies an affordance” (Gibson, 2003).
She defines this method as “narrowing down from a
vast manifold of (perceptual) information to the minimal, optimal information that specifies the affordance
of an event, object, or layout” (Gibson, 2003). In our
study, finding the relevant features and invariant properties that specify whether a behavior will succeed or
not in an environment, corresponds to building the entity equivalence classes. In the experiment, the robot
interacts with the environment by executing its behaviors and checks whether the execution of the behavior
succeeds or not. Based on these experiences, it determines the features in the environment that are useful
in predicting its behaviors’ success. In other words,
the robot learns to perceive the environment in terms
of the features that predict whether its behaviors will
succeed or not. The idea is similar to function-basedobject-recognition, however in this study the features

that specify the functionality of the entities in the environment are learned by the robot through interaction
rather than hard-coded into the robot by an expert.
The second experiment extends the first by adding
the formation of effect equivalence classes. The robot
achieves this by randomly performing unintentional
primitive behaviors and discovering the changes it can
consistently create in the environment. These changes
are then associated with the executed behaviors and
the situation in which the behavior is executed in. This
corresponds to linking effect equivalence classes with behavior and entity equivalence classes, which is the formation of affordance relations. Using these relations
the robot can execute its primitive behaviors purposefully, to achieve a goal. This approach can also be related to E.J. Gibson’s discussion on child development
and affordances. She points out that babies use exploratory activities, such as mouthing, reaching, shaking to gain the perceptual data needed to learn the affordances in the environment, and that these activities
bring about “information about changes in the world
that the action produces” (Gibson, 2000). As development proceeds, exploratory activities become performatory and controlled, executed with a goal. Likewise, our
robot develops purposeful goal-directed behaviors from
unintentional primitive behaviors within the framework
proposed by the formalism.
In the third experiment, the learned affordance relations are used in planning. The <entity> and <behavior> components in the learned relations, can be considered to correspond to the pre-condition and action
components in classical planning systems. This link between affordances and the planning problem was noted
earlier (Amant, 1999, Steedman, 2002), however, these
studies assumed the existence of symbols. Opposing
to this, we suggest that the information that pertains
to the interaction of the agent with its environment
be learned by the robot in the form of affordance relations. These relations can later be used in planning.
The categorization of raw sensory-motor perceptions
into equivalence classes, as described in the previous
paragraph, can be considered as a symbol formation
process. In this sense, our planning approach is based
on self-acquired symbols. We present a preliminary application of these ideas.

3.1 Experimental framework
In our experiments we investigate the interactions of a
wheeled robot moving in an environment cluttered with
different objects. The environment contains four types
of simple objects: rectangular boxes (
), spherical
objects (
) and cylindrical objects, either in upright
position ( ) or lying on the ground (
). When
contacted by the robot, these objects either roll away
or block the robot’s motion.
The robotic platform used in this study is Kurt3D,
a medium-sized, differential drive mobile robot, and its

Figure 2: Phases of perception and content of the feature
vector. Distance and shape features are extracted from the
scanner range image. Also two displacement values, translation and orientation, are extracted from the encoders.

physics-based simulator MACSim whose sensor and actuator models are calibrated against their real counterparts.
In each experiment the robot has a repertoire of primitive behaviors each generating a certain displacement
or rotation, unless the motion is obstructed by an obstacle. The robot interacts with the environment by
performing one of its primitive behaviors and perceiving the environment both before and after the execution
of each behavior.
The robot perceives its environment through its 3D
scanner, which is based on a SICK LMS 200 2D scanner, rotated vertically with an RC-servo motor. It uses
the range images from the scanner to extract a set of
features which consists the robot’s perception of the
environment. The feature set also contains two features obtained from its encoders. To obtain the scanner features, the range image is down-scaled to reduce
the noise and split into uniform grids. For each grid,
a number of distance and shape related features are
extracted. The distance related features are the closest, furthest, and mean distances within the grid. The
shape related features are computed from the normal
vectors in the grid. The direction of each normal vector is represented using two angle channels ϕ and θ,
in latitude and longitude respectively and two angular histograms are computed. The frequency values of
these histograms are used as the shape related features
(Fig. 2).

3.2 Perceptual Learning
In the first experiment we investigate how the perceptual features that specifies an affordance can be learned
by the robot through interaction with the environment.
Specifically, we study how a mobile robot can learn to
perceive the traversability affordance in a room filled
with different objects. We define traversability as “the
ability to pass or move over, along, or through”. Hence,
the environment is said to be traversable in a certain

Figure 3: The relevant grids in the range image for three
of the actions. A grid is marked as relevant if any of the
features extracted from it were learned to be relevant.

Figure 4: Three experiments for evaluating pass-throughability for the robot. In (a) the width of the aperture is
too narrow whereas in (b) it is wide enough to support the
pass-through-ability. (c) shows the case where the aperture
is slightly towards the right of the robot.

direction if the robot moving in that direction is not
enforced to stop as a result of contact with an obstacle
(Uğur et al., 2007b).
The environment typically contains one or more objects, with arbitrary size, orientation and placement,
in the front of the robot. The process consists of
three phases: an interaction phase, during which the
robot accumulates a number of relation instances, a
learning phase in which entity equivalence classes are
learned from these instances, and an execution phase
for testing. In order to collect instances, the robot
perceives the initial environment and executes one of
the seven pre-coded movement behaviors, ranging from
turn-sharp-right to turn-sharp-left. It records whether
it was able to successfully traverse or not, based on the
change in its encoder values. The robot collects the
relation instances, where the entity is the initially perceived feature vector, the behavior is the index of the
executed behavior(1-7), and the effect is 1 or 0 indicating success or failure.
In the learning phase the robot first selects the relevant perceptual features using the ReliefF algorithm.
Using these relevant features, for each behavior, an
SVM classifier is trained, to learn the mapping from
feature space to the effects (success/fail). After learning, the robot can predict whether the environment affords traversability for a given behavior, with around
95% success. As a result of learning a perceptual economy is achieved. Our analysis show that only 1% of the
raw feature vector is relevant for perceiving traversability and that these relevant features are grouped on the
range image with respect to the direction of the movement as shown in Fig. 3.
In this experiment, entity equivalence classes are discovered by the trained classifiers whereas behavior and
effect equivalences are assumed to be pre-coded.
In a different setup, the trained robot is tested in an
environment inspired from Warren and Whang’s study
(Warren and Whang, 1987) on walking through apertures. Warren and Whang studied the perception of
pass-through-ability affordance, where participants, encountered with apertures of varying width, were asked
whether the apertures afford walking through or not.

The results showed that the aperture-to-shoulder-width
ratio is a body-scaled constant for this affordance, and
that a critical point existed for the subject’s decision.
In a similar vein to these experiments, we placed two
box-shaped objects in front of the robot, and tested
the robot’s predictions of traversability affordance for
apertures with different widths. As shown in Figure 4,
the robot is able to correctly perceive the affordances
of pass-through-able apertures, where critical passable
width is clearly related to the robot’s width.
In another setup, to investigate the generalization capability of the perceptual learning approach, we restrict
the types of objects in the interaction environment and
perform testing with novel objects. The robot interacts only with lying cylinders, which may or may not
afford traversability to the robot depending on their
relative orientation. After learning, the robot is tested
with spheres, boxes and upright cylinders, objects that
it has not interacted with before. Yet the robot is
able to predict that boxes and upright cylinders were
non-traversible (both 100% success), and that spheres
are traversible (83% success). We claim that, in this
study, the robot learns “general relations” that pertain
to its physical interaction with the environment and
that these relations are used in making successful predictions about the traversability of novel objects.
The learning of affordances in these experiments typically requires a large set of training data obtained
from the interactions of the robot with its environment. Therefore, the learning process is not only
time-consuming and costly but it is also risky since
some of the interactions may inflict damage on the
robot. To overcome this issue, in a recent work
(Uğur et al., 2007a) we extended this learning system
with two new ideas. First, learning is conducted as
an on-line process rather than a batch process. It is
clear that a developing agent must be able to update its
knowledge about its interaction with the environment
continuously. Second, a curiosity measure provides the
robot the opportunity to select the most interesting interactions in the environment. Hence, the developing
agent does not perform unnecessary interactions when
it is confident that the interaction will not bring about

Figure 5: Three cases in which different goal-directed behaviors (traverse, avoid, approach) make use of different primitive behaviors (move-forward, turn-right, turn-left).

new knowledge, but instead chooses interesting interactions. In this curiosity-driven learning phase, a curiosity band around the decision hyperplane of the SVM
is used to decide whether a given interaction opportunity is worth exploring or not. Specifically, if the
output of the SVM for a given percept lies within curiosity band, indicating that the classifier is less certain
about the hypothesized effect of the interaction, the
robot goes ahead with the interaction, and skips if not.
This curiosity-driven approach results in a substantial
speed-up for the learning system.

3.3 Development of goal-directed behaviors
In this experiment we used the concept of affordances in
making the robot learn about its own capabilities. As
in E.J. Gibson’s account of behavioral development in
infants, we investigate the question of how goal-directed
behaviors can be achieved starting from unintentional
primitive behaviors.
Differing from the previous, in this experiment the
interaction environment contains a single object and
the robot has three primitive behaviors: move-forward,
turn-left, turn-right. Learning differs in that effects are
not represented as success/fail values, but instead, the
actual change created by the behavior is discovered by
the robot as the effect.
In the interaction phase, the robot perceives the environment before and after executing one of its primitive behaviors, to collect relation instances. The initial
feature vector is the entity and the vectorial difference
between this final and initial features is the effect.
Learning consists of three steps. First, within the set
of relation instances of a behavior, similar effects are
grouped together to get a more general description of

the effects that the particular behavior can create. This
is achieved through a k-means clustering of the effect
instances of that primitive behavior and corresponds to
obtaining the effect equivalence classes in the formalism. After clustering, each effect class is assigned an
effect-id and the effect prototype of the class is calculated. Next, the relevant perceptual features are selected using the ReliefF algorithm and then an SVM
for each behavior is trained using these relevant features, as to learn the mapping from feature space to
the effect-ids.
Goal-directed behaviors are achieved using the
learned relations as follows. Given the perception of
the environment, the trained classifiers can predict the
effect class that the behavior will produce. By comparing the effect prototype of the predicted classes for
each behavior, the robot can select the behavior that
will produce the most useful effect in achieving its goal.
We specify the goal as a criteria according to which all
effect classes are sorted. The robot executes the behavior for which the predicted effect has higher priority
according to the goal.
Three different goal-directed behaviors (traverse,
avoid and approach) are obtained in this way. The first
is based on traversability. This behavior is achieved
by giving higher priority to the effect classes whose
prototypes have a greater forward-displacement. We
achieved the avoid behavior by specifying the desired
effect as having a high increase in the mean distance
in the middle portion of the range image. This results
in a behavior where the robot avoids contact with any
object by turning away whenever something appears on
its front. When the desired effect is changed to a high
decrease in the mean distance, an approach behavior
emerges. The robot moves forward towards an object
on its front, and turns towards an object on its side,
to obtain the desired decrease. Fig. 5 shows how the
goal-directed behaviors react in different environments.
We have also tested the traverse and avoid behaviors by placing the robot in an environment randomly
filled with multiple objects, and the approach behavior by making the robot follow an object. In the traverse and avoid cases, the robot successfully explored
the environment. For the traverse behavior, the robot
also used the traversability affordance of the objects
by rolling away the traversable objects on its way, and
avoiding the non-traversable ones. Examples of these
trials can be seen in Fig. 6

3.4 Planning
The learned affordance relations can be used to estimate the future entities that the robot will perceive
after the execution of its behaviors, by adding the prototype of predicted effects to the currently perceived
entity. It is then possible to predict the effects of behaviors over the estimated future environments, again
using the learned relations. The robot can estimate the

(a) Traverse behavior

(b) Avoid behavior

(c) Approach behavior

Figure 6: Three different behaviors achieved using the same primitive behaviors. In (a), the robot wanders around perceiving
the traversability affordance in the environment. In (b), the robot displays typical obstacle-avoidance behavior, where it
avoids all the objects. In (c), an example path where the robot follows an object using its approach behavior is shown. The
plus signs mark the places that objects appear.

total effect that a sequence of behaviors will create and
it can predict the entity that it will perceive after the
execution of the sequence. This constitutes the basic
idea for using learned affordance relations in planning
sequences of behaviors that lead to a desired goal. Note
that, the goal can either be specified as a total effect
to be obtained or a desired future state. The approach
of using forward chaining in affordance-based planning
was proposed by Steedman(Steedman, 2002).
We have tested the described method in the framework presented in the previous section. The robot
starts by perceiving the present entity, and predicts
the effects that each of its primitive behaviors (moveforward, turn-left, turn-right) will create. It estimates
the three future entities and proceeds by predicting the
effects of behaviors on those future entities and estimating the next entities. This process can be viewed
as the breadth-first construction of a plan tree where
the branching factor is the number of possible primitive behaviors. Meanwhile, the robot tests whether the
goal is satisfied by the entities in the attained states
or by the total effect of the sequence of behaviors that
leads to those states. Planning stops when a sequence
satisfies the goal.
In the examples presented in Fig. 7 the goal of the
robot is specified as obtaining a certain positive change
in the translation feature, corresponding to a forward
displacement of approximately 90 cm and a no change
in the orientation feature. When faced with a spherical object, the effect predicted for the move-forward
behavior has a high translation. The prototype of the
predicted effect also reflects the change in the position
of the spherical object which either rolls away from the
robot’s path or remains on its front. The estimated future entity is therefore one in which a similar effect prototype will be predicted for the move-forward behavior. The generated plan consists of two move-forward s
which achieves the desired change in the translation
feature without changing the orientation feature. In

Figure 7: Two cases in which the robot generates different
plans, given the goal of achieving a total translational displacement of a certain amount while preserving its heading.

the case where the robot is faced with a box, the effect
predicted for move-forward has a low forward translation. The predicted effects for turning behaviors have
no translation at all, however they imply the change in
the position of the box in the robot’s perceptive field.
For instance, the estimated future entity after a turnleft, is one in which an object appears on the right of
the range image and a move-forward now predicts an
effect with a good forward translation. Together with
the first turning behavior, the generated plans contain
two move-forwards to achieve the goal for the translational feature, and a turn opposite to the first one, so
that the goal of preserving the heading of the robot is
satisfied. Two sample plans generated in this situation
are presented in Fig. 7.

4.

Conclusion

We argue that concept of affordances can provide a general framework for epigenetic robotics. To this end, we
presented a new formalization of the concept that we
have developed for robot control and presented three
studies towards the use of formalization on robots. Our
results indicate that, the formalism captured essential
aspects of the concept of affordances. In the first study,
the robot was able to learn the perceptual invariants of
the environment that were required for actualization of

an affordance. Through learning, the robot was able to
achieve perceptual economy, using only 1% of the perceptual feature vector, and to directly perceive (that is,
without going through a modelling of the environment)
the affordances available in its environment. In the
second study, we showed that starting from a number
of primitive and exploratory behaviors, the robot can
successfully develop goal-directed behaviors. Finally,
in the third study, we have shown that the affordance
relations learned by the robot, can be used for planning. These studies have provided preliminary results
towards the implications put forward by the formalism
and need to be extended. In particular, the formation
of behavioral equivalence classes, as well as the concurrent formation of multiple equivalence classes need
to be studied. Also, the current studies forms equivalence classes at a single granularity level and do not
support the formation or use of classes at multiple granularity levels. We believe that, affordances provide a
good framework for developing a symbol system, which
can be used for planning, deliberation and communication. We would like to note that, the formalism has
also been extended to represent affordances from observer (and although not useful, environmental) perspective using similar representations. The learning of
affordances from observer perspective is also potentially
useful for imitation, and communication.
Although
our
work
on
formalization(Şahin et al., 2007),
and the first
two
experimental
studies
(Uğur et al., 2007b,
Doğar et al., 2007) have already been published
or in press elsewhere, our study on the use of affordances for planning, and the integrated review of the
experimental studies, with discussions on how these
different experiments implement different aspects of
the formalism is novel.
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and Ücoluk, G. (2007). To afford or not to afford: A new formalization of affordances towards
affordance-based robot control. Adaptive Behavior.
(in press).
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Abstract— “Developmental robotics” proposes that, instead
of trying to build a robot that shows intelligence once and for
all, what one must do is to build robots that can develop. These
robots should be equipped with behaviors that are simple but
enough to bootstrap the system. Then, as the robot interacts
with its environment, it should display increasingly complex
behaviors. In this paper, we propose such a development scheme
for a mobile robot. J.J. Gibson’s concept of “affordances”
provides the basis of this development scheme, and we use
a formalization of affordances to make the robot learn about
the dynamics of its interactions with its environment. We show
that an autonomous robot can start with pre-coded primitive
behaviors, and as it executes its behaviors randomly in an
environment, it can learn the affordance relations between the
environment and its behaviors. We then present two ways of
using these learned structures, in achieving more complex,
intentional behaviors. In the first case, the robot still uses its
pre-coded primitive behaviors only, but the sequencing of these
primitive behaviors are such that new more complex behaviors
emerge. In the second case, the robot makes a “blending” of its
pre-coded primitive behaviors to create new behaviors that can
be more effective in reaching its goal than any of the pre-coded
behaviors.

I. INTRODUCTION
The objective of this work is to propose a robotic development scheme which is based on the concept of affordances.
Starting from a set of simple pre-coded behaviors/actions,
through interaction and experience, we aim to realize a
transition from these unintentional behaviors to intentional
behaviors for the robot. This development should also result in demonstration of novel/enriched behaviors that are
different from the pre-coded existing behaviors. On a more
conceptual level, our objective is to contribute to the view
which suggests that robots, just like human beings and other
animals, should go through a developmental process, where
they shape their “intelligence” through their own experience.
In proposing the behavioral development of a robot, we
placed the affordance concept, which provides us with a tool
to deal with robotic problems in terms of agent-environment
interactions, at the core of our study. Using affordance
representations and a recent formalization of the concept [1],
the robot learned generic relations about its behaviors and its
interaction with the world.
II. B EHAVIOR D EVELOPMENT
How behavior develops in humans and other animals have
been the subject of many scientific studies. Theories of de-

velopment have been proposed in the area of psychology. At
the level of the central nervous system, and motor neurons,
neuroscience has investigated behavior control, motor skills,
and motor development. In robotics also, there have been
efforts to make robots learn and develop behaviors.
A. Behavior development in psychology
In developmental psychology, Piaget is one of the most
influential figures, with his theory of cognitive development.
According to this theory, during cognitive development, existing structures called schemata are transformed by the processes of assimilation and accommodation through interaction with the external world [2]. For Piaget, the development
of behavior also occurs in this framework [3]. The newborn
baby has existing structures in the form of innate reflexes.
It executes and tries these reflexes and primitive behaviors,
trying to accommodate them to the environment. As the
baby experiments with these behaviors, they differentiate into
more complex behavioral structures [4].
E.J. Gibson was the first one to investigate affordances in
the context of development [5]. She studied the mechanisms
of the learning of affordances and used the ecological
approach to study child development. For E.J. Gibson “learning” is discovering the critical information in the perceptual
input. It is “narrowing down from a vast manifold of (perceptual) information to the minimal, optimal information that
specifies the affordance of an event, object, or layout” [6].
E.J. Gibson suggested that babies have innate exploratory
activities, such as mouthing, reaching and shaking, and they
use these to gain this perceptual data. She suggested that
these activities bring about “information about changes in
the world that the action produces” [7]. As development
proceeds, exploratory activities become performatory and
controlled, executed with a goal.
B. Motor control in neuroscience
In executing a motor behavior, the central nervous system
commands the muscles through the motor neurons. It is a
very complex process including driving multiple muscles in a
synchronized way, in the correct timing and order. To achieve
this, the central nervous system must map the motor goals
to neuron signals controlling the muscles. This is a difficult
problem, since it constitutes a mapping from a small number

of variables to a large number of variables that drive multiple
muscles [8].
An approach that tries to solve this problem and explain
how complex patterns of motor behavior emerge says that,
these complex patterns are actually the result of combining
more simple primitive actions [8]. For example, in [9] MussaIvaldi et al. found that when separate modules in the spinal
cord of a frog are stimulated one-by-one, they correspond
to a limited number of force patterns and motor actions.
But when two modules are stimulated simultaneously, the
resulting force pattern corresponds to the vector summation
of the individual force patterns of each individual module.
Through this, they showed that using a linear combination
of a set of simple pre-coded force patterns, it was possible
to generate a different complex motion. Mussa-Ivaldi et al.
viewed this as a support to the view that “central nervous
system may generate a wide repertoire of motor behaviors
through the vectorial superposition of a few motor primitives
stored within the neural circuits” [9]. According to Bizzi, this
set of motor primitives may be viewed as “representing an
elementary alphabet from which, through superimposition, a
vast number of movements could be fashioned” [8].
Another study that supports this position is the influential
work of “population coding” by Georgopoulos et al. [10].
Through experiments they conducted on rhesus monkeys
Georgopoulos et al. found that the arm movements of the
monkey can be predicted using the activation values of a
population of neurons in the monkey brain. In this population
of neurons, it was observed that each individual neuron has
a preferred direction, and when it fires it makes the monkey
arm move towards that direction. But when multiple of these
neurons fire together, it was seen that the resulting direction
of the monkey arm was a weighted sum of each individual
neuron’s preferred direction. Moreover, these weights were
given by the activation values of each neuron. Therefore, the
more a specific neuron fires, the closer is the direction of the
monkey’s movement to the preferred direction of that neuron.
That means each neuron contributes to the resulting direction,
and the contribution is proportional to the activation value
of that neuron.

an explicit performance evaluator, the performance of each
case is computed, and a gradient-ascent search is made over
the output behavior parameters of these cases. As the robot
experiences more in the environment, the cases converge to
the correct behavior parameters.
Another study that uses reinforcement learning is Asada
et al.’s work on “purposive behavior acquisition” [12]. In
this study, the robot has a fixed set of behaviors, and using
these navigational behaviors it aims to shoot a ball into a
goal. At the beginning the robot does not know when to
execute which behavior in scoring goals; that is, it does not
have any idea what its behaviors are good for. But through
a reinforcement learning process, the robot learns using its
behaviors purposively. Therefore, after training, the robot
manages to select the correct behaviors in different situations,
so that it gets closer to scoring goals.
In robotics, there are also studies that aims to mimic developmental stages that animals go through. In [14], Oudeyer
et al. made a robot show different phases of cognitive
development. In what they called “playground experiments”,
Oudeyer et al. placed a robot-dog in a playground that included various simple toys. In this environment, by executing
some primitive behaviors randomly, the robot learned the
dynamics and relation between its behaviors, and the events
in the environment. When Oudeyer et al. also provided an
external motivation to the robot to show interest in situations
which are “neither too predictable nor too unpredictable”, the
robot autonomously went through a developmental sequence.
During this development, the robot’s complexity of activities
increased at each stage.
III. A FFORDANCES AS A FRAMEWORK FOR ROBOTICS
J.J. Gibson [16] introduced the concept of affordances
to refer to the action possibilities offered to the organism
by its environment. For instance, a horizontal and rigid
surface affords walk-ability, a small object below a certain
weight affords throw-ability, for a human. The concept of
affordances, with its implicit but central emphasis to the
interactions between the organism and the environment,
is highly relevant to developmental/epigenetic robotics as
has already been noted [17]. Developmental robotics treats
affordances as a higher level concept, which a developing
cognitive agent learns by interacting with its environment.
In [1] we proposed a formalization for affordances such
that it can provide a view of affordances from the perspective
of the robot and lay a framework over which affordances can
be utilized at different levels of robot control. Our formalization is based on relation instances of the form (effect, (entity,
behavior)), meaning that there exists a potential to generate
a certain effect when the behavior is applied on the entity by
the agent. The entity represents the state of the environment
(including the perceptual state of the agent) as perceived by
the agent. The behavior represents the physical embodiment
of the interaction of the agent with the environment, and the
effect is the result of such an interaction. For instance, the
lift-ability affordance implicitly assumes that, when the lift
behavior is applied on a stone entity, it produces the effect

C. Behavior learning and development in robotics
In robotics, there have been increasing interest in behavioral development and learning in recent years. There are
studies that makes a robot learn behavior parametrization
[11], learn to use behaviors purposively [12], [13], and
demonstrate stages of development through the usage of a
fixed set of behaviors [14].
In [15] Lee et al. use case-based reasoning in selecting
parameters for their behaviors, for goal-directed navigation.
In this study the robot has a “case-library”, where each case
is indexed by environmental features and outputs a set of
behavioral parameters. In [15], the “case library” is created
manually, but in [11], Likhachev et al. extends this work by
making the robot populate its case library through its own
experience. In this work the robot starts with cases which
output random behavior parameters. Then, by the help of
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lifted, meaning that the stone’s position, as perceived by the
agent, is elevated.
A single (effect, (entity, behavior)) relation instance is
acquired through a single interaction with the environment.
But this single instance does not constitute an affordance
relation by itself, since it does not have any predictive ability over future interactions. Affordances should be generic
relations with predictive abilities. Such generic relations are
extracted from a collection of (effect, (entity, behavior))
triples of interaction experiences, by combining multiple of
these instances into predictive affordance relations [1], [18].
Based on the formalization of affordances presented in
[1], we investigated several problems in robotics. In [19],
we made a robot learn the “traversability” affordance in an
environment. In this study, the features in the environment
that specify if a specific behavior of the robot will succeed or
not was learned by the robot. Using these learned structures,
the robot was then able to traverse in an environment successfully, perceiving the affordances of the objects. In [20],
we extended this learning system with an on-line learning
process, and a curiosity measure that provided the robot
the opportunity to select the most interesting interactions
in the environment. In [21], we presented the integrated
view of our experimental studies towards using affordances
as a framework for robot control, and also presented our
preliminary results in using learned affordance relations in
planning.
Lastly, in [18] we made the robot learn to use a set
of primitive behaviors goal-directedly. But in that study,
the robot made use of only the existing set of primitive
behaviors in its interaction with the environment. Whereas, a
behavioral development scheme should also propose a way
for the demonstration of novel/enriched behaviors. In this
current study, we extend this previous work, first, by formally
defining two different ways of using learned affordance
relations in developing behaviors. Second, we show how
new behaviors can be created from the pre-coded primitive
behaviors, borrowing ideas from the work on population
coding in neurophysiology [10].
We have seen that both in the studies of developmental
psychology and in the studies of motor control and learning
in neuroscience, the idea of starting from pre-coded primitive
behaviors, and through training and development, achieving
more complex behaviors is accepted as a possibility. If we
combine the approach of developmental psychologists Piaget
and E.J. Gibson (which says that a baby starts from innate
primitive reflexes and enriches them through experience until
they become voluntary action) with the approach of neuroscience (which says that complex patterns of motor behavior
can be explained using combination of simple pre-coded
behaviors), then we believe that this presents a very good
research potential for robotic behavior development. In this
kind of research, one should investigate how robots equipped
with simple pre-coded(innate) behaviors can develop to
achieve more complex behaviors through the usage of these
simple behaviors. This actually constitutes the grounds where
this work aims to make its contribution.

IV. E XPERIMENTAL F RAMEWORK
A. The Kurt3D robot platform
Kurt3D is a medium-sized (45cm × 33cm × 47cm), differential drive mobile robot, equipped with a 3D laser range
finder1 . The 3D laser scanner is based on a SICK LMS 200
2D laser scanner, rotated vertically with an RC-servo motor.
The 3D laser scanner has a horizontal range of 180◦ , with a
maximum resolution of 0.25◦ , and is able to sweep a vertical
range of ±82.8◦ with a resolution of 0.23◦ . The scanner is
capable of taking full resolution (720 × 720) range image in
approximately 45 seconds.
Kurt3D is simulated in MACSim[22], a physics-based
simulator, built using ODE (Open Dynamics Engine)2 , an
open-source physics engine. The sensor and actuator models
are calibrated against their real counterparts.
B. Primitive behaviors
We implemented and used three primitive behaviors on the
robot for our experiments. These are move-forward, turn-left,
and turn-right behaviors. The move-forward behavior drives
the robot straight ahead that places the robot approximately
40cm away from its initial position, if the move is not
obstructed by any obstacles. The turn-left, and turn-right
behaviors turns the robot in place for approximately 55◦ .
The wheel speeds are set to either −0.25 m/s or +0.25 m/s
for each behavior.
C. Interaction environment
In the learning phase each trial is performed with a single
object in the environment. Objects with simple geometries
such as rectangular boxes, spheres and cylinders are placed in
random orientations and random locations within a proximity
of 70cm to the robot, in the frontal area spanning 180◦ . After
learning is completed, developed behaviors are tested in an
environment cluttered with randomly distributed objects.
D. Perception and representation of entities and effects
The robot perceives its environment mainly through its 3D
scanner. It uses the range images from the scanner to extract
a set of features which consists the robot’s perception of the
environment. This feature-extraction process was first used
in [19]. Here, we use the same process to extract shape and
distance related features from the range image.
The feature set is obtained in three steps as shown in
Fig. 1. The robot makes a full resolution scan of 720 × 720.
First, the image is down-scaled to a resolution of 360 × 360
pixels. Then, it is split into grids of size 12 × 12 pixels. This
means that there are 900 such grids (since (360/12)2 = 900),
in total. Then, for each grid, distance and shape related
features are extracted. The distance related features are the
distance of the closest point, distance of the furthest point,
and the mean distance of all the points within a grid. The
shape related features are computed from the normal vectors
in the grid. A normal vector for each point in a grid is
1 URL:
2 URL:
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(entity, behavior)) relation instances are acquired through
interactions with the environment. In data collection step, for
each behavior b, the robot makes 3000 interactions with the
environment, and stores the entities (ps ) and effects (es,b )
in a training sample set. For simplicity, from now on, the
method will be described over one behavior and es,b will be
replaced by ebs . The training set (Strain ) stores affordance
relation instances, which are represented as nested triples of
entities, effects and behaviors:

Fig. 1. Phases of perception. Distance and shape features are extracted
from the scanner range image. Also three displacement values are extracted
from the encoders.

Strain = {(ebs , (ps , b))}
where ebs is the effect observed when behavior b is executed
over entity ps in situation s.
Using effect instances in the training data ({ebs }), effects
that are similar to each other are grouped together to get
a more general description of different kinds of effects that
behavior can create. This is achieved by clustering the effect
instances in an unsupervised way. K-means algorithm is used
for this purpose where k parameter is experimentally set to
10.
The prototype effect-id (effect-ids ) to which any effect ebs
belongs to can then be found by:

computed using the range values. Then the direction of each
normal vector is recorded in two base-dimensions, ϕ and
θ, in latitude and longitude. Two angular histograms are
computed for each of these dimensions. The histograms are
sliced into 18 intervals of 20◦ each, and the frequency values
in each of these slices of the histograms are used as the
shape related features. Since there are two channels of 18
values each, there are 36 shape related feature for each grid.
Adding the three distance related features of a grid, there
are 39 features to represent a single grid. We mentioned that
there are 900 such grids. So the total number of features to
describe the scene becomes 900 × 39 = 35100. In addition
to the scanner features, values from the wheel-encoders are
also recorded.

effect-ids = argmin(ebs − cbi )
1≤i≤10

where 1 ≤ i ≤ 10 is the cluster index, and cbi is the mean
of ith cluster and corresponds to the effect prototype of that
cluster. An interpretation of the effect classes obtained for
primitive behavior move-forward has been provided in [18].
After identifying a number of different effect prototypes,
the robot learns the mapping from the entities to these
prototypes (or effect-ids), for the execution of a behavior.
This is achieved by training classifiers with the collected
affordance relation instances. A separate Support Vector
Machine (SVM) classifier is trained for each behavior, using the set {(ps , effect-ids )}(1≤s≤3000) , where ps (which
includes only the relevant features3 ) is given as the input,
and the corresponding effect-id of each instance (s) as the
target category. These SVM classifiers are then used in the
execution phase, to predict what kind of effect a behavior
will generate, given a perceptual representation (ps′ ) of the
current environment:

V. L EARNING AFFORDANCE RELATIONS
In this section, how affordance relations are learned from
a number of affordance relation instances obtained during
robot’s interactions with the environment will be described.
A more detailed explanation of the method was provided in
[18].
In our formalization, entities are defined as the perceived
state of the environment before robot’s behavior execution,
and effects are described as the change in the perceived state.
Suppose that B is the set of primitive behaviors and b ∈
B is a behavior in this set. Let g is be the scanner features
of grid i in situation s, and ps / p′ s,b corresponds to the
entities (feature vectors) obtained before / after execution of
the behavior, respectively. Then g is and ps are defined as:
i
g is = [dimin , dimean , dimax , ϕi1 , ϕi2 , ...ϕi18 , θ1i , θ2i , ...θ18
]
T
ps = [g 1s , g 2s , ...g 900
s ]

effect-idpredicted
= svmP redict(ps′ , b)
s′

where 1 ≤ i ≤ 900 is the grid index, and s denotes which
sample situation is dealt with. Effects are represented as
changes in robot’s perception of the world including changes
in proprioceptive sensors:

where s′ denotes the current situation.
The effect predicted when robot encounters with a situation s′ would be the prototype (mean) of the corresponding
cluster that was generated for behavior b:

es,b = [(p′ s,b − ps )T , △x, △y, △a]T

eb,predicted
= cbeffect-idpredicted
s′

(1)

s′

where es,b is the effect obtained during execution of the
behavior. △x, △y, and △a corresponds to forward and
side displacements, and change in orientation of the robot,
respectively.
As described in Section III, in order to learn affordances
and develop generic affordance relations, a number of (effect,

3 Original size of entity vector (p ) is 35100 and most of the features
s
in this vector are irrelevant for affordance of any behavior. Thus, a feature
selection method, ReliefF is applied in order to select the 2000 features in
the entity vector, that are most relevant to and have determining roles in the
effects created.
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In [18] we showed that using this strategy, our robot was
able to develop different higher-level behaviors using its
three primitive behaviors and the learned affordance relations. First our robot demonstrated the “traverse” behavior,
using which it was able to wander around perceiving the
“traversability” of the environment. Executing this behavior,
our robot is able to move over objects like spheres, or
cylinders in an appropriate orientation that can be rolled
away; but avoid non-rollable objects like boxes. As a second example, the robot demonstrated a classical obstacleavoidance behavior. Here, it avoids contact with any object in
the environment while wandering around. The third behavior
was the “approach” behavior, where the robot approaches and
drives towards the objects.
The robot demonstrated these three different behaviors
(“traverse”, “approach”, “avoid”) using the same learned affordance structures. Using the same structures, we were able
to make the robot demonstrate different behaviors, through
the specification of the desired effect for each behavior. For
example, for the “traverse” behavior, we set the “desired
effect” so that the “forward displacement” features in the
effect-prototypes has values greater than a certain threshold.
This means the robot should not select the effect-categories
corresponding to the cases where the robot got stuck to an
obstacle, but executes move forward when there is an empty
space or a rollable object in front. We achieved the avoid
behavior by specifying the desired effect as having a high
increase in the mean distance features of the grids in the
middle portion of the range image. This results in a behavior
where the robot avoids contact with any object by turning
away whenever something appears on its front. When the
desired effect is changed to a high decrease in the mean
distance, an approach behavior emerges. The robot moves
forward towards an object on its front, and turns towards an
object on its side, to obtain the desired decrease.
Note that, rather than aiming to make the robot learn a
specific behavior, our work proposes a generic development
scheme. This becomes obvious when one notices that, the
training our robot goes through is independent from the
behaviors that it is able to display at the end. That becomes
possible, because during training, our robot learns generic
relations about the interactions of its body and the environment. These structures are task-independent, and holds
the actual information about the effects the robot can create
in its environment, using its primitive behaviors. Therefore
these structures can then be used to achieve several different
behaviors.

Fig. 2. Representation of the entity and the effect. Distance and shape
features extracted from the scanner image, taken before the execution of a
primitive behavior, constitute the entity. The difference between the features
extracted after the execution of the behavior and features extracted before
the execution of the behavior constitute the representation of effect, together
with the displacement values extracted from the encoders (see Fig. 1).

VI. U SING LEARNED AFFORDANCES FOR BEHAVIOR
DEVELOPMENT

In creating new more intelligent behavior from the primitive behaviors, the primitive behaviors (that the robot has
learned about, and has done its training with) can be used in
two ways as the result of development. In the first case, the
primitive behaviors can be used as they are, therefore there
will be one single primitive behavior active at an instant. But
the cumulative effect of the execution of these behaviors will
form a goal-directed intelligent behavior on a wider timescale. In the second way of using the primitive behaviors
in behavior development, the primitive behaviors can be
blended, such that, at an instant it is not any of the primitive
behaviors that is executing, but a new behavior that has never
been seen or demonstrated by the robot before, yet is used
by it intelligently to create effects in the environment that are
more in accordance with its goals than any of the primitive
behaviors.
A. Developing behaviors through the sequential usage of
primitive behaviors
In this first approach, the robot will use its primitive
behaviors in a sequential manner to achieve goal-directed
behavior. The robot uses the learned affordance relations
to select the primitive behavior in achieving goal-directed
behaviors. Given the perceptual representation of the current
environment as an entity, the trained classifiers will predict
an effect-id which indicates the effect class that the behavior,
for which the classifier was trained, will produce in this
environment. Then the robot can select the behavior which
predicts the effect prototype that is most similar to the desired
effect determined by its current goal. Therefore the selected
behavior will produce the most useful effect in achieving
its goal. Formally the behavior selection mechanism can be
expressed as:


bselected = argmin eb,predicted
−
e
desired
s′

B. Behavior generalization through the blending of the primitive behaviors
In the previous section the robot was able to use a set
of primitive behaviors such that when viewed on a wider
time-scale the robot’s behavior corresponded to goal-directed
intelligent behaviors. But while we claimed that in achieving
such kind of goal-directed behavior the robot made use
of a generalization over the effects it can create, and a
generalization over the features of the entities it interacts

b∈B

eb,predicted
s′
′

where
is the predicted effect of applying behavior
b in situation s (Eqn. 1) and edesired is the desired effect.
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with, it can not be said that the robot made use of a
generalization over the behaviors. At any given moment
the robot executed a single primitive behavior, and these
primitive behaviors were the same behaviors that it also used
during the training interactions, and they were programmed
into the robot.
In this section we will try to achieve behavioral generalization (or more correctly, a generalization over the motor
control parameters of the behaviors), so that, after training,
the robot will not be constrained with the fixed set of
pre-programmed behaviors but will be able to demonstrate
novel behaviors. While the robot will still have a limited set
of behaviors during training, after training it will react to
situations with new behaviors, that are more effective than
the primitive behaviors in creating the desired effect in the
environment. To be able to do that, the robot needs to make a
generalization over the motor parameters that it uses for the
behaviors, and relate these to the effects it can create with
these parameters. Then, when it needs to create a specific
effect in the environment, the robot can choose the correct
set of parameters to create the effect.
The robot will use its primitive behaviors simultaneously to achieve goal-directed behavior. We achieved this
generalization using a weighted sum of the motor control
parameters of the primitive behaviors, where the weights
are determined according to the similarity of their effects
to the desired effect. Practically, this will again correspond
to feeding in the current entity representation to the trained
classifiers, of which there is one for each action. Then the
predictions of each classifier, which are effect-prototypes, are
compared with the goal representation to see how similar
each behavior’s effect prediction is to the desired effect.
The similarity values will then be used as weights for the
behavioral parameters, in blending the primitive behaviors
so that a new behavior emerges. The inspiration for this
approach comes from the work on population coding (See
Section II-B).
Method: Suppose that there are n primitive behaviors
B1 , B2 , ..., Bn , and each behavior Bi has a set of motor
parameter values vi1 , vi2 , ..., vim for each of the m motors
M1 , M2 , ..., Mm . Further suppose that D is the desired effect
prototype, and p1 , p2 , ..., pn are the predicted effect-category
prototypes in the current environment for each of the n
behaviors. Also, let’s say that there is a similarity function S
that takes two effect prototypes as arguments and returns a
value indicating the similarity between these two prototypes.
Then, in an arbitrary environment, we can find the new value
vj′ to be passed to motor Mj as:
vj′ =

n
X
i=1

S(D, pi )
Pn
∗ vij
k=1 S(D, pk )

Fig. 3. The object is placed 20◦ to the right of the robot, at a distance of
30cm. When using only the primitive behaviors to approach the object,
the robot chooses to execute MOVE FORWARD behavior. When using
the behavioral generalization method, the robot makes a smoother motion
towards the object which approaches the object more successfully. Actually
this movement is a blending of the MOVE FORWARD and TURN RIGHT
primitive behaviors, where the contribution of the MOVE FORWARD
behavior is more than TURN RIGHT behavior.

Fig. 4. The object is placed 45◦ to the right of the robot, at a distance
of 30cm. When it uses only the primitive behaviors, the robot chooses
the TURN RIGHT behavior to approach the object. When it uses the
behavior generalization method the robot again makes a smoother motion
towards the object which approaches the object more successfully. This
movement is also a blending of the MOVE FORWARD and TURN RIGHT
primitive behaviors, but different from the case in Fig. 3, this time the
contribution of the TURN RIGHT behavior is more than the contribution
of the MOVE FORWARD behavior.

define a similarity function that would indicate how similar
a predicted effect is to the desired effect.
VII. E XPERIMENTAL RESULTS
In this section we will present the results of applying the
two strategies of using the learned affordance relations for
the “approach” behavior. Fig. 3, and Fig. 4 shows the robot’s
reaction to different situations for the two strategies of using
only primitive behaviors, and using behavioral generalization. It can be seen that the behavior generalization approach
enables the robot to discover new behaviors different than the
primitive behaviors, and these new behaviors improves the

(2)

That is, the resulting motor parameter value is the sum
of each behavior’s contribution for that parameter, and this
contribution is proportional to the similarity of the predicted
effect for that behavior to the desired effect. Note that,
other than the learned affordance relations, we also need to
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Fig. 6. Robot’s reaction to different situations using the two different strategies of using only primitive behaviors, and using behavioral generalization.
The arrows show the robot’s position and heading direction after executing
the behavior. The circles denote the object’s position in each different case.
If a circle and an arrow are of the same color, this means that when the
object is in the location indicated by the circle, the robot’s heading direction
and position after executing the chosen behavior is indicated by the arrow
of the same color. In (a) the robot uses only the primitive behaviors in
approaching the object. Therefore, in the figure, there are only three arrows,
representing the robot’s position and heading direction after executing each
of these three behaviors. It can be seen that the robot is able to approach the
object and select the correct primitive behavior. But one can also notice that
these primitive behaviors are very crude in turning towards the object. In
(b) the robot uses the behavioral generalization strategy in turning towards
the objects. In this figure there are eight arrows, corresponding to eight
different reactions of the robot to different situations. Here again the robot
is successful in turning towards the object, but this time it makes more
detailed movements towards the objects showing an improvement over the
case of using only the primitive behaviors.
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Fig. 5. Comparison of the two methods of behavioral generalization and
using only the primitive behaviors for the “approach” behavior. Each boxplot
in the figure shows the distribution of the errors (in radians) the robot
made at that angle for different distances of the object. At each angle, the
boxplot on the left and the boxplot on the right refers to the errors made by
behavioral generalization, and using only primitive behaviors, respectively.
The box is bounded by lower and upper quartile values, and the whiskers
show the extends of the data. The red line refers to the median, the outliers
are shown by gray plus (+) signs.

rates at these angles, because using this strategy the correct
behavior’s purity is tempered by some contribution from the
other behaviors. When using the behavioral generalization
method, the average errors made at the angles in between
the extremes (−45◦ , −30◦ , −15◦ , 15◦ , 30◦ , 45◦ ) are smaller
than the cases where the only the primitive behaviors are
used. This shows that, using the behavioral generalization
method, the robot is able to turn to the angles in between,
that it can not approach using only the primitive behaviors.
This can be seen more clearly in Fig. 6. Here, it can
be seen that, when compared with using only the primitive
behaviors, the behavioral generalization approach spans the
same angular range in turning towards the object, but it
does so in a more finer manner, spanning whole of the
angular range. The trade-off is some lose of precision in
the directions of the original primitive behaviors.
The behavior development scheme and the trained classifiers were also transferred to the real robot and tested.
We placed real world objects in front of the robot and
tested to see if it was able to approach to the objects. We
also compared the results for the behavioral generalization
method, with using only primitive behaviors. In Fig. 7 a
box shaped object is placed slightly to the left of the
robot, and the final situations after the execution of the
behaviors are shown. It can be seen that the behavioral
generalization approach is more successful than the case of
using only primitive behaviors in which the robot executes
the MOVE FORWARD behavior.

robot’s reaction in situations where the primitive behaviors
are not good enough.
These two methods were further analyzed in systematic
experiments, where the object to be approached was placed
in different positions. The object was placed at angles
{−60◦ , −45◦ , −30◦ , −15◦ , 0◦ , 15◦ , 30◦ , 45◦ , 60◦ } in front of
the robot, and the distances of the objects changed between
20cm and 70cm. The robot executed the behavior (or the
blending of the behaviors) it selected for each object in front
of it. After the execution of the behavior, the relative angle
of the object with respect to the robot’s heading direction
was recorded as the error for that case. The results of the
experiments conducted at 50 different distances for each
angle can be seen in Fig. 5. Each boxplot in the figure
shows the distribution of the errors (in radians) the robot
made at that angle for different distances of the object. The
two boxplots at each angle corresponds to the two different
methods: behavior generalization (on the left) and using only
primitive behaviors (on the right).
When the object is placed 60 degrees to the left/right
(−60◦ /60◦ ), or directly ahead (0◦ ) of the robot, and when
the robot approaches to the object using only its primitive
behaviors, the error is very close to zero. This is an expected
result, since these three angles are exactly the ones that
the three primitive behaviors turns/drives the robot to. The
fact that the errors are very close to zero at that angles
also proves that the robot is really able to choose the
correct behaviors for the approach behavior: turn left when
the object is on the left, turn right when the object is on
the right, and move forward when the object is ahead. The
behavioral generalization method gave relatively high error

VIII. C ONCLUSION
In this paper we proposed a behavior development scheme
for a mobile robot. J.J. Gibson’s concept of “affordances”
7
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[22] E. Uğur, M. R. Doğar, O. Soysal, M. Çakmak, and E. Şahin, “MACSim: Physics-based simulation of the KURT3D robot platform for
studying affordances,” 2006. MACS Project Deliverable 1.2.1.

Fig. 7. Real robot’s reaction to a situation where the object is placed
slightly to the left of the robot.

[16] provided the basis of our proposed development scheme.
We used a formalization of affordances [1] to make the
robot learn about the dynamics of its interactions with
its environment. In this formalization, every interaction of
the robot with the environment are represented as (effect,
(entity, behavior)) triples. Collecting such affordance relation
instances from the environment, our robot was then able
to extract generic affordance relations pertaining to the
relation between itself and the environment. Using these
learned affordance relations our robot displayed higher-level
behaviors.
In exploration phase, using three pre-coded primitive behaviors (move forward, turn left, and turn right), our robot
interacted with simple objects like boxes, cylinders, and
spheres. Then, using the data it collected during its interactions with the environment, our robot formed affordance relations. In our implementation this practically corresponded
to training SVMs that can predict the effects that will be
created in the environment if a certain behavior is executed,
in the current environment. Then, these trained SVMs were
used by the robot to display more intelligent behaviors in the
environment.
We tried two different methods in achieving more complex
behaviors using the three simple pre-coded behaviors. As
the first method we used the sequential execution of the
primitive behaviors. In this case, the robot uses its pre-coded
primitive behaviors only, but the sequencing of these primitive behaviors were such that new more complex behaviors
emerged. As the second method we used the simultaneous
execution of primitive behaviors. Here, the robot uses its precoded primitive behaviors to create new behaviors that are
more effective in reaching its goal than any of the primitive
behaviors. This is achieved by driving the motors of the
robot using a value which is equal to the weighted sum of
the motor parameters of each primitive behavior. The weight
(contribution) of each primitive behavior is proportional to
the similarity of the predicted effect for that behavior to the
desired effect the robot wants to create.
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